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Abstract

Automated Web service composition is one of the holy grails of service-
oriented computing, since it allows users to create an application simply
by specifying the inputs the resulting application should require, the out-
puts it should produce, and any constraints it should observe. The com-
position problem has been handled using a variety of techniques, from AI
planning to optimisation algorithms, however no work so far has focused
on handling multiple composition facets simultaneously, producing solu-
tions that: (1) are fully functional (i.e. fully executable, with semantically-
matched inputs and outputs), (2) employ a variety of composition con-
structs (e.g. sequential, parallel, and choice constructs), and (3) are op-
timised according to non-functional Quality of Service (QoS) measure-
ments. The overall goal of this thesis is to propose hybrid Web service
composition approaches that consider elements from all three facets de-
scribed above when generating solutions. These approaches combine el-
ements of AI planning and of Evolutionary Computation to allow for the
creation of compositions that meet all of these requirements.

Firstly, this thesis proposes two novel approaches for Web service com-
position with direct representations. The first one is a tree-based approach
where the leaf nodes are the atomic services included in the composition
and the inner nodes are the structural constructs that shape the compo-
sition workflow. The second one is a graph-based approach where the
atomic services are the vertices and the edges connecting them form the
composition workflow. The two approaches are compared to determine
which is most suitable to the QoS-aware fully automated Web service com-
position problem.



Secondly, this thesis proposes novel sequence-based approaches for
Web service composition that use an indirect representation, i.e. they en-
code solutions as sequences of services. By representing solutions in this
way, it is possible to initialise and evolve them without having to enforce
their functional correctness. Then, before evaluating the fitness of each
solution, a decoding algorithm is used to transform the sequence into the
corresponding composition. The decoding algorithm builds the workflow
using the ordering in the sequence as closely as possible when selecting
the next service to be added, while at the same time generating a function-
ally correct structure.

Thirdly, this thesis treats Web service composition as a multi-objective
problem, generating a set of trade-off solutions the user can choose from.
More specifically, it proposes multi-objective approaches to fully auto-
mated Web service composition, which means that conflicting QoS at-
tributes are independently optimised using a variety of representations
that support flexible workflow structures. Additionally, a multi-objective
and fully automated memetic approach that uses a local search operator
to further improve the quality of solutions is proposed.

The following major contributions have been made in this thesis. Firstly,
two approaches for Web service composition with direct representations
were proposed. When the choice construct is not considered, the graph-
based approach produces solutions of higher quality than those of the
tree-based approach, but the opposite is true when the choice construct
is included. Secondly, indirect representation approaches for Web service
composition were proposed. These approaches perform well and can pro-
duce solutions with better quality than those found by the graph-based ap-
proach. Finally, we propose multi-objective approaches to fully automated
service composition, employing different problem representations and a
local search operator. The multi-objective approaches using the sequence-
based representation were found to produce solutions with better overall
quality.
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Glossary of Terms

This glossary provides a brief definition for recurrent terms used through-
out this thesis.

Abstract service A slot to be filled in by a concrete Web service that spec-
ifies the desired functionality with regards to available inputs and
expected outputs.

Abstract workflow A structure showing the connections between ab-
stract services. Abstract workflows are used to predefine the over-
all structure of a composition before optimisation—which consists
of selecting the best possible concrete service to fulfil each abstract
service—takes place.

Availability In the context of QoS, this indicates the probability of a ser-
vice being available at any given time to respond to a request.

Constructs Structures that organise services within the composition and
establish how they interact. For example, the sequential construct
structures services into a chain that is executed on service at a time,
whereas the parallel construct structures services to be executed in-
dependently and simultaneously.

Cost In the context of QoS, this indicates the financial cost associated with
invoking a given service.

Crossover A genetic operator that consists of two parent candidates ex-
changing chosen subparts in order to generate some offspring.

xix



xx GLOSSARY OF TERMS

Decoding The process of translating an individual in the population (i.e.
the genotype) into a corresponding solution (i.e. the phenotype that
is the expression of that genotype). In some approaches presented in
this thesis, sequences of services are decoded into their correspond-
ing service workflows.

Discovery The process of identifying a service within the repository that
presents some desired functionality.

Dominance A given solution a is said to dominate another solution b if
two criteria are met. Firstly, for all objectives the values of a are at
better or equal to those of b. Secondly, for at least one objective the
value of a is better than that of the b. If these criteria are not met, the
solutions are said to be non-dominated with regards to each other.

Elitism A genetic operator that consists of preserving the fittest individ-
uals from one generation to the next.

Evaluation The process of calculating an individual’s fitness according to
one or more functions.

Evolutionary computation (EC) A set of optimisation techniques that
employ Darwinian evolutionary principles to produce solutions. A
population of candidate solutions is initialised and these individu-
als are bred over a given number of generations, each time evalu-
ating the fitness of each candidate. Fitter candidates have a higher
likelihood of surviving and breeding, which encourages the overall
improvement of the population’s fitness.

Fitness The goodness of a given individual, typically measured using an
objective function. The fitter the individual, the more likely it is to
survive and breed during the evolutionary process. The measure of
fitness should encourage desirable traits in an individual according
to the specific domain being tackled.



GLOSSARY OF TERMS xxi

Fully automated If a Web service composition approach is fully auto-
mated, it not only optimises the overall quality of compositions but
also explores different workflow configurations during the process.

Functional correctness A Web service composition is functionally correct
if three conditions are true. Firstly, all services within it have their
inputs completely fulfilled. Secondly, the composition produces all
desired outputs specified in the composition request. Thirdly, the
composition begins execution using only the inputs provided in the
request.

Genetic algorithm (GA) An evolutionary computation approach that con-
sists of evolving vector-like candidates in order to find the one with
the best possible fitness. Genetic operators are designed with the
vector representation in mind.

Genetic operator A breeding procedure used to generate offspring for a
given set of parents.

Genetic programming (GP) An evolutionary computation approach that
consists of evolving tree-like candidates in order to find the one with
the best possible fitness. Typically a distinction is made between the
tree’s inner nodes and leaf nodes, and genetic operators work by
modifying the structure of subtrees within a given candidate.

Hypervolume A performance metric for multi-objective optimisation. It
measures the total volume between a given front and a chosen ref-
erence point. The larger the hypervolume, the wider the range of
solution trade-offs contained in the front.

Initialisation The creation of a new population for evolution. Typically,
candidates can be either initialised at random or using a problem-
specific method.
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Inverted generational distance (IGD) A performance metric for multi-
objective optimisation. It measures the distance between points in a
given Pareto front and points in the ideal (i.e. best known) Pareto
front. The smaller the IGD, the better the given front is at approxi-
mating the ideal solutions.

Local search A genetic operator that consists of creating a neighbourhood
of individuals for a given candidate. Neighbours are evaluated and
the fittest one replaces the original candidate in the population, pro-
vided it is also fitter than the original.

Multiobj. evolutionary algorithm based on decomposition (MOEA/D)
A multi-objective optimisation algorithm whose principle is to de-
compose the multi-objective problem at hand into a series of single-
objective subproblems, which are then addressed independently.

Mutation A genetic operator that consists of generating offspring by per-
forming a small modification to the structure of an individual.

Neighbourhood A set of individuals that are created based on a given
candidate. Each neighbour is obtained by performing a small modi-
fication on that candidate.

Non-dominated sorting genetic algorithm II (NSGA-II) A multi-object-
ive version of GA whose principle is to independently optimise con-
flicting objectives. The key idea is to sort candidates by considering
the dominance relationships between them.

Objective function A function that either minimises or maximises a par-
ticular numerical value related to the optimisation problem at hand.

Ontology In the context of Web service composition, an ontology shows
the relationships between output and input concepts. This informa-
tion is used to determine whether the inputs of one service can be
fulfilled by the outputs of another.
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Pareto front A subset of candidates from a given population that are non-
dominated with regards to two or more objectives.

Particle swarm optimisation (PSO) An optimisation method inspired by
the social behaviour of animals. Particles independently explore the
search space, communicating with each other to identify promising
areas for further investigation.

Quality of service (QoS) A set of non-functional attributes (e.g. time,
cost, availability, reliability) that indicate the expected quality of a
given service.

Reliability In the context of QoS, this indicates the probability that a re-
sponse returned by a service is reliable.

Repository A repository contains information about a set of Web ser-
vices, more specifically a description of each service’s location and
available operations.

Representation The way in which a solution is modelled for optimisa-
tion. For example, a Web service composition solution may be mod-
elled as a tree, as a directed acyclic graph, or as a sequence.

Reproduction A genetic operator that consists of selecting an individual
from the current generation and copying it as an offspring.

Semi-automated If a Web service composition approach is semi-automa-
ted, it assumes that an abstract workflow defining the structure of
the composition has been provided, and the goal is to select concrete
services that fulfil the corresponding abstract services to achieve the
best possible overall quality.

Task A composition request specifying the overall inputs that are initially
available for executing the composition and the overall outputs that
the composition is expected to produce.
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T-test A statistical test that compares two samples of values with the ob-
jective of ascertaining whether the means of the two groups present a
statistically significant difference. The t-test assumes that the values
analysed follow a normal distribution.

Time In the context of QoS, this indicates the overall time required for a
service to return a response once it receives a request.

Web service A functionality module that provides operations and/or
data and is accessible over a network by using standard communi-
cation protocols.

Web service composition (WSC) The combination of atomic Web ser-
vices that perform simpler tasks into a workflow that accomplishes
a more complex task.

Wilcoxon rank-sum test A statistical test that compares two samples of
values with the objective of ascertaining whether the means of the
two groups present a statistically significant difference. This test
does not assume that the values analysed follow a normal distribu-
tion.

Workflow A structure showing the connections between services in a
composition. The predecessors of a given service produce outputs
that are used to fulfil its inputs, ensuring the composition can be ex-
ecuted at runtime.



Chapter 1

Introduction

1.1 Problem Statement

As applications increasingly interact with the Web, the concept of Service-
Oriented Computing (SOC) [33, 144, 20, 138, 209] emerges as a popular
solution. The key components of SOC are Web services, which are func-
tionality modules that provide operations accessible over the network via
a standard communication protocol [72]. One of the greatest strengths
of Web services is their modularity, as it allows the reuse of indepen-
dent services that provide a desired operation as opposed to having to re-
implement that functionality. The combination of multiple Web services
to achieve a single, more complex task is known as Web service composition
[55]. At a basic level, services are combined according to the function-
ality they provide, i.e. the inputs required by their operations and the
outputs produced after execution. Several services can be composed to
provide value-added functionality, using composition languages such as
BPEL4WS [179]. These services are made available by a service provider,
which advertises them using formal description standards such as WSDL
[44] and allows their functionality to be accessed by service requestors using
communication standards such as SOAP [7].

In addition to producing applications that fulfil the desired function-

1
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ality, it is important to consider the non-functional aspects of the services
when performing Web service compositions. These quality measures are
known as the Quality of Service (QoS) of a service, and include attributes
such as the reliability and availability of a service, its required execution
time, and its financial cost [125]. These quality features are usually re-
quired to abide by certain minimum or maximum levels, expressed as a
Service Level Agreement (SLA) [163]. For example, a given SLA may spec-
ify that only services with a response time of at most 1 second should be
considered. When a composition caters to these constraints, it is referred
to as a SLA and QoS-aware Web service composition [181]. Finding opti-
mal or near-optimal compositions with regards to QoS is advantageous
to requestors, because these solutions will be as cost effective as possi-
ble while also preserving other quality aspects such as availability and
response time. For example, a non-optimised solution that executes each
service sequentially will have a much higher response time than an opti-
mised solution that executes services in parallel.

An example of an application of Web service composition is ENVISION
(Environmental Services Infrastructure with Ontologies) [123], an EU-fun-
ded project whose aim is to provide a framework for discovering and
composing Web services that perform geospatial analysis on data, thus
enabling environmental information to be more easily processed for re-
search and decision-making purposes [123]. ENVISION was conceived
for use by scientists who are experienced with geographic models but do
not have a technical computing background, therefore the motivation of
this project was to create a solution that is as simple to use as possible.
The system offers a way to search for (discover) services that provide en-
vironmental data, as well as processing services, by using a word-based
and coordinate-based search. Users create compositions by manually se-
lecting and assembling a Business Process Model (BPM), which is later
transformed into an engine-runnable representation. The environmental
data and processing applications are packaged as services, meaning that
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they are easily available for reuse and thus contribute to the faster identi-
fication of important environmental trends.

Despite the usefulness of Web service composition, conducting such a
process manually is fraught with difficulties. In order to illustrate these
problems, an experiment was performed in which students with a good
knowledge of programming and of Web services were asked to manu-
ally create Web service compositions to address a range of well defined
real-world problems [112]. Results show that they faced a number of dif-
ficulties at different composition stages, from the discovery of potential
services to their combination. During the discovery phase, the most pop-
ular search tools used by students were Web service portals and generic
search engines. Authors explained that a variety of discovery tools from
the literature were used because no single solution offers a large variety
of services. This suggests that larger standardised service portals should
be created, provided that the quality of the services offered is maintained.
During the combination phase, students faced discrepancies between the
concepts used by the interfaces of services: the terms used in the inter-
faces of any two services are often different from each other, even though
those services may handle the exact same domain. Standardising and au-
tomating the service composition process would eliminate the need for
dealing with these difficulties manually [119]. Thus, developing a system
capable of creating compositions in a fully automated manner is one of
the holy grails of the field [127]. More specifically, this automated system
would concurrently select the appropriate services, configure them into a
suitable execution workflow, and optimise the composition’s overall QoS.

Web service composition is known to be an NP-complete problem, and
this has been proven by showing that there is a polynomial time reduction
from the decision version of the multidimensional multi-choice knapsack
problem (MMKP)—which is known to be NP-complete—to the decision
version of the Web service composition problem [130, 59]. This means
that a polynomial-time algorithm for solving the Web service composition
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problem is not known, and that in certain instances all known compo-
sition methods are slow. Due to this complexity, a variety of strategies
have been investigated in the literature. These can be generally classified
under heuristic, exact optimisation, and meta-heuristic methods. Heuris-
tic approaches are ideal for optimising existing service structures, though
they do not support fully automated composition. Exact optimisation ap-
proaches can produce optimal solutions, though this process may be time
consuming for large and difficult problem instances. Finally, metaheuris-
tic approaches can produce good solutions within reasonable amounts of
computational time, though their optimality cannot be guaranteed. Exist-
ing works focus on two fundamental composition approaches: workflow-
based approaches, where the central idea is that the user provides an abstract
business process which is to be completed using concrete services, and Ar-
tificial Intelligence (AI) planning-based approaches, where a concrete business
process is built by modelling the composition problem in terms of an ini-
tial state and of a goal state, also specifying the possible actions (i.e. which
services can be added to the current workflow) in order to move from one
state to another [130]. In workflow-based approaches, the abstract process
to accomplish the task requested by the user has already been provided, so
the objective is to select the concrete services with the best possible quality
to fulfil each workflow step. The advantage of such approaches is that the
selection of services may easily be transformed into an optimisation prob-
lem where the objective is to achieve the best overall composition quality.
This optimisation may be performed using traditional techniques such as
Integer Linear Programming (ILP) [201], however this approach has been
shown to not scale well in larger search spaces [28]. In the ILP approach
discussed in [28], for example, raising the number of services considered
from 160 to 200 triples the execution time.

Instead, the optimisation can be performed more efficiently for many
problem instances by using Evolutionary Computation (EC) techniques, such
as Particle Swarm Optimisation (PSO) and Genetic Programming (GP)
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[184]. The disadvantage of using workflow-based approaches is that the
composition workflow must have been already defined, which likely means
that it has to be manually designed. Planning-based approaches, on the
other hand, have the advantage of both determining the workflow to be
used in the composition and selecting services to be used at each step,
abiding by user constraints. The disadvantage of such approaches is that
it is difficult to also perform QoS-based optimisation on the selected ser-
vices when using planning.

1.2 Motivations

The intricacy of Web service composition lies in the number of distinct
facets it must simultaneously account for. As the first facet, the overall
composition must be functionally correct, meaning that the inputs of each
service in the workflow are completely fulfilled and also that the compo-
sition performs the requested task. As the second facet, services must be
arranged appropriately in the composition according to the desired out-
come (e.g. sequentially, or in parallel). Particular attention must be paid
to choice constructs, when the composition is required to have multiple
execution options (choices) according to a given condition [185, 170, 85].
As the third facet, the composition must achieve the best possible overall
Quality of Service (QoS) with regards to attributes such as the time re-
quired to execute the composite services, the financial cost of utilising the
services, and the reliability of those services. These facets are discussed in
more detail below:

1. Functionality: A Web service composition solution is considered
functionally correct or feasible [178] if its constituent services are well-
matched, that is, the inputs of each service are completely satisfied
by the outputs of other services executed earlier in the workflow or
by the input from the service request. The functionality of a solu-
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tion is ensured by selecting the service that provides the appropri-
ate functionality for a given task, which in practice can be done by
selecting the appropriate concrete service to fulfil each abstract ser-
vice within an abstract Web service composition workflow (i.e. semi-
automated Web service composition). The compatibility between two
services is established by ensuring that the input of one service can
be matched by the output of the preceding service.

2. Composition constructs: In addition to considering the function-
ality of services within the composition, it is necessary to arrange
them appropriately to satisfy dependency constraints. This ensures,
for example, that services that depend on each other are sequen-
tially connected, services that are independent from each other are
allowed to be executed in parallel, and that compositions with multi-
ple independent execution branches can be controlled by the appro-
priate choice constructs and their associated conditional constraints. If
an abstract Web service composition workflow is not already known,
then it must be built at the same time services are selected to be part
of the solution (i.e. fully automated Web service composition).

3. Quality of Service: The overall quality of compositions can be mea-
sured by aggregating the individual QoS values of its constituting
atomic services, meaning that it is possible to optimise the QoS of
the composition by selecting the right combination of constituting
services. This optimisation can be performed either by combining
the different overall QoS attributes into a single score, in which case
single-objective optimisation is used, or by considering QoS attributes
independently, in which case multi-objective optimisation techniques
are employed. The choice of optimisation strategy depends on fac-
tors such as the number of desired solutions produced (i.e. a single
solution versus a set of trade-off solutions), as well as preferences
regarding the QoS attributes (i.e. which attributes can be prioritised
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over others).

1.2.1 Limitations of Current Web Service Composition Ap-

proaches

The above discussion refers to several strategies that have been proposed
to address the composition problem [154]. These produce reasonable re-
sults, however they do not account for the three previously described com-
position facets at once. For example, AI planning techniques for composi-
tion [76, 53] focus on guaranteeing functional correctness (first facet), and
at times also fulfil conditional constraints (second facet), but generally do
not consider the optimisation of a solution’s QoS (third facet); EC tech-
niques such as Genetic Algorithms (GA) and Genetic Programming (GP)
[159, 184] focus on QoS in addition to functional correctness, but do not in-
clude the fulfilment of conditional constraints using the choice construct.
Research on incorporating the choice construct into automated composi-
tion strategies is not extensive, however this construct is an important ele-
ment of Web service composition and thus should be supported. The fol-
lowing paragraphs describe current limitations in specific aspects of Web
service composition.

Lack of Hybridisation between AI planning and EC

Traditionally, AI planning and EC have been employed separately to solve
the problem of Web service composition. On the one hand, AI planning
techniques are effective at ensuring the creation of composition solutions
that are functionally correct, and also at ensuring the creation of branches
according to the choice constructs required [185]. On the other hand, EC
techniques are ideal for identifying solutions with a good overall quality
amongst a very large array of possibilities [184]. Given the strengths of
each set of techniques, it would be advantageous to combine these two
composition strategies into a single approach that offers both sets of ca-
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pabilities, and thus considers more service composition facets simultane-
ously. This hybrid approach would be able to employ planning ideas to
configure service workflows and incorporate the choice construct when
necessary, as well as using EC principles to optimise the composition’s
overall QoS and return a suitable solution. Despite being a promising idea,
this area has currently not been investigated in depth.

Semi-automated and Multi-Objective Composition

The majority of existing EC approaches in the area of Web service com-
position are classified either as single-objective or multi-objective works.
Single-objective approaches generally prioritise the exploration of differ-
ent composition workflow structures, meaning that prior knowledge on
what structural features are most promising is not required. These ap-
proaches are referred to as fully automated Web service composition tech-
niques [153]. Due to the varying structure and length of solutions, algo-
rithms that support more flexible representations—such as genetic pro-
gramming (GP) [159, 116]—are ideal for this task. Despite these advan-
tages, one limitation of single-objective works is that they combine all po-
tentially conflicting QoS measurements using a simple aggregation strat-
egy, which assumes that the users who requested the composition have
certain preferences regarding the importance of each QoS attribute. In
fact, it may be easier to select a suitable solution from a series of options,
rather than precisely identifying the weight of each QoS attribute when
aggregating them. To address this need, another set of works has ex-
plored multi-objective techniques, since they can naturally handle conflict-
ing QoS attributes and also produce a set of trade-off solutions [181]. These
works are semi-automated [153], that is, they assume an abstract workflow
is given and simply select a concrete service to fulfil each abstract ser-
vice until the best possible overall QoS is reached. Thus, the limitation of
multi-objective approaches is that they do not thoroughly investigate fully
automated composition. To overcome this problem, multi-objective algo-
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rithms should be applied with appropriate representations and operators
that allow for a variety of composition workflow structures to be explored,
though this has currently not been a focus of the research in the field.

Inefficient QoS-Aware Selection in Fully Automated Context

When building a candidate composition solution, atomic services must be
selected according to the compatibility of their inputs. The simplest form
of selection is when the inputs of services are matched according to their
exact type, though recently more sophisticated semantic approaches that
also allow for other matching strategies have been investigated [24]. In
a typical semi-automated selection scenario, a concrete service is chosen
to fulfil the functionality specified by an already-defined abstract service,
which restricts the complexity of the problem. However, the selection of
services in a fully automated context is significantly more complex, be-
cause there are multiple services with different functionalities that could
be viably added to the composition at any stage. Consequently, without
the use of abstract services composition techniques are relegated to exten-
sively checking the available services before adding a new service to the
solution, which decreases the overall efficiency of the composition pro-
cess. Performing the selection of services in an efficient way that simulta-
neously considers the impact of the overall quality of a composition and
on its functionality is an open problem in the area, thus further investiga-
tion is necessary.

1.3 Research Goals

The overall goal of this thesis is to propose a hybrid Web service com-
position approach that considers elements from the three facets described
above when generating solutions. More specifically, this approach com-
bines elements of AI planning to ensure functional correctness and con-
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straint fulfilment, and of Evolutionary Computation to evolve a popula-
tion of near-optimised solutions from a QoS standpoint. The research aims
to determine a flexible way in which planning and EC can be combined to
allow the creation of solutions to solve composition problems. In order
to do so, different representations for composition solutions must be in-
vestigated, as each of them has strengths and weaknesses that cannot be
supplanted by any of the others. The choice of representation is impor-
tant because it determines how the structure of a Web service composition
problem will be handled during the evolutionary process. This choice di-
rectly affects the selection of genetic operators, which are used to modify
the composition’s structure, and of a decoding strategy, which is used for
translating indirect structures such as sequences of services into their cor-
responding composition workflow. The research goal described above is
achieved by completing the following set of objectives, outlined in Figure
1.1:

1. Propose different approaches for Web service composition in the con-
text of evolutionary computation, addressing all the facets previ-
ously discussed. In particular, these approaches should be capa-
ble of representing different constructs used in a composition work-
flow, and they should also allow for workflows of varying lengths
and configurations. This description intuitively fits tree and graph
structures, so these two alternatives should be used for represent-
ing compositions. Tree structures explicitly represent composition
constructs as inner nodes and atomic services as leaf nodes. Trees
can be easily modified during the evolutionary process by replac-
ing subtrees with new structures of equivalent functionality, how-
ever it is difficult to directly represent the dependencies between the
atomic services in the compositions. Graph structures, on the other
hand, implicitly represent composition constructs as directed edges,
while atomic services are represented as nodes. Graphs intuitively
represent the dependencies between the services in the composition,
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Figure 1.1: Research objectives and sub-objectives.

however manipulating these dependencies during the evolutionary
process is complex. In addition to representing compositions with
sequence and parallel constructs, the choice construct should also be
considered. The different properties for tree and graph-based com-
positions, as well as the different ways in which their structures can
be modified, show that the graph-based approach is not merely a
generalisation of the tree-based approach. Thus, both approaches
should be independently investigated. The search for a suitable com-
position approach leads to the following sub-objectives:

(a) Propose an evolutionary tree-based approach for fully automated and
QoS-aware Web service composition.

(i) Propose a tree-based composition approach, including a suitable
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representation and set of genetic operators.
The first sub-objective is to propose an approach that em-
ploys tree structures to produce QoS-optimised and func-
tionally correct solutions. This includes introducing a problem-
specific initialisation strategy and genetic operators. The
aim is to maintain the correctness of the overall tree struc-
tures during the optimisation process.

(ii) Extend the tree-based approach to include the choice construct.
The second sub-objective proposes an extension to the tree-
based approach so that it also includes the choice construct
as one of the possible structural elements of a composition
(in addition to the sequence and parallel constructs). This
enables composition requests with conditional constraints
(i.e. if-else statements) to be fulfilled.

(b) Propose an evolutionary graph-based approach for fully automated and
QoS-aware Web service composition.

(i) Propose a graph-based composition approach, including a suitable
representation and set of genetic operators.
The first sub-objective is to propose an approach that uses
a DAG representation to encode functionally correct solu-
tions. This approach employs genetic operators that mod-
ify the workflow structures taking into account all depen-
dencies between services. The aim is to be able to modify
graph structures without erasing fundamental connections
during the evolutionary process.

(ii) Extend the graph-based approach to include the choice construct.
The second sub-objective proposes an extension to the graph-
based approach so that it also includes the choice construct
as one of the possible structural elements of a composition.
As opposed to the sequence and parallel constructs, which
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are implicitly encoded as edges in the workflow, the choice
construct is represented as a special node whose condition
determines which branch of the remaining graph should be
executed next.

2. Propose a novel framework for Web service composition that evolves
solutions as sequences of services, which are then decoded before
the fitness evaluation stage. The main advantage of this framework
is that the decoding process ensures solutions are feasible, meaning
that the optimisation can be carried out in an unconstrained way.
This simplifies the initialisation of the population as well as the ge-
netic operators employed during evolution, which potentially pre-
vents the search from becoming overly constrained. The decoding
process builds upon the algorithm used to create candidates in the
graph-based approach discussed in the previous objective. The se-
quential encoding used in this framework facilitates the implemen-
tation of a local search operator. That is because it allows a neigh-
bour to be simply defined as a sequence where the position of two
services has been swapped but where everything else is equal to the
current candidate. In graph-based and tree-based representations,
on the other hand, the definition of a neighbour is not as straightfor-
ward. The use of local search further improves the effectiveness of
the optimisation process.

This objective is accomplished through the following two sub-objectives:

(a) Propose an evolutionary framework for the sequence-based Web service
composition approach.
The first sub-objective is to present a general framework for the
sequence-based approach, detailing the components necessary
for optimising compositions in an indirect way. Part of this sub-
objective is to identify the key modular components that can be
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modified, exchanged, and/or recombined in order to alter the
overall effectiveness and efficiency of the approach.

(b) Propose different decoding strategies and representational variations
for the sequence-based framework, evaluating their performance.
The second sub-objective is to propose different decoding strate-
gies and variations of the sequence-based candidate represen-
tation on the framework. In addition to modifying decoding
strategies and representations, genetic operators that are com-
patible with these variations are also proposed.

3. Propose multi-objective evolutionary Web service composition ap-
proaches that can independently optimise conflicting QoS attributes
in a fully automated way, i.e. allowing for different workflow struc-
tures to be investigated. Instead of producing a single optimised so-
lution as done in the previous objectives, these approaches produce
a set of solutions with different quality trade-offs. This objective is
divided into the following two sub-objectives:

(a) Propose fully automated and multi-objective approaches to Web service
composition.
The first sub-objective is to employ multi-objective techniques to
solve the problem of fully automated Web service composition.
This includes utilising representations that are appropriate in a
fully automated context.

(b) Extend fully automated multi-objective approach to incorporate local
search.
The second sub-objective is to extend one of the initial approaches,
incorporating local search as part of the optimisation process. In
order to accomplish this, a multi-objective algorithm that accom-
modates the idea of local search must be employed and a suitable
local search operator must be designed and implemented.
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1.4 Major Contributions

This thesis proposed three major contributions to the area of Web service
composition:

1. This thesis proposed two approaches for fully automated evolution-
ary Web service composition, using two different representations.
The tree-based approach is an intuitive choice for Web service com-
position because it represents problems that have a variable struc-
ture by encoding structural constructs as inner nodes in the tree, and
atomic services as leaf nodes. Likewise, the graph-based representa-
tion introduces a problem-specific workflow representation and ge-
netic operators to ensure the correctness of composition candidates.
This approach maintains dependencies between services more eas-
ily throughout the evolutionary process. The new graph represen-
tation used in this approach encodes each atomic service as a node
and the connections between services as edges, which is a compact
and intuitive way of modelling a Web service composition. The find-
ings were that when not considering the choice construct, the graph-
based approach produces higher quality solutions when compared
to the tree-based approach. However, when the choice construct is
considered then the opposite is true, with the tree-based approach
producing higher quality solutions. This is thought to be the case
due to the operators employed by the tree-based approach.

This contribution has resulted in six publications, three of which dis-
cuss the tree-based approach while the other three discuss the graph-
based approach. For each of these two groups, one publication was
dedicated to presenting the new approach without the choice con-
struct and another was dedicated to tackling this construct. Also,
within each group there was one publication that was an extension
of a previous work. These are as follows:
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• Alexandre Sawczuk da Silva, Hui Ma, and Mengjie Zhang.
“A GP Approach to QoS-Aware Web Service Composition and
Selection.” Simulated Evolution and Learning. Springer Interna-
tional Publishing, 2014. 180-191.

• Alexandre Sawczuk da Silva, Hui Ma and Mengjie Zhang. “A
GP Approach to QoS-Aware Web Service Composition includ-
ing Conditional Constraints”. Proceedings of the 2015 IEEE Congress
on Evolutionary Computation (CEC 2015). Sendai, Japan. 25-28
May, 2015. 2113-2120.

• Alexandre Sawczuk da Silva, Hui Ma, Mengjie Zhang. “Ge-
netic programming for QoS-aware web service composition and
selection”. Soft Computing. 2016. pp. 1-17 DOI: 10.1007/s00500-
016-2096-z.

• Alexandre Sawczuk da Silva, Hui Ma and Mengjie Zhang. “Gr-
aphEvol: A Graph Evolution Technique for Web Service Com-
position”. Proceedings of the 26th International Conference on Data-
base and Expert System Applications (DEXA 2015). Valencia, Spain.
1-4 September, 2015. 134-142.

• Alexandre Sawczuk da Silva, Hui Ma, Mengjie Zhang. “A
Graph-based QoS-Aware Method for Web Service Composition
with Branching”. Proceedings of the 2016 on Genetic and Evolu-
tionary Computation Conference Companion (GECCO’16). Denver,
Colorado (CO), USA. 20-24 July, 2016. 131-132.

• Alexandre Sawczuk da Silva, Hui Ma, Mengjie Zhang, Sven
Hartmann. “Handling Branched Web Service Composition with
a QoS-Aware Graph-based Method”. Proceedings of the 17th In-
ternational Conference on Electronic Commerce and Web Technologies
(EC-Web’16). Porto, Portugal. 5-8 September, 2016. 154-169.

2. This thesis proposed a novel sequence-based evolutionary frame-
work to fully automated Web service composition that circumvents
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the need for maintaining the correctness of solutions during the ini-
tialisation and genetic operations. Instead, it uses a sequential rep-
resentation to which operations are performed in an unconstrained
manner, then solutions are decoded into a corresponding composi-
tion structure. The decoding process ensures that the dependencies
between services are correct, which is less onerous to perform all at
once (rather than in a piecemeal fashion during genetic operations).
This approach also enables the use of a swap-based local search op-
erator, providing a simple way of improving the quality of solutions.
The findings were that sequence-based approaches perform well, in
some cases producing solutions with better quality than those found
by the graph-based approach. Additionally, certain combinations of
representational variations and decoding strategies were found to
have particularly good performance.

This contribution has been published in:

• Alexandre Sawczuk da Silva, Yi Mei, Hui Ma, Mengjie Zhang.
“Particle Swarm Optimisation with Sequence-Like Indirect Rep-
resentation for Web Service Composition”. Proceedings of the
16th European Conference on Evolutionary Computation in Combi-
natorial Optimisation (EvoCOP2016), Lecture Notes in Computer
Science. Porto, Portugal. 30 March - 1 April, 2016. 202-218.

• Alexandre Sawczuk da Silva, Yi Mei, Hui Ma, Mengjie Zhang,
“A Memetic Algorithm-Based Indirect Approach to Web Ser-
vice Composition”. Proceedings of the 2016 IEEE Congress on Evo-
lutionary Computation (CEC). Vancouver, Canada. 24-29 July,
2016. 3385-3392.

• Alexandre Sawczuk da Silva, Yi Mei, Hui Ma, Mengjie Zhang,
“Evolutionary Computation for Automatic Web Service Com-
position – An Indirect Representation Approach”, Journal of Heu-
ristics, DOI: 10.1007/s10732-017-9330-4, 2017, Springer.
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3. This thesis proposed alternative Web service composition approaches
whose goal is to optimise potentially conflicting QoS attributes in
an independent way. The novelty of this contribution is that it con-
siders different workflow structures during the multi-objective op-
timisation process, which had not been extensively investigated be-
fore. Another novel element is the design of a fragment-based repre-
sentation that incorporates the best attributes of the graph and tree-
based representation, for comparison with the previously introduced
sequence-based representation. The findings were that the multi-
objective approaches using the sequence-based representation pro-
duced compositions with better overall quality, with the use of local
search further improving the solutions.

This contribution has been published in:

• Alexandre Sawczuk da Silva, Yi Mei, Hui Ma and Mengjie Zhang.
“Fragment-based Genetic Programming for Fully Automated
Multi-Objective Web Service Composition”. Proceedings of the
2017 Genetic and Evolutionary Computation Conference (GECCO
2017). Berlin, Germany. 15-19 July, 2017. 353-360.

• Alexandre Sawczuk da Silva, Hui Ma, Yi Mei and Mengjie Zhang.
“A Hybrid Memetic Approach for Fully Automated Multi-Obj-
ective Web Service Composition”. Proceedings of the IEEE Inter-
national Conference on Web Services (ICWS). San Francisco, CA,
USA. 2-7 July 2018. 26-33.

1.5 Organisation of Thesis

The remainder of this thesis is organised as follows. Chapter 2 provides
a formal definition of the Web service composition problem and discusses
a range of existing works in the field. Chapters 3 to 5 discuss the main
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contributions proposed in this thesis. Chapter 6 presents the conclusions
for this thesis.

Chapter 2 describes the Web service composition problem and dis-
cusses the related works in the area. In particular, it explains the role of
techniques such as evolutionary computing in the context of Web service
composition. The chapter also provides a summary of the works discussed
and addresses their limitations.

Chapter 3 proposes two approaches to the Web service composition
problem. The first is a tree-based approach that explicitly encodes compo-
sition constructs as inner nodes and candidate services as leaf nodes. The
second is a graph-based approach that represents solutions as directed
acyclic graphs. In addition to introducing problem-specific mechanisms
for initialising and modifying solutions during the evolutionary process,
the chapter also shows that the two approaches can be extended to incor-
porate the choice construct.

Chapter 4 proposes a sequence-based framework for Web service com-
position. This framework encodes candidates as queues of services and
performs the optimisation directly on these structures. Before evaluation,
service queues are decoded into the corresponding composition work-
flows. Different decoding strategies and queue variations are put forth
in this chapter.

Chapter 5 proposes multi-objective and fully automated evolutionary
techniques for independently optimising conflicting QoS attributes and
generating Pareto front solutions. A fragment-based representation is in-
troduced in this chapter, and local search operations are employed in the
context of multi-objective composition.

Chapter 6 discusses the objectives achieved in this thesis, the main con-
clusions reached in the contribution chapters, and future work possibili-
ties resulting from these contributions.
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Chapter 2

Literature Review and
Background

This chapter presents the fundamental concepts of Web service composi-
tion, also discussing related work in the area. It begins by providing a fun-
damental background to the field of EC-based Web service composition in
Section 2.1. Then, related works are examined in Section 2.2, addressing
several areas of current research interest. Finally, Section 2.3 presents a
summary of the important points identified in these works, alongside a
discussion of the limitations of existing approaches.

2.1 Fundamental Concepts

2.1.1 An Overview of Web Service Composition

At its basic level, a Web service composition is the connection of several
atomic services in different configurations in order to reach a result, in a
scenario where there are potentially multiple services offering the same
functionality. The key aspect of compositions is that, in order to achieve
the desired result, atomic services must all be executed in a particular or-
der, forming a workflow of services. It is important to draw a distinction

21
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between semi-automated and fully automated composition approaches
[154]. In semi-automated approaches, a workflow of abstract services is
provided in the goal specification stage and a composition algorithm is
only used to select concrete services for the abstract services of this work-
flow. The semi-automated Web service composition approach can be de-
composed into the following steps, reflecting the process required to pro-
duce a solution [130]. These steps are shown in Figure 2.1 and discussed
below:

Goal

Business Process

Concrete Candidates

Composite Service

Composite Service 
Instance

Updated Composite 
Service Instance

1. Goal Specification

2. Service Discovery

3. Service Selection

5. Service Maintenance 
and Monitoring

4. Service 
Execution

... ... ... ... ...

Figure 2.1: Typical steps in a workflow-based semi-automated Web service
composition process [130].

1. Goal specification: The initial step in the Web service composition pro-
cess is to gather the user’s goal for the solution to be produced. This
is typically done through the generation of an abstract workflow that
records the desired data flow and functionality details. The gener-
ated business process workflow is referred to as abstract, since it con-
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tains a series of abstract services that can be fulfilled by employing
existing concrete Web services [130].

2. Service discovery: Once an abstract workflow and a set of preferences
have been provided, the next step is to discover candidate concrete
services in the repository that are functionally suitable to fulfil the
abstract services. The focus at this stage is to find candidates that
provide the functionality required to fulfil the abstract services, re-
gardless of their quality levels.

3. Service selection: After pools of candidate services have been iden-
tified for each abstract service, a technique is employed to select a
discovered service to fulfil each of them. This process should be
done for all abstract services at once since they influence each other
throughout the workflow’s structure. The result of this process is the
selection of a concrete Web service composition.

4. Service execution: The creation of the composition is followed by the
execution of an instance of this composite Web service.

5. Service maintenance and monitoring: During execution, the created in-
stance is monitored for failures and/or changes to the composing
atomic services, and corrective actions are dynamically carried out
as necessary.

Note that the process separates the workflow design and discovery
from the service selection step, thus restricting the search space when
searching for optimised service composition solutions. In a fully auto-
mated approach, on the other hand, an abstract workflow is not provided
during the goal specification stage. Instead, the structure of the workflow
is determined at the same time the concrete services are selected. Conse-
quently, service discovery may at times be also executed in tandem with
the selection stage. Fully automated approaches have been shown to be
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more flexible than approaches with fixed abstract workflows (i.e. semi-
automated approaches) with regards to solution optimisation [46], thus
they are the focus of this thesis.

2.1.2 Composition Constructs and QoS

In addition to the functional aspects of Web service composition, non-
functional attributes of the services included in a solution also play a part
in the creation of a composite system. This non-functional aspect of ser-
vices, known as Quality of Service (QoS) [161, 164, 125, 126], is described
by a set of attributes which measure characteristics that are desirable in a
service from a customer’s point of view. In this work, four QoS attributes
are considered [204]: Time T, which measures the response time of a ser-
vice once it has been invoked, Cost C, which specifies the financial cost
of using a given service, Availability A, which measures the likelihood of
a service being available at invocation time (this captures crash failures),
and Reliability R, which is the likelihood of a service responding appro-
priately when invoked (this captures arbitrary failures). Note that some of
these attributes should be maximised while others should be minimised.
In order to ensure they are compatible with the objective functions em-
ployed for the optimisation, they are transformed as needed through a
normalisation process. This is further discussed in Subsection 2.1.3. Ex-
isting languages for Web service composition (e.g. BPEL4WS [193]) use
certain constructs to control the flow of the resulting compositions with re-
gards to input satisfaction. However, in addition to this functional aspect,
they also influence the QoS properties of a composition. The following
constructs are considered in this work:

• Sequence construct: In a sequence construct services are chained se-
quentially, so that the outputs of a preceding service are used to sat-
isfy the inputs of a subsequent service, as shown in Figure 2.2. The
total cost and time of this construct are calculated by adding the val-
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ues of its individual services, and the total availability and reliability
by multiplying them.

• Parallel construct: In a parallel construct services are executed in par-
allel, so their inputs are independently fulfilled and their outputs
are independently produced, as shown in Figure 2.3. The availabil-
ity, reliability and cost are calculated the same way as they are in the
sequence construct, and the total time is determined by identifying
the service with the longest execution time.

• Choice construct: In a choice construct only one service path is exe-
cuted, depending on whether the value of its associated conditional
constraint is met at runtime. The conditional constraint is a logical
condition used to select the appropriate execution path. This con-
struct is shown in Figure 2.4. In this case, all overall QoS attributes
are calculated as a weighted sum of the services from each individ-
ual path, where each weight pn corresponds to the probability of that
path being chosen during runtime. These weights add up to 1.

2.1.3 Problem

A Web service S is represented using a functional description that includes
an input concept I and an output concept O specifying what operation
the service will perform, a categorical description of inter-related concepts
specifying the service operation according to a common terminology T
in the application area, and a quality of service (QoS) description of non-
functional properties such as response time and cost. For the categorical
description, an ontology with definitions of “concepts” and the relation-
ships between them must be specified. In previous work [115] a termi-
nology for service ontology using description logic has been defined. A
terminology is a finite set T of assertions of the form C1 v C2 with concepts
C1 and C2, as defined in [115]. In this definition, C1 v C2 means that C1
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Figure 2.2: Sequence construct and calculation of its QoS.
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Figure 2.3: Parallel construct and calculation of its QoS.
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Figure 2.4: Choice construct and calculation of its QoS.
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is subsumed by C2, i.e. all instances of C1 are also instances of C2. One
possible way of representing a terminology is as a tree, as in the example
shown in Figure 2.5.

WeatherEvent

Wind Precipitation

Hurricane Breeze Rain Snow

Figure 2.5: A simple example of an ontology of concepts.

A service repository D consists of a finite collection of atomic services
si, i ∈ 1, n together with a service terminology T . A composition request R
is defined with a pair (IR, OR), where IR is the input concept that users
provide and OR specifies the output concept that users require. We also
consider the alternative scenario where users may prefer different outputs
depending on some condition [186]. In this case, we specify the output
as (c?OR, OR′), meaning that if the value of the condition c is TRUE, then
it produces output OR, otherwise OR′ . A composition request can be rep-
resented using a special start service s0 = (∅, IR) that requires no inputs
and a special end service se = OR, ∅ that produces no outputs. An alterna-
tive end service se′ = OR′, ∅ is also used when conditional constraints are
considered. Each end service has a given probability of being produced,
which is calculated through statistical analysis on the behaviour of the ser-
vice(s) used to reach it.

Service compositions can be represented by process expressions [115],
which are statements used to describe interactions between components
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of a system. Formally, the set of process expressions over a repository D
is the smallest set P containing all service constructs that is closed under
the sequential composition construct •, parallel construct ||, and choice
construct +. That is, whenever si, sj ∈ P hold, then all si • sj , si||sj , and
si+sj are process expressions inP , where si and sj are component services.
A service composition (or composition, for short) is a process expression with
component services si, each of which associated with an input and output
type Ii and Oi. For example s1 • (s2||s3) is a service composition, meaning
that s1 is processed first followed by s2, s3, which are processed in parallel.

We need to ensure that composite services are feasible, i.e. functionally
correct. In particular, when two services are composed by a sequential
construct, i.e., si•sj , we need to ensure that service sj matches si. A service
sj fully matches another service si if and only if Oi subsumes concept Ij , i.e.,
Oi v Ij . A service sj partially matches another service si if Oi u Ij @⊥, that
is, Oi is not fully subsumed by Ij . A service composition S is a feasible
solution for the service request R if the following conditions are satisfied:

• All the inputs needed by the composition can be provided by the
composition request, i.e. IR v IS ;

• All the required outputs can be provided by the composition, i.e.
OS v OR if c is TRUE and OS v OR′ otherwise (or simply OS v OR,
if the composition request does not have output alternatives);

• For each component service sj its input Ij should be provided by
services si that were executed before it, i.e. the union of the output
of all the services si is a sub-concept of Ij .

The terminology T is used to check whether the inputs and outputs of
two given services are compatible for connection. For instance, the input
“Wind” of a given service can be fulfilled by a predecessor service with
output of “Hurricane” (since “Hurricane” v “Wind”), but not by a ser-
vice with the output of “WeatherEvent” (since “Wind” v “WeatherEvent”

but not the other way around).
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Service compositions can be naturally represented as Directed Acyclic
Graphs (DAGs). Given a service repository D and a composition request
R, the service composition problem consists of finding a directed acyclic
graph G = V,E, where V is the set of vertices and E is the set of edges of
the graph, with a starting service s0 and end service se and a set of inter-
mediate vertices V1, . . . , Vm, which represent atomic services selected from
the service repository as well as conditional nodes (if the choice construct
is considered).

Service compositions can be also represented as trees, with interme-
diate nodes representing composition constructs and terminal nodes rep-
resenting atomic services. Each intermediate node is actually a composite
service itself, with child nodes arranged according to the composition con-
struct it represents. Therefore, to check the functional correctness of ser-
vice composition represented as a tree we ensure that each of the compo-
nent services, including atomic services, satisfies the following constraints:
the service’s input concepts must be subsumed by the union of the inputs
from the composition request and the outputs produced by the service’s
preceding nodes.

QoS-aware Web service composition employs these principles in order to
generate solutions that are functionally correct and that also present the
best possible QoS. The QoS of a given composition workflow is improved
by employing optimisation techniques that minimise the following objec-
tive function, which aggregates different QoS attributes in order to pro-
duce a single score:

f = w1Ā + w2R̄ + w3T̄ + w4C̄ (2.1)

where
∑4

j=1wj = 1. In this function, the overall values of A, R, T , and C

are calculated according to the constructs used in the composition work-
flow, following the procedure discussed in Subsection 2.1.2. These at-
tributes are then normalised as follows, with minimum and maximum
boundaries calculated based on the services in the repository:
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Ā =
A−minA

maxA−minA
(2.2)

R̄ =
R−minR

maxR−minR
(2.3)

T̄ =
maxT − T

maxT −minT
(2.4)

C̄ =
maxC − C

maxC −minC
(2.5)

Start
End

FlightBooking
Service

HotelBooking
Service

customerInfo,
departureDate

 fromCity, toCity,
durationOfStay

customerInfo,
toCity, durationOfStay

arrivalDate

returnTicket

arrivalDate

Available: customerInfo, departureDate,
                       fromCity, toCity, durationOfStay

Required: returnTicket, arrivalDate

Figure 2.6: Example of a solution to a Web service composition task.

A classic example of automated Web service composition is the travel
planning scenario [173], where the objective is to create a system capable
of automatically reserving hotels and flights according to customer pref-
erences. In this scenario the customer preference types, such as departure
date and destination city, are the composition inputs, and the reservation
outcomes, such as issued tickets and receipts, are the composition outputs.
The relevant composition candidates are a set of hotel and flight book-
ing services that are to be combined into a cohesive task workflow by the
composition system. Figure 2.6 shows a simple composition solution that
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performs flight and hotel reservations according to a customer’s informa-
tion. More specifically, when using this composite service the customer
provides her/his personal information and travel details, such as the de-
parture date, the destination city and the duration of the stay. This in-
formation is then used to book return flight tickets, and to determine the
customer’s arrival date at the destination city.

2.1.4 An Overview of Evolutionary Computation

Evolutionary Computation (EC) is a set of techniques that borrow funda-
mental concepts from the Darwinian theory of evolution in order to solve
computing problems [172, 13]. More specifically, EC models solutions
to problems as a population of candidates with different fitness values,
where a candidate’s fitness represents how well it addresses the problem
in question. The solution population is then updated for several gener-
ations, relying on biologically inspired operations such as selection and
reproduction to encourage the creation of solutions with the best possible
fitness [172]. The fitness function used to evaluate candidates is loosely
coupled from specific EC techniques. This means that different techniques
may use the same function, and also that it is simple to exchange the fit-
ness functions used by a given technique to account for different optimisa-
tion criteria. Several techniques have been proposed under the umbrella
of EC, and these can be historically divided into two groups [208]. The
first comprises the classic evolutionary algorithms, which include Evo-
lutionary Strategies (ES), Evolutionary Programming (EP), Genetic Algo-
rithms (GA), and Genetic Programming (GP). This group of approaches
has been in development since the 1960s [208]. The second comprises re-
cently developed evolutionary algorithms, which include Particle Swarm
Optimisation (PSO), Ant Colony Optimisation (ACO), Simulated Anneal-
ing (SA), Differential Evolution (DE), as well as Non-dominated Sorting
Genetic Algorithm II (NSGA-II), Multiobjective Evolutionary Algorithm
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Based on Decomposition (MOEA/D), and many others. This group of ap-
proaches is more recent and presents many variations, though the basic
principle of guiding the search through a fitness function and iteratively
improving the quality of a population of solutions is maintained here as
well [208].

Evolutionary computing techniques have become increasingly popular
since their inception, particularly in the domain of optimisation problems
[14]. This is due to their encoding flexibility, which allows many differ-
ent types of problems to be represented, as well as their good algorith-
mic performance in a variety of scenarios [42, 14]. Within the context of
Web service composition, there are a number of EC techniques that have
been shown to be particularly useful [184]: GP, GA, PSO, NSGA-II, and
MOEA/D. Though these techniques are quite distinct, they can all han-
dle facets of the composition problem [173, 142]. On the one hand, GA,
PSO, NSGA-II, and MOEA/D are highly suitable to semi-automated Web
service composition, since the fixed-length candidate solutions in these
techniques easily map to the abstract workflow. On the other hand, GP
is highly suitable to automated Web service composition, since its flexi-
ble tree structure can simultaneously encode the atomic services used in
a composition and their overall configuration. However, it must be noted
that most of these techniques have the potential to be modified to work in
a fully automated way. These general techniques are introduced here and
further discussed in the next section in the context of Web service compo-
sition.

Genetic Programming (GP)

Genetic programming encodes a population of solutions using a tree struc-
ture and evolves this population in order to improve its overall quality
[97]. The key advantage of using a tree is that this structure enables a
richer representation, with varying depths and numbers of nodes. Can-
didates for new generations are created by modifying subtrees within the
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chromosome’s structure. The basic procedure for genetic programming is
shown in Algorithm 1, which consists of initialising a population of candi-
date trees, evaluating their fitness according to the problem being handled,
then beginning the evolutionary process. This consists of iterating through
the population, each time creating a new generation, until a predeter-
mined set of stopping criteria is met. At each iteration, candidates from
the current generation are selected for breeding and mutation, crossover,
and reproduction operators are employed to generate offspring. These
new individuals are then evaluated and assigned as the new generation.
The individual with the best fitness is recorded and updated throughout
the process, finally being returned as the solution once the evolution has
concluded.

Algorithm 1: Fundamental algorithm for genetic programming.
1. Initialise the population.
2. Evaluate the fitness of the initialised population.
while stopping criteria not met do

3. Select candidates for breeding from current generation.
4. Perform mutation, crossover, and reproduction on the
selected candidates, generating offspring.

5. Evaluate the fitness of the new individuals.
6. Assign the new individuals as the new generation,
recording the individual with the best fitness.

return individual with best fitness.

In GP, the tree representation consists of nodes that are typically di-
vided into two groups, one consisting of terminal nodes and the other
of non-terminal nodes. For example, in the context of symbolic regres-
sion [97], non-terminal nodes are used to represent arithmetic operations
(e.g. −, +, ×, ÷) while terminal nodes represent variables and constants
(e.g. x, 2). Thus, in this context a tree can be built to represent equations
with varying lengths and configurations (e.g. (+(÷(−z 4)2)0)). The corre-
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sponding tree structure for this equation is shown in Figure 2.7.

+

0÷

- 2

4z

Figure 2.7: Example of tree structure in genetic programming.

Traditionally, GP trees are initialised in a random fashion, observing
the constraints of terminal and non-terminal nodes [97]. More specifically,
terminal nodes (as their name implies) cannot have any children in the tree
structure, whereas non-terminal nodes must have the required number
of children (in the case of a binary arithmetic operator, for example, the
number of children would be 2). The children of non-terminal nodes can
be either other non-terminal nodes or terminal ones.

The evaluation of tree structures is carried out in a bottom-up way,
initially obtaining the values associated with leaf nodes and subsequently
calculating the values of their immediate parents. The process is then car-
ried on to higher levels of the tree until the root node is eventually reached,
at which point the evaluation has concluded. In the example shown in Fig-
ure 2.7, the evaluation would begin by calculating the result of z−4, which
would be then divided by 2. Finally, the result of this division would be
added to 0 to obtain the tree’s overall value.

Offspring is generated by employing genetic operators during the evo-
lutionary process. Three commonly used operators are reproduction, cross-
over, and mutation. In the reproduction operator, a candidate in the cur-
rent generation is selected and simply copied to the next generation, fol-
lowing the rationale that the preservation of certain structures is benefi-
cial to the overall evolutionary process. In the crossover operator, two
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parents are selected from the current generation in order to generate two
offspring for the next generation. As shown in Figure 2.8, the crossover
operator randomly selects one subtree from each parent and swaps them
between the two. This results in two new candidates that preserve existing
structures while exploring alternative ways of combining them. A similar
idea is employed in the mutation operator, though this time genetic in-
formation is not exchanged between two parents. Instead, a single parent
is selected from the current generation to produce offspring for the next
generation. As shown in Figure 2.9, the mutation operator also randomly
selects a subtree within the structure of the parent. This time, however, it
randomly regenerates the subtree. This once again preserves part of the
existing structure while introducing some potentially new genetic mate-
rial into the population.
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Figure 2.8: Example of crossover in genetic programming.
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Figure 2.9: Example of mutation in genetic programming.

Genetic Algorithms (GA)

Genetic algorithms follow an analogous process to that of GP, however
its candidates are encoded using a linear structure representing a chro-
mosome, and this population is evolved by reproducing the fittest can-
didates from one generation to the next and/or by creating new genetic
combinations from promising candidates [192]. These genetic combina-
tions are produced by modifying subsections within the linear chromo-
some. The evolutionary procedure shown in Algorithm 1 is also adopted
in GA, though making use of its own candidate representation, initialisa-
tion mechanism, and genetic operators.

One of the simplest representations in GA consists of encoding a can-
didate as a binary vector, with 1s and 0s indicating whether certain at-
tributes are or are not present within a given solution. For example, in the
context of feature selection [152] each cell within the vector is associated
with a particular feature in a solution, and the value within this cell indi-
cates whether that feature is present. Unlike GP, in this representation the
number of features considered is fixed. An example of a vector for binary
genetic algorithms is shown in Figure 2.10. A simple initialisation strat-
egy for GA candidates is to populate vectors at random, with different
values being generated for each cell within the vector. In this case, vectors
have a predefined length and each cell is always associated with the same
solution attribute. Due to the structure of candidates, the evaluation in
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GA is performed linearly, checking the influence of each vector cell on the
overall final value.

1 1 0 0 1 1 0 1 0

Figure 2.10: Example of vector structure in genetic algorithms.

The genetic operators employed in GA are similar to those used in
GP, though the strategies for modifying candidate structures are differ-
ent. Once again, the three commonly used operators are reproduction,
crossover, and mutation. The reproduction in GA works exactly in the
same way as GP, copying a selected candidate from one generation to the
next. The crossover operator also follows the idea of exchanging sub-
structures of two parents in order to generate two offspring. As shown
in Figure 2.11, this can be done by selecting a subsection within each par-
ent structure and then swapping it between the two in order to generate
offspring that combines aspects of both parents. In the case of mutation,
many variations are possible, all following the principle of modifying a
subpart of a single individual’s existing structure. As shown in Figure
2.12, in a binary GA representation offspring could be generated by flip-
ping the bit within a chosen cell of an individual’s vector.

0 1 1 1 0 0 1 0 0

1 1 1 1 0 0 0 1 0

1 1 0 0 1 1 0 1 0

0 1 0 0 1 1 1 0 0

Figure 2.11: Example of crossover in genetic algorithms.
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1 1 0 0 1 1 0 1 0

1 1 0 0 1 0 0 1 0

Figure 2.12: Example of mutation in genetic algorithms.

Particle Swarm Optimisation (PSO)

Differently from the previous approaches, particle swarm optimisation
models the search behaviour of a swarm of animals that communicate
amongst themselves [92]. The structure of its candidates is similar to that
of GA, however its search algorithm relies on dynamic value adjustments
as opposed to genetic operations [57]. Instead of generations where can-
didates are bred, PSO uses iterations to gradually update the position and
velocity of particles as they move through the search space. As shown in
Algorithm 2, the first step is to initialise a swarm of particles in random
positions and with random velocities. Then, the concepts of pbest, which
represents a given particle’s personal best value found so far in the search,
and gbest, which represents the global best value collectively found by the
swarm so far in the search, are used during the search process. Specifically,
the following steps are repeated for each search iteration until the stopping
criteria are met. Firstly, the fitness value of each particle in the swarm is
calculated according to its new position, with pbest and gbest values be-
ing updated if necessary. Then, the velocity of each particle is updated
based on the pbest and gbest values, and the position of each particle is
updated based on the newly calculated velocity. This process continues
until the stopping criteria are met, at which point gbest is returned as the
search result. In this algorithm, t represents the current iteration num-
ber; d represents the dimension number; w represents the inertia weight;
c1 and c2 represent acceleration constants; ri1 and ri2 represent uniformly
distributed random constants ranging between 0 and 1; pid and pgd repre-
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sent the values of dimension d for pbest and gbest.

Algorithm 2: Fundamental algorithm for particle swarm optimi-
sation [56].

1. Initialise a swarm of particles, each with a random position
xi = (xi1, xi2, ..., xiD) and a random velocity vi = (vi1, vi2, ..., viD)

over D dimensions.
while stopping criteria not met do

2. Evaluate the fitness of all particles in the swarm.
3. Compare each particle’s pbest with its current fitness. If
current value is better than pbest, update pbest accordingly
and record the particle’s current position.

4. Compare each particle’s current fitness with gbest. If current
values is better than gbest, update gbest accordingly and
record the particle’s current position.

5. Update the velocity of each particle using the following
formula:
vt+1
id = w × vtid + c1 × ri1 × (pid − xt

id) + c2 × ri2 × (pgd − xt
id)

6. Update the position of each particle using the following
formula:
xt+1
id = xt

id + vt+1
id

return gbest

The representation in PSO is similar to that of GA. However, instead of
using a vector of discrete numbers each cell contains a real number within
a given range (e.g. within [0,1]). An example of a vector for particle swarm
optimisation is shown in Figure 2.13. As with GA, one possible way of
modelling a problem in PSO is to associate each dimension of the vector
with a given feature of the problem being tackled. This vector is usu-
ally initialised at random, with the intent of distributing particles evenly
across the search space. Once again, the simple vector structure of candi-
dates means that the evaluation consists of using the value in each cell to
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contribute to the calculations in a problem-specific fitness function. Note
that there are versions of PSO that can support vectors with discrete num-
bers, and in those versions the velocity and position updates are carried
out differently.

0.5 0.9 0.1 0.7 0.6 0.2 0.3 0.8 0.7

Figure 2.13: Example of vector structure in particle swarm optimisation.

Unlike GP and GA, in PSO no genetic operators are used. Instead, the
position of each particle is updated in the search space according to its
current velocity, as well as the promising locations previously identified
by the swarm. More specifically, the velocity of each particle is updated
according to its personal best values and the swarm’s global best value,
and this in turn is used to update the particle’s position. During the cal-
culation of a particle’s velocity, the influence of its current location, of its
personal best, and of its global best values can be controlled using inertia
and acceleration constants.

Non-dominated Sorting Genetic Algorithm II (NSGA-II)

NSGA-II was originally proposed in [51], and its key contribution is in
the non-dominated way it sorts a population. NSGA-II’s general steps are
shown in Algorithm 3. A population is initialised using a problem-specific
strategy, then candidates are sorted using a non-dominated strategy. This
strategy consists of assigning candidates to a given front according to the
individuals they dominate. In this context, an individual a dominates an-
other individual b if all objective values of a are at least equivalent to those
of b, and at least one value of a is higher than that of b. Otherwise, a does
not dominate b. If b does not dominate a either, then the two individu-
als are said to be non-dominated. Each front is made up of a set of non-
dominated individuals, with the first front (i.e. the highest rank) having
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no individuals that dominate it, the second front being dominated by the
first front, the third front being dominated by the second, etc.

Algorithm 3: Fundamental algorithm for NSGA-II.
Input : Population size N

Output: Solution set
Initialise the population of candidates;
Evaluate candidates and perform non-dominated sorting on them;
while stopping criterion not met do

Choose N best candidates from the population and place them
in a mating pool;

Select candidates from mating pool and apply crossover and
mutation;

Combine mating pool and offspring as the new population,
evaluate new population, calculate crowding distance, and
perform non-dominated sorting;

return solution set with highest-rank candidates

Once the non-dominated sorting has taken place, the following steps
are repeated until the stopping criterion is met. Firstly, the N best candi-
dates from the population (where N is the population size) are identified
and placed in a mating pool. If this is the first iteration, then all candi-
dates will be identified. Otherwise, candidates will be selected initially
based on their rank (i.e. front) and then, if ranks are the same, their crowd-
ing distance, which is a measure of a candidate’s diversity [51]. The more
distant a candidate is from others with regards to its objective values, the
more diverse it is, and consequently the more important it is to preserve it.
Secondly, candidates are selected from the mating pool and genetic oper-
ations (crossover, mutation) are performed in order to generate offspring.
Thirdly, all the offspring individuals are combined with the candidates in
the mating pool, crowding distances are calculated, and non-dominated
sorting is performed. When the stopping criterion is eventually met, the



42 CHAPTER 2. LITERATURE REVIEW AND BACKGROUND

group of highest-ranked candidates (i.e. the first front) is returned as the
final set of trade-off solutions. In terms of representation, initialisation,
evaluation, and genetic operators, NSGA-II uses the exact same strategies
as GA, since it is effectively a multi-objective extension of it.

Multiobjective Evolutionary Algorithm Based on Decomposition (MOEA/D)

MOEA/D was originally proposed in [210], and its key idea is to de-
compose a multi-objective problem into a series of single-objective sub-
problems which are then separately solved. MOEA/D’s general process,
shown in Algorithm 4, begins by initialising an external population set to
track the non-dominated solutions found so far, as well as creating N uni-
formly spread weight vectors for each subproblem. Then, the neighbour-
hood of each vector, which will be later used during breeding, is identified
by calculating the T closest vectors using Euclidean distance. A popula-
tion of N candidates is initialised and assigned to each subproblem, and a
reference point is created for calculating scores.

Then, for each subproblem the following steps are performed. Firstly,
two candidates are selected from that subproblem’s neighbourhood and
used to generate a new solution. Secondly, the reference point is updated
if the objective values for the new solution are better than those currently
being used. Thirdly, the new solution replaces any neighbouring candi-
dates whose score is worse than that of the new solution (note that this
score is calculated using the subproblem’s weight vector, employing ap-
proaches such as Tchebycheff or weighted sum). Finally, the external pop-
ulation is updated, removing all vectors dominated by the new solution
and adding the new solution to the set (if it is not dominated by any other
individuals currently in the set). After going through each subproblem,
the stopping criteria are checked. If they have not yet been met, then the
loop is executed once again. Otherwise, the external population is returned
as the solution. MOEA/D does not require a particular representation for
candidates, meaning that any problem-specific structure can be incorpo-
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Algorithm 4: Fundamental algorithm for MOEA/D.
Input : Number N of subproblems considered, number T of

neighbours considered
Output: Solution set
Initialise an empty external population set;
Create N uniformly spread weight vectors, one for each
subproblem;

Identify the T closest weight vectors to each vector using
Euclidean distance. These are the vector’s neighbourhood;

Initialise a population of size N , assigning each candidate to a
given subproblem;

Initialise a reference point with ideal values for each objective;
foreach subproblem do

Randomly select two candidates from that subproblem’s
neighbourhood and generate a new solution by using genetic
operators;

Update reference point if objective values for new solution are
better than the reference point’s current values;

Update each neighbour in the subproblem, replacing its
associated candidate with the new solution if the new
solution’s score is better than the neighbour’s score;

Remove from the external population all the vectors dominated
the new solution;

Add the new solution to external population if it is not
dominated by any individuals currently in it;

If stopping criteria not met, go back to subproblem loop;
Otherwise, return external population
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rated into the algorithm. Likewise, the initialisation and evaluation of
candidates, as well as the genetic operators employed during breeding,
are tailored to the particular requirements of the problem at hand.

2.1.5 An Overview of AI Planning

AI planning comprises a set of techniques that solve problems by de-
scribing a specific sequence of actions that lead to the desired outcome
[75]. More specifically, the planning problem can be described accord-
ing to three major elements [141]. The first comprises the constraints of
the planning environment, which are formalised using a model describ-
ing the valid states for the environment to be in. The second comprises
the possible actions that can be performed within the constraints of the
environment, which are formalised by describing the valid transitions be-
tween different environment states. The third is the desired goal, which
specifies the properties that should be reached in the ideal environment
state. Given these elements, planning algorithms are employed to identify
a sequence of actions that reach the goal state from an initial state [157].

Existing planning algorithms can be divided into three broad groups
[160]. The first group encompasses state-space search approaches, which
gradually go through a search space of possible states in order to reach a
specific objective. This search may take place either in a forward way (i.e.
towards the goal state) or in a backward way (i.e. towards the initial state).
The second group consists of planning graph approaches, which incre-
mentally construct a directed graph of states until a goal state is reached.
This graph is divided into layers, and for each layer a series of possible
successor states is known. This information is used when deciding which
state to add to the graph next. Finally, the third group includes other
planning approaches that employ ideas such as Boolean satisfiability, first-
order logical deduction, and constraint satisfaction. Within the context of
Web service composition, a specific planning graph approach known as
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Graphplan has been shown to be particularly useful [182, 195, 185]. The
algorithm is introduced here in a general context, and in the next section a
version of the algorithm designed specifically for Web service composition
is discussed.

Graphplan

Algorithm 5: Fundamental algorithm for Graphplan.
Input : Initial state, goal state, possible actions
Output: Sequence of actions for reaching goal
Initialise planning graph as a one-level graph that contains the
start state;

while goal state not reachable by states currently in planning graph do
Expand planning graph by adding a new level to it. This new
level contains the states reachable by performing any of the
possible actions from the states in the current level;

Extract a solution by finding a single sequence of actions that lead
to the goal state from the initial state;

return extracted solution

The key idea of Graphplan is to build a graph of states, identifying a
sequence of actions that lead from the initial state to the goal state [160].
As shown in Algorithm 5, the inputs required by Graphplan are the initial
state, the goal state, and the set of actions allowed within each given state
(as well as the states these actions will lead to). The first step is to create
a planning graph, which initially only includes one level that contains the
start state. Then, as long as the goal state cannot be reached by the states
currently in the graph, the structure is expanded. More specifically, a new
level is added to the planning graph by identifying which states could
be reached next, which is done by checking the outcomes of all possible
actions allowed within the states from the current level. Finally, once the
goal state is reachable, a solution is extracted from the graph. This solution
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is produced by finding a particular sequence of actions that link the initial
state to the goal state, and this is returned as Graphplan’s output.

2.2 Literature Review

The discussion in this section is organised according to a number of key as-
pects of Web service composition discussed throughout this thesis. Each
of these aspects concentrate on a distinct subset of the facets introduced
in Chapter 1 (functionality, composition constructs, QoS). Table 2.1 sum-
marises the Web service composition approaches discussed.

2.2.1 Semi-automated Web service composition

One of the key aspects of Web service composition is the selection of the
appropriate concrete services for each abstract service in the workflow.
This task focuses on the functionality facet of the problem, since the ser-
vices selected should fulfil specific tasks. Additionally, it focuses on the
QoS facet, since the selection of services affects the overall composition
quality. Selecting services independently for each abstract service within
the abstract workflow is not a suitable strategy, because the abstract ser-
vices influence each other throughout the workflow’s structure. For exam-
ple, in the case of a parallel construct, the selection of a service with a high
execution time for one abstract service influences the choice of services for
the other abstract services. Specifically, as long as we ensure that the other
services require a lower or equivalent execution time to that of the service
already chosen, then focus of the selection can be shifted to the other QoS
attributes. However, if a service with an even higher execution time were
to be chosen in subsequent selections, then the focus of the selection pro-
cess would change once again. Thus, abstract services cannot be fulfilled
in isolation, meaning that a simple greedy selection approach is not ad-
equate. Existing techniques are classified in this subsection according to
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Subgroup Semi-automated Fully automated Choice construct QoS optimisation

Suitability

Scenarios where an
abstract composition
workflow is already
known.

Scenarios where the
workflow structure is
not known in
advance.

Composition tasks
that require multiple
independent
execution paths.

Situations where non
functional
composition aspects
must be considered.

Approach
Genetic algorithms
[28, 78, 30, 68, 176,
184, 214, 114, 174, 79]

Genetic
programming
[12, 117, 159]

AI planning
[170, 121, 9]

Simple additive
weighting [28, 188,
215, 113, 39, 190, 204]

Particle swarm
optimisation
[194, 188, 215, 10, 113,
187, 80]

Grammar-based GP,
constrained
initialisation
[133, 159, 54, 182]

Graphplan-based
[185, 74]

NSGA-II and MOGA
[109, 199, 49, 181, 50,
205, 43]

Ant colony
optimisation
[213, 203, 151]

Blackbox testing
framework,
penalisation
[198, 204]

Multi-objective PSO
[156, 200, 106]

Artificial bee colony
[190]

Graph-to-tree
translation [116]

E-dominance [34]

Dynamic [31, 29, 32,
110, 111, 94, 134, 18,
103, 191, 5, 6, 101, 183]

Integer linear
programming
[201, 63]

Reinforcement
learning [132]

Semantic [2, 171, 189,
96, 122, 167, 67, 73, 25,
162, 104, 27]

Algebraic
expressions [61, 86]

Differential
evolution [216]

Cuckoo search
[37, 23]

Graphplan-based
[76, 82, 60, 182, 195,
185, 22]

Decomposition-
based
[175]

Gravitational search
algorithm [83]

AI planning [145, 168,
107, 19, 177, 87, 1, 120]

Linear programming
[207, 11, 63, 65]

Tabu search [139, 15]
Hybrid [40, 147, 148,
149, 196, 38]

No global
optimisation
[206, 4, 69, 58, 140]

Table 2.1: Summary of Web service composition approaches.
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how they fulfil the abstract services within the abstract workflow in the
context of semi-automated composition.

Genetic Algorithms (GA) are a popular choice for tackling combina-
torial optimisation problems [180], and thus have been widely applied to
the problem of Web service composition [68, 184, 214, 114, 174, 79]. The
encoding scheme for a composition is commonly done as a vector of in-
tegers, where each integer corresponds to a candidate Web service for a
given abstract service. A population of candidates is evolved for several
generations using genetic operators, typically crossover and mutation. In
crossover, equivalent sections of the vectors in two distinct candidates are
swapped; in mutation, a section of one candidate’s vector is modified at
random in order to introduce some genetic diversity. Some of the earli-
est works in this area [28, 78, 30] apply genetic algorithms to optimise the
overall Quality of Service (QoS) of a composition, and other works con-
sider dependency constraints between services [176, 214]. An observed
problem with the GA technique is that it tends to prematurely converge to
solutions, thus preventing the exploration of further possibilities.

Particle Swarm Optimisation (PSO) [91, 93, 165] bears similarities with
GA, also relying on a vector representation for candidates [194, 188, 215,
10, 187]. In each particle, a given dimension corresponds to an abstract
service in the abstract workflow, and each candidate Web service that pro-
vides the required functionality for the abstract service is represented by a
value range. Then, instead of employing genetic operators to carry out the
search process, PSO uses the concept of position updates to move candi-
date particles across the search space. The work in [113] proposes a unique
method to update the position of the particles in the swarm. The idea is
to apply a list of changes to each particle in order to update it, as opposed
to performing the usual numerical calculations. Effectively, particles un-
dergo a transformation process at every step of the PSO search. As this
approach can lead to stagnant particles, a technique to search solutions
within the radius of a given candidate is also implemented, thus diminish-
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ing the probability of early convergence to local optima. Another method
in [80] employs a quantum-inspired PSO algorithm for the service selec-
tion process. This is similar to the previously discussed work on PSO, with
the difference that each particle uses a special representation based on the
concept of quantum registers, and special operators are used to update the
swarm.

Ant Colony Optimisation (ACO) has also been proposed to solve the
QoS-aware Web service composition problem [213, 203, 151]. The problem
representation in this technique follows the abstract workflow idea, with
a pool of concrete Web services associated to each abstract Web service.
Each pool of candidates is represented as a layer that is fully connected to
the layers of any following abstract services, so that an optimal path can
be chosen from the edges laid out. This structure is built to be traversed by
a group of ants (agents). At each fork in the graph, the ants choose which
path to follow based on probabilities that take into account the strength
of the pheromones left by other ants, and also a heuristic function for that
particular graph. The pheromones left by the ants are updated after all
ants have toured through the graph once, with paths of higher fitness re-
sulting in a larger pheromone increment for the corresponding edges.

The work in [190] applies the Artificial Bee Colony (ABC) algorithm
to Web service composition. The ABC algorithm simulates the behaviour
of bees as they search for food sources. The position of food sources cor-
responds to candidate solutions in the search space, encoded as a service
vector, and there are three types of bees dedicated to searching. Employed
bees exploit the neighbourhood of a single food source already found; On-
looker bees exploit the neighbourhood of different food sources depending
on the dance behaviour displayed by employed bees; Scout bees are the
bees sent to random food sources after the neighbourhood they were pre-
viously exploiting no longer contains any food sources that are better than
the original.

Certain works investigate the use of dynamic strategies to update Web
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service compositions as the environment changes and as services fail [29,
32, 110, 18, 191, 101]. In these works, the key idea is to define tactics to
maintain the functionality of a solution. A number of these works employ
a reconfiguration engine that selects alternative services when necessary
[5, 6]. Others propose a prediction model, locally selecting services accord-
ing to forecast information whenever necessary before the composition’s
performance degrades [31, 111, 134, 103]. Path finding strategies, such as
forward/backward chaining [94] and ant colony optimisation [183], are
also employed in the context of dynamic Web service composition.

Semantic aspects of services are discussed by another subset of compo-
sition works [162]. Some of them propose frameworks that divide the se-
lection process into different levels, ultimately allowing the abstract com-
position workflow to be semantically matched to suitable concrete services
[67, 73, 25]. Approaches for semantically binding concrete services to the
abstract workflow include the use of engines such as METEOR-S [2] and
path finding algorithms within a graph structure [167]. Other works fo-
cus on semantic descriptions of different aspects of the problem, including
the specification of user requirements [104], the identification of suitable
services within the repository [171], the ontological classification of QoS
aspects of services [189], and the modelling of information needed in the
composition workflow [96, 122, 27].

Cuckoo search is employed in [37, 23]. The composition process be-
gins by creating a graph that models the potential connections between
services in the repository. Nodes in this graph are clustered according
to their functionality, creating pools of candidates, then cuckoo search is
used to select which services from each cluster should be included in the
composition.

The Gravitational Search Algorithm (GSA) has also been investigated
to solve the Web service composition problem. More specifically, a memetic
approach that improves the optimisation process by incorporating local
search into it is explored in [83]. The optimisation process uses a hybrid
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imperialist competitive-gravitational attraction algorithm, also applying
local search to a percentage of candidates.

Techniques that combine Tabu search and Genetic Algorithm (GA)
have been proposed for addressing the Web service composition problem
[139, 15]. Tabu search [71] is a combinatorial optimisation strategy where
an objective function (either linear or nonlinear) is used to measure the
goodness of solutions, encouraging solutions with the least penalty (i.e.
optimal solutions). Then, a range of moves that lead from one candidate
solution to another is defined. For a particular candidate solution, there is
a set of moves that can be applied to it, and this is known as the neighbour-
hood function. The objective of having a tabu set is to prevent the search
from reaching solutions whose best next move has already been visited
(i.e. prevent cyclic search moves).

Although semi-automated Web service composition has been exten-
sively researched and is useful in certain scenarios, these approaches as-
sume the existence of a predefined abstract workflow which may not be
available. Thus, it is desirable to consider fully automated Web service
composition, which does not make this assumption.

2.2.2 Fully automated Web service composition

When creating a Web service composition, a workflow must be built to
configure services so that the desired output is produced given the avail-
able inputs. This task focuses on the functionality facet, since the resulting
workflow of services must be functionally correct, and on the composition
constructs facet, since services must interact in a variety of ways in order
to produce the required output. Existing techniques are classified in this
subsection according to how they build workflows in the context of fully
automated service composition.

In Genetic Programming (GP) approaches [12, 159], workflow con-
structs are typically represented as the GP tree’s non-terminal nodes while
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atomic Web services are represented as the terminal nodes. In this con-
text, workflow constructs represent the output-input connections between
two services. The initial population may be created randomly, in which
case the initial compositions represented in that generation are very un-
likely to be executable due to their mismatched inputs and outputs, or
it may be created using an algorithm that restricts the tree structure, only
allowing tree configurations that lead to feasible solutions. The genetic op-
erators employed for this evolutionary process are crossover, where two
subtrees from two individuals are randomly selected and swapped, and
mutation, where a subtree for an individual is replaced with a randomly
generated substitute. The advantage of the tree representation is that it
can be evolved using standard GP operators, but problems with slow con-
vergence have been reported for unconstrained population-based compo-
sition methods [117]. An additional difficulty when tackling the problem
of Web service composition using GP is that it does not intrinsically sup-
port the use of constraints [41], meaning that even if all candidates in a
population are functionally correct, there is no guarantee that subsequent
generations will maintain this. The approaches discussed above handle
this problem in one of two ways: by indirect constraint handling, where fea-
sibility constraints are incorporated into the fitness function so that the
optimal function value reflects the satisfaction of all constraints [12, 41],
or by direct constraint handling, where the basic GP algorithm is adapted at
the initialisation and genetic operation stages to ensure that the feasibility
constraints are met [41]. Indeed, the tree representation of an underlying
workflow composition may cause difficulties whenever constraint verifi-
cation is necessary.

A grammar-based GP is proposed for Web service composition in [133,
159, 54]. This approach enforces functional correctness by generating the
initial population according to a context-free grammar. After the initial
generation of candidates, any genetic operation to the trees is also guar-
anteed to maintain the functional correctness by checking that inputs and
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outputs match. Similarly, [182] proposes a technique in which all initial
candidate compositions are functionally correct, and any subsequent can-
didates must also be functionally correct. This approach is more accurate
than [159], since the latter may generate candidates that are functionally
correct but do not relate to the original composition task, thus requiring
the imposition of additional penalties by the fitness function. In the case of
[182], on the other hand, all candidates in the population are guaranteed
to be both functionally correct and also to fulfil the original task’s need.
This is accomplished by utilising a greedy search algorithm that generates
suitable composition candidates and subtrees during mutation.

A blackbox testing framework is investigated in [198]. This frame-
work uses GP with a fitness function that incorporates the results from
black-box testing using automatically generated use cases, as well as tak-
ing into account the overlap between inputs and outputs of each solu-
tion’s subtrees. The black-box testing ensures that the behaviour of the
generated candidates is correct, thus preventing compositions in which
the input and output names match but the behaviour of the combined ser-
vices is not logically compatible. The framework also relies on a service
dependency graph to ensure that all generated candidates are function-
ally correct when performing genetic operations. The approach in [204]
relies on a single fitness function that penalises solutions that are not fully
functionally correct by lowering their overall score, while at the same time
rewarding the selection of services that lead to good overall QoS. Once
again, compositions are represented by placing atomic services in the leaf
nodes, which are then organised according to topological constructs in the
inner nodes. The main advantage of this method is that it is capable of
taking global QoS attributes into account during the evolutionary process.
However, its penalisation strategy is not guaranteed to produce final solu-
tions that are entirely functionally correct.

A graph-to-tree translation is employed in [116]. More specifically,
compositions are obtained by using a constrained form of GP that ensures
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solutions are functionally correct at all stages of the evolution. The initial
population is created by generating compositions in a graph form, then
translating them into trees. These trees are then evolved using problem-
specific mutation and crossover operators, with a fitness function that en-
courages the highest possible QoS values. While this approach considers
both the functional correctness and the quality of solutions, the translation
of graphs to trees may generate structures that are excessively large and
thus consume large amounts of memory.

Graph-based GP, which structures candidates as graphs instead of
trees, would be ideal for the problem of Web service composition, since de-
pendencies between services could be encoded in an intuitive way. Even
though variations of GP with graph candidates do exist, they have not
been employed in the Web service composition domain, therefore the fo-
cus of this discussion is on the techniques in general and not on their
application to the composition problem. Many graph-based variations
exist [146, 84, 66], each with different genetic operators and representa-
tions. The work [129], for instance, presents Cartesian Genetic Program-
ming (CGP), a popular technique for evolving graph structures. The sim-
plicity of CGP lies in the fact that it can represent the genotype of can-
didates as a string of fixed length, meaning that crossover and mutation
operations are trivial to implement provided that they observe some sim-
ple constraints. The core idea of CGP is to create a two-dimensional ar-
ray of programmable nodes of a predefined size. Each node has a prede-
fined number of outputs, and the overall array has a predefined number
of inputs and outputs. Then, as this structure is evolved, the functions
inside of each node can be reprogrammed, and so can the inputs those
nodes require. From that point onwards, the structure can be optimised
according to the algorithm’s fitness function. One important observation
is that CGP may have unexpressed genes, meaning that not all the nodes
in the two-dimensional array are necessarily components of the final an-
swer. One limitation of this approach is that CGP does not easily handle
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strongly-typed GP, which is when certain structural constraints are en-
forced on candidate trees [131], thus restricting the range of problems it
can be applied to. Another limitation is that it requires predefined num-
bers of nodes and node inputs/outputs, making it difficult to represent
compositions with varying numbers of services and service inputs/out-
puts. The work in [118] introduces a technique for the evolution of graph-
based candidates, named Genetic Network Programming (GNP). GNP has
a fixed number of nodes within its structure, categorised either as process-
ing nodes (responsible for processing data) or as judgment nodes (perform
conditional branching decisions), and works by evolving the connections
between these fixed nodes. Connections are represented in a linear gene
structure, and the number of outgoing connections from a node is depen-
dent on the type of that node. Processing nodes have a single outgoing
connection, while judging nodes have more than one (depending on the
number of branches desired). Because of the linear representation of con-
nections between nodes, the genetic operators employed for the evolution-
ary process are quite simple. The mutation operator randomly chooses the
destination of a node’s outgoing connection; the crossover operator swaps
two nodes with the same label from two different solutions, taking their
outgoing edges with them. The work in [105] extends the basic GNP idea
by using the Artificial Bee Colony (ABC) approach to evolve candidates.
While these approaches present the advantage of simple genetic opera-
tions, the number of nodes and outgoing edges per node in GNP must be
fixed throughout the evolutionary process, meaning that it suffers from
the same limitations discussed above. The works in [70, 26, 135] discuss
a graph-based genetic algorithm that is used to evolve representations of
molecules. Atoms are represented as nodes, and their bonds as edges. Two
types of genetic operations are supported: mutation, which can be the ap-
pending or removing of a node and its connecting bonds, and crossover,
where edges are removed from each candidate until each graph is divided
into two disconnected subgraphs that are then reconnected to create new
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child candidates. These genetic operators can be used without compro-
mising the structure of the molecule, since the only restriction when cre-
ating a new connection is the valence of a given atom (i.e. the number of
bonds it can make), but bonds do not need to be directed edges and cyclic
structures are allowed. In the Web service composition domain, however,
the need for additional restrictions means that these genetic operators are
no longer suitable.

Integer Linear Programming (ILP) has also been applied to Web ser-
vice composition [201, 63]. ILP is flexible in the way it represents prob-
lems, therefore a fully automated Web service composition approach that
also takes QoS into account when constructing the best solution can be
modelled with it. Several functions are used to restrict the functionality
of the solutions (i.e. restrict the search space). Linear programming first
determines the “corners” of the restricted search space (i.e. where two con-
straint lines meet), then applies the objective function to each of these so-
lutions. One of these “corner” solutions is the optimal one, provided that
all boundary functions are linear, so the best objective function score indi-
cates the final solution. While usable, ILP is time consuming for complex
composition problems (e.g. those with large service repositories). How-
ever, the main limitation of these works is that the QoS model employed
by them does not account for the structure of the workflow and for the
type of non-functional attribute when calculating the composition’s over-
all score. Instead, overall QoS attributes are always calculated by adding
the individual QoS values of services within the composition. This poses
a problem when QoS attributes are probabilities that should be multiplied
together, or when calculating the overall time for a composition with ser-
vices that are executed in parallel. This also means that these works cannot
be directly compared to the approaches in this thesis.

Algebraic Expressions (AE) have also been employed to the problem
of Web service composition [61, 86]. A formal representation of Web ser-
vice composition is used in this approach, relying on algebraic constructs
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to describe the behaviour of atomic Web services and to constrain the char-
acteristics of a correct composition solution. One of the main advantages
of AE is that this technique is expressive enough to emulate the behaviour
of Web service composition languages such as BPEL4WS, thus it is pos-
sible to design and verify composition solutions entirely through AE. A
more flexible composition option, explored in [61], involves constructing
a mapping between algebraic expressions and BPEL to allow for an au-
tomated translation between these two representations. The work in [86]
goes even further, proposing a composition algorithm that also performs
QoS optimisation based on algebraic expressions. The main limitation of
these approaches is in the complexity associated with defining the compo-
sition request, meaning that they are not particularly user friendly.

Graphplan-based approaches to Web service composition ensure fea-
sibility by building a composition solution step by step using AI planning
ideas [76, 82, 60, 182, 195, 185, 22]. In this algorithm, a solution is con-
structed gradually, at each time adding a new atomic service to the com-
position. A service may only be added to the solution if all of its condi-
tions are met, that is, all of its inputs are fulfilled. Finally, the execution
of Graphplan is stopped once an atomic service that leads to meeting the
overall composition objectives has been added (i.e. the composition now
produces all of the required outputs). Figure 2.14 shows a basic example
run of Graphplan applied to Web service composition.

In step 1, a start node is added to the graph structure. This node pro-
duces the overall input values provided by the service requestor, ZipCode

and Date. In step 2, the service LocationByZip is connected, since its in-
put of ZipCode can be fulfilled by the existing node. However, the algo-
rithm continues being executed, since the overall output has only been
partially fulfilled (i.e. only City can be produced). Finally, in step 3, the
service Weather is connected, since its inputs are fulfilled by both the start
nodes and the LocationByZip service. As the overall output has been ful-
filled, the graph’s end node is also connected to the structure. In [35],
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Weather

Input: 
ZipCode, 

Date
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Output: City, 
WeatherInfo

LocationByZip
Input: 
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Date

Inp ut: ZipCode
Output: City

Inp ut: City, Date
Output: WeatherInfo

Figure 2.14: Basic example of Web service composition using the Graph-
plan algorithm.

authors combine a planning algorithm and a graph search algorithm to
optimise the QoS and to ensure the feasibility of Web service composi-
tions. The generic Graphplan algorithm first builds a representation of the
search space as a planning graph, then finds a solution within this graph
by traversing it backwards. This standard planning approach is modified
to use Dijkstra’s algorithm [169] when performing the backwards traver-
sal, thus finding the best solution it can. The planning graph is extended to
include labels associated with each intermediate action between two ver-
tices, where each label contains a layer number and associated execution
costs. Dijkstra’s algorithm is used to calculate the upcoming costs of each
node in the graph. Then, a backtracking algorithm uses this information to
select the solution. The work in [64] employs a scheduling-based compo-
sition approach for Web service composition that bears resemblance with
the Graphplan algorithm. This work considers the optimisation of a single
QoS attribute at a time, but not of multiple attributes at once. According to
the authors, in order to do so it would be necessary to modify the problem
formulation, and this is an area of future research.

A number of other works in the area employ formal AI planning tech-
niques and frameworks to create compositions [145, 19, 87]. A visual plan-
ning Web service composition approach that allows users to specify con-
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straints on the data flow of the solutions (i.e. the routes a message is al-
lowed to take and the manipulations it can undergo) is presented in [120].
For example, consider a Web service composition whose objective is to
book a holiday for a customer using flights, accommodation, and map ser-
vices. If it is possible to book a suitable flight but it is not possible to book a
hotel, the customer should not accept the offer. This is the type of require-
ment addressed in this work by using a data flow modelling language.
This is a visual language that supports the definition of inputs/outputs,
branching messages, merging messages, operations on messages, etc. By
connecting these elements we obtain data nets whose satisfiability can be
clearly verified. The composition of Web services is performed using a
planning framework that is capable of interpreting and observing the con-
straints of a data net. Similarly, the works in [177, 1] propose the use of
agent-based techniques to plan composition workflows in a distributed
fashion. Other works explore the use of hierarchical task networks for the
planning process [168, 107].

Hybrid approaches combine AI planning and optimisation techniques
to solve the composition problem by producing solutions that are both
functionally correct and present the best possible overall QoS [40, 148, 149,
196, 38]. These hybrid approaches are quite similar to each other, relying
on a directed acyclic graph as the base representation for a candidate solu-
tion, then applying optimisation techniques to this structure. Despite us-
ing planning techniques, they do not include any discussion on the issue of
producing solutions that include the choice construct. Another commonal-
ity between these works is that they require the use of SAWSDL-annotated
datasets for testing, which are not widely available to the research com-
munity and industry. Therefore, various researchers have developed their
own datasets and utilised them as the benchmark with which to evaluate
the success of their implementation. In [147] an approach that combines
AI planning and an immune-inspired approach is used to perform fully
automated QoS-aware Web service composition. One significant contri-
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bution of this work is the proposal of an Enhanced Planning Graph (EPG),
which extends the traditional planning graph structure by incorporating
semantic information such as ontology concepts. Given this data structure,
the composition algorithm is used to select the best composition solutions
from a set of candidates. More specifically, a clonal selection approach
is employed to perform the optimisation. Candidates cells (solutions) are
cloned, matured (mutated by replacing services with others from the same
cluster in the EPG) and the cell most suited to combating the invading or-
ganism (i.e. the best solution) is discovered. The work in [148] proposes
using a firefly meta-heuristic technique for performing Web service com-
position, in conjunction with an AI planning strategy that uses an EPG
as the basis for solutions. The firefly meta-heuristic is inspired by the be-
haviour of mating fireflies, which emit a flashing light to attract potential
mates. Each artificial firefly investigates the search space, with each po-
sition representing a composition solution. The brightness of the firefly
is represented by the fitness of the current solution (location) associated
with it. Fireflies are attracted to others according to their brightness, which
varies with distance. Finally, fireflies move towards the individuals they
are attracted to, meaning that small modifications occur in the current so-
lution.

2.2.3 Supporting the Choice Construct

Composition requests may involve the creation of workflows with multi-
ple execution branches, meaning that the choice construct must be incor-
porated into the composition structure. This task focuses on the composi-
tion constructs facet, while also considering the functionality facet by en-
suring that the inclusion of the choice construct will still result in a work-
ing solution. This particular area of Web service composition has not been
extensively investigated, and existing techniques are classified in this sub-
section according to their strategy for incorporating the choice construct.
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Traditional planning approaches have been employed in the creation
of Web service composition solutions that support the choice construct.
The work in [9] uses a planning approach to create compositions with
multiple execution branches. More specifically, it models the task as a
Boolean satisfiability problem and it uses a SAT solver to generate several
possible compositions. The work in [170] presents an approach that in-
cludes user preferences, such as conditional constraints that are encoded
by a choice construct, into the process of Web service composition. This
is accomplished by relying on a framework written in Golog, a language
created for agent programming. Golog is used to specify the particular
attributes of generic workflows that represent commonly requested com-
position procedures (an example of a generic workflow would be one that
is dedicated to booking inter-city transportation). This work describes the
syntax of a logic-based language that is used to specify user preferences,
allowing for branching according to conditions, and for expressing prefer-
ences regarding alternative services. Despite supporting branching, only
one set of final outputs is allowed, meaning that the branches must be
merged before reaching the end node of the composition workflow. The
work in [121] tackles the issue of service composition with multiple al-
ternative outcomes by employing a planning framework approach that
repeatedly executes a deterministic planner using a set of states and poli-
cies, then merges the resulting plans as a decision tree. The decision nodes
of this tree are the nondeterministic actions (i.e. the choice constructs).

Graphplan-based approaches have also been investigated, proposing
modifications to the traditional Graphplan algorithm in order to create
solutions with multiple execution branches. The work in [185] proposes
a planning algorithm that differs from other AI planning techniques in
the sense it accounts for nondeterministic scenarios, so it can handle the
choice construct. For example, in the context of an online purchasing sce-
nario, users may wish to either pay in full or in instalments. This decision
is handled by a choice construct leading to different execution branches,
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using a UML activity diagram to represent the composition. The work in
[74] also proposes a Graphplan-based Web service composition approach,
this time dividing the construction of the solution into two phases. In
the first phase, an planning graph containing multiple execution branches
is created. In the second phase, a feasible solution is extracted from this
structure.

2.2.4 QoS Optimisation

In addition to considering the functionality and the structure of compo-
sitions, it is also necessary to take their non-functional attributes into ac-
count. This task focuses on the QoS facet, since the objective is to optimise
the quality of compositions in order to produce composite services with
the highest possible quality. Existing techniques are classified in this sub-
section according to how they optimise the QoS of composite services.

The simple additive weighting (SAW) strategy is a popular way of
optimising the QoS of composite services in a single-objective context [28,
188, 215, 113, 39, 190, 204]. The key idea is to aggregate all QoS attribute
values into a single score that is then used for the optimisation. Each at-
tribute is associated with a different weight, and these weights are used to
express preferences regarding the importance of different QoS attributes.
For example, if the user wishes to prioritise the optimisation of a service’s
availability, the corresponding weight would be set to be proportionally
higher than that of the other QoS attributes. Despite being frequently
used in Web service optimisation problems, the aggregated fitness func-
tion does not fully handle the independent and often conflicting nature of
the different QoS attributes. For example, consider the trade-off between
a composition’s financial cost and its execution time. Services with short
execution times are likely to be financially more expensive and vice-versa,
a trade-off that is not well represented by the single-objective model [77].
To overcome this limitation, researchers have developed techniques that
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allow each QoS attribute to be optimised with an independent function,
creating a set of candidate solutions that show the various quality trade-
off amongst promising solution candidates [109, 213, 202, 212, 52, 200, 197,
36, 43]. The basic idea is to optimise solutions according to a series of
objective functions that measure the different QoS attributes to be consid-
ered. Candidates are then compared based on whether they dominate each
other, where domination is defined as having a candidate with quality
scores that are clearly superior to those of another. For example, imagine
a scenario where two composition candidates A and B are evaluated ac-
cording to their execution cost c and time t. If A has (c = 3, t = 1) and B

has (c = 4, t = 1) we say that A is a dominant solution in relation to B, since
A has the same execution time and lower execution cost; however, if A has
(c = 3, t = 2) then we say that it is a non-dominant solution, since its execu-
tion time is longer despite having a better execution cost. When compar-
ing a population of candidates, multi-objective techniques produce a set of
globally dominant solutions (that are non-dominant amongst themselves)
called a Pareto front. A Pareto front is useful because it presents a set of
solutions with quality trade-offs between them, allowing the composition
requestor to make the final choice.

NSGA-II and other multi-objective genetic algorithms have been the
focus of a number of works on Web service composition [109, 199, 43]. A
MO genetic algorithm called E3-MOGA is used in [181] to independently
optimise a solution’s QoS attributes, i.e. the throughput, latency, and cost
of the composition for different user levels. It is assumed that an abstract
workflow has been provided, and the focus is on producing Pareto fronts
that are well distributed and that do not overlook extreme trade-off solu-
tions. The work in [205] investigates the problem of QoS-aware and data
intensive composition using NSGA-II with a tree-based structure, while
[49, 50] consider different relation techniques for non-dominated sorting
in the context of Web service composition.

Multi-objective particle swarm optimisation is another interesting ex-
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ample of applying MO techniques to Web service composition. The work
in [200] proposes HMDPSO, a hybrid multi-objective discrete particle swarm
optimisation (PSO) algorithm. The type of composition proposed in this
work is SLA-aware, meaning that for the same composition solution there
are different user levels with distinct SLA (quality) [90] needs. The work
in [156] uses a discrete multi-objective particle swarm optimisation (PSO)
approach to solve the Web service composition problem. The PSO algo-
rithm is made multi-objective by adopting a previously proposed mecha-
nism entitled sigma-method, where the local and global guiding particles
are selected from a Pareto front kept in an archive. The two optimisa-
tion objectives considered in this work are the minimisation of the overall
execution time and of the overall cost of solutions, both of which are cal-
culated according to the usual QoS aggregation formulae. Particles are
represented as a vector of numbers, where each number corresponds to a
concrete service ID, and previously proposed discrete PSO operators have
been reworked to use probabilities when selecting a given candidate from
the pool of concrete services for each abstract service. The work in [106]
describes a lightweight multi-objective PSO approach to Web service com-
position that uses an approximate calculation of the Euclidean distance
in the search space, more efficiently measuring distances between candi-
dates. The objectives considered by this work are cost, delay (execution
time), and reliability.

The concept of E-dominance relation, which is a relaxed form of Pareto
dominance, is explored in the context of service composition for cloud
manufacturing in [34]. In this problem, the focus is on using services to
control underlying hardware, e.g. creating a warehouse fire alarm based
on different sensors, bells, cameras, etc. spread throughout the building.
Five objectives are optimised in this work (execution time, latency time,
cost, reliability, availability), assuming that an abstract workflow has al-
ready been provided. One of the key contributions of this work is explor-
ing a technique for preserving the population diversity when performing
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the Pareto ranking.

A multi-objective version of reinforcement learning is used in [132].
This work models the Web service composition problem as a set of states
and actions, creating rules to reap the largest possible rewards. This is
advantageous because it eliminates the issues of QoS weights when using
single-objective optimisation, as well as preventing solutions in a concave
Pareto front from being missed. The multi-objective capabilities are intro-
duced by creating a multi-objective Markov decision process. Two ver-
sions of the problem are modelled, one using a single policy and the other
using multiple policies.

Differential evolution in a multi-objective context is explored in [216].
Differential evolution is a population-based method that works by visiting
new points in the search space, calculating the difference between these
new points and existing vectors with some degree of randomness. Each
cell in the genotype corresponds to a given concrete service and stores a
count specifying the number of instances where it has been included in the
solution. Since the original differential evolution is suited to continuous
search spaces but the composition problem is discrete, a new mutation op-
erator is proposed. The fitness function checks for service-level agreement
violations (i.e. min./max. objective constraint violations) and the distance
from the best solution points found so far.

Decomposition-based approaches have shown promise in the context
of multi-objective combinatorial optimisation problems [211, 88], and they
have also been investigated as an approach for Web service composition.
In [175] MOEA/D is hybridised with adaptive heuristics to overcome the
difficulty of specifying particular control parameters such as population
size and operator probabilities. This adaptation was performed using
mechanisms from differential evolution.

Different versions of linear programming have also been investigated
in the context of QoS optimisation [11, 63]. The works in [207, 11] em-
ploy linear programming approaches to optimise the QoS of service com-
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positions, assuming an abstract workflow has been provided. They also
consider local and global constraints on the values for different QoS at-
tributes. The work in [65] uses integer linear programming to optimise
the QoS of the solution following well-established methods that account
for the structure of the workflow, however it also does so in the context of
semi-automated composition. [63] uses 0-1 linear programming for deter-
mining the structure of a composition workflow. Constraints are defined
to ensure that the composition is functionally correct. QoS-based optimi-
sation is used, but the overall QoS attributes are not calculated following
well-established methods.

A number of techniques without global optimisation have also been
proposed. The work in [4] performs local optimisation of a composition’s
QoS. More specifically, it employs a function that ranks the relevance of a
given Web service according to QoS when selecting a specific candidate to
fulfil a particular abstract service within the composition workflow, not
taking into account the global effect of these individual choices. [140]
presents a semi-automated QoS optimisation approach that relies on path
relinking, a search method that explores a promising subset of composi-
tion solutions. [206] uses a planning approach to perform fully automated
Web service composition at execution time, taking into account QoS at-
tributes. Services to be added to the composition are identified using a se-
lection policy that considers current and historical QoS information. The
work in [69] performs selection of services by ranking them according to
QoS attributes. The ranking takes into account user preferences of what
QoS attributes to concentrate on, and in which order. [58] discusses a local
QoS-aware service selection approach that takes transactional properties
into account (e.g. whether the execution of a service can be retried if the
initial attempt was unsuccessful).
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2.3 Summary

This chapter presented an overview of the recent research conducted on
different aspects of the Web service composition problem. The first area
explored was that of semi-automated Web service composition, where
an abstract workflow is provided as part of the composition request. The
focus of this group of works is on selecting the best possible concrete ser-
vices to fulfil the functionality of each abstract service. A number of tech-
niques have been employed for this purpose, with a particular focus on
evolutionary computation. Certain approaches have considered dynamic
environments where the quality of services changes over time, as well as
semantic aspects related to the composition process. A key limitation of
these works is that they do not consider alternative structures for the com-
position workflow, which means that the constructs facet of the composi-
tion process is overlooked. This is addressed in all contribution chapters
of this thesis (Chapters 3, 4, and 5), which investigate different workflow
structures for a particular composition task.

Fully automated Web service composition was also discussed in this
chapter. In this group of works, the assumption that an abstract workflow
has been provided as part of the composition task is removed, meaning
that the structure of the composition must be created at the same time that
candidate services are selected. A number of strategies are explored for
achieving this. In the realm of evolutionary computing, genetic program-
ming has been successfully used to this end, since it allows for tree struc-
tures of varying breadths and depths to be produced. The creation of func-
tionally correct candidate trees is done by using problem-specific initiali-
sation and genetic operations, relying on techniques such as context-free
grammars and graph-to-tree translations. AI planning and integer linear
programming are amongst the other techniques employed for fully auto-
mated composition. The key limitation of this group of works is that they
do not consider the optimisation of the composition’s overall QoS, instead
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focusing on the generation of functionally correct solutions and consider-
ing different composition constructs. In order to address this, techniques
should be employed to optimise the overall QoS attributes of a composi-
tion. This is addressed in all contribution chapters of this thesis (Chap-
ters 3, 4, and 5), which perform fully automated Web service composition
while also optimising the overall QoS of solutions.

An important aspect of Web service composition is the creation of in-
dependent execution branches within workflows, which is achieved by
supporting the choice construct. Specifically, some compositions may re-
quire the use of if-else branching, meaning that at some point in the com-
position workflow there is a choice construct that leads to one of multiple
execution paths. The use of the choice construct has not been extensively
investigated in the context of Web service composition, and works in the
area are generally restricted to the use of traditional planning approaches
and the construction of workflows using the Graphplan algorithm. Once
again, the key limitation of works that support the choice construct is that
they do not attempt to optimise the QoS of compositions, which could
be addressed by employing suitable optimisation techniques. In this the-
sis, this is addressed in Chapter 3 by proposing two approaches that can
simultaneously support the choice construct and optimise the QoS of com-
positions.

QoS optimisation, which aims to create composite solutions with the
best possible overall Quality of Service (QoS), is another area of focus of
this chapter. Different approaches have been employed to this end, includ-
ing the use of a simple additive weighting strategy that combines the dif-
ferent QoS attributes into a single optimisation score, NSGA-II, MOEA/D,
and differential evolution. Reinforcement learning was also used with
QoS optimisation rules. In addition to these techniques, alternative Pareto
dominance relations were investigated. Finally, linear programming with
QoS-related constraints and local optimisation of particular abstract ser-
vices within the composition workflow were discussed. One key limita-
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tion of most of these approaches is that they assume that an abstract work-
flow has already been designed. In order to address this issue, optimisa-
tion techniques should be employed in a fully automated context, doing
away with the assumption that a workflow has already been provided and
instead employing candidate representations and operators that allow for
the exploration of a variety of service composition workflows during the
optimisation. This is addressed in all contribution chapters of this thesis
(Chapters 3, 4, and 5), which perform both single-objective and multi-
objective QoS optimisation in a fully automated way.

In general, the existing works discussed in this thesis do not consider
the three facets discussed earlier and cannot be trivially modified to do
so. Thus, they cannot be directly compared to the approaches proposed in
this thesis.
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Chapter 3

Single-Objective Web Service
Composition Approaches

3.1 Introduction

A large percentage of the current work on single-objective Web service
composition focuses on semi-automated approaches, which assume an
abstract workflow has already been designed to structure the composi-
tion [68, 184, 214]. A number of other single-objective approaches do
away with this assumption, instead defining the workflow in a fully au-
tomated way and at the same time optimising the QoS of the composition
[159, 182]. However, enforcing composition constraints while also opti-
mising the quality of solutions is still an open problem in Web service
composition. One particular challenge is in maintaining the functional
correctness of solutions without overly restricting the optimisation pro-
cess. In order to address this, approaches that employ expressive indi-
vidual representations and flexible genetic operators must be proposed.
These representations must be able to capture a range of composition con-
structs, including the choice construct, as well as allowing for a variety of
workflow sizes and configurations. In order to guarantee that solutions
are always functionally correct, these approaches must satisfy two prop-

71



72 CHAPTER 3. SINGLE-OBJECTIVE WSC APPROACHES

erties. Firstly, the chosen population initialisation strategy must produce
a set of candidates that are functionally correct. Secondly, any genetic op-
erators applied to functionally correct candidates must produce offspring
that is also functionally correct. The use of tree and graph structures is the
logical strategy to consider, since they naturally fulfil these requirements.
Thus, the overall goal of this chapter is to propose tree-based and graph-
based composition approaches, including the use of the choice construct,
and to investigate their effectiveness when compared to each other.

The choice construct is considered separately for each approach, since
compositions that require this construct are fundamentally different from
those that do not. More specifically, a composition request that expects
two possible sets of outputs depending on an if-else condition must be ful-
filled by a workflow that contains a choice construct. On the other hand,
if the composition request only expects one set of outputs then the inclu-
sion of a choice construct in the workflow would be unwarranted. While
an initial thought would be to convert a composition problem with the
choice construct into several separate composition tasks that do not re-
quire the choice construct, this idea has a key limitation. Namely, the ser-
vices used in the execution branches (i.e. after the choice construct) may
be dependent on the services in the common ‘trunk’ (i.e. before the choice
construct). This means that it is necessary to simultaneously consider all
execution branches in order to adequately optimise the shared parts of the
composition workflow. Thus, these two scenarios employ different initial-
isation strategies and genetic operators, which are discussed individually
herein. The following objectives are sought in this chapter:

1. To propose a tree-based composition approach, including a suitable
representation, initialisation strategy, and genetic operators to main-
tain functional correctness during optimisation.

2. To extend the tree-based approach to also consider the choice con-
struct.
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3. To propose a graph-based composition approach, including a suit-
able representation, initialisation strategy, and genetic operators to
maintain functional correctness during optimisation.

4. To extend the graph-based approach to also consider the choice con-
struct.

5. To compare the performance of these different composition approaches
in order to determine whether a particular one is more promising.

3.2 Chapter Organisation

The remainder of this chapter is organised as follows. Section 3.3 intro-
duces the general evolutionary process employed by all approaches in
this chapter. Section 3.4 presents the proposed tree-based composition ap-
proach. Section 3.5 extends the tree-based approach to consider the choice
construct. Section 3.6 presents the proposed graph-based composition ap-
proach. Section 3.7 extends the graph-based approach to consider the
choice construct. Section 3.8 performs a conceptual comparison between
the tree-based and graph-based approaches. Section 3.9 outlines the ex-
perimental design and discusses the experimental results for comparisons
between different approaches. Section 3.10 summarises this chapter.

3.3 General Evolutionary Process

The aim of the approaches discussed in this chapter is to generate service
composition solutions with the best possible overall QoS, thus a fitness
function that evaluates the overall quality of the individuals produced is
employed. This follows the problem definition in Subsection 2.1.3. As
the tree-based and graph-based approaches aim to find solutions with the
highest possible quality, the function maximises the QoS scores of an indi-
vidual i [8] according to four QoS attributes:
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obj = Max(fi)

fi = w1Āi + w2R̄i + w3T̄i + w4C̄i

(3.1)

where
∑4

j=1wj = 1.

The calculation of each total QoS attribute is performed using the for-
mulae described for each construct in Subsection 2.1.2. When calculating
these QoS values in a tree structure, the attributes of each tree node can
be computed by using its immediate children as the service nodes; these
children may be either atomic (i.e. terminal nodes) or composite services
(i.e. non-terminal nodes). In a graph structure, on the other hand, these at-
tributes are directly calculated according to the overall set of vertices and
the longest path with regards to execution time. The function produces
values within the range [0, 1], with 1 corresponding to the highest possi-
ble quality and 0 corresponding to the worst. In order to achieve scores
that are within the desired range, overall QoS values are normalised be-
tween 0 and 1 (denoted as Ā, R̄, C̄, and T̄ ) using the lowest and highest
values of the relevant services as lower and upper bounds. In the case of
T and C, the upper bounds are the sum of the values from all relevant
services. Finally, T and C scores are offset in the normalisation process
to allow the function to perform maximisation as shown in Equations 2.4
and 2.5.

All approaches discussed in this chapter follow the same overall evo-
lutionary process, shown in Algorithm 6. They begin by discovering the
relevant services for the composition and initialising a population of indi-
viduals using a strategy that is specific to the representation employed (i.e.
tree or graph). Then, the fitness of each individual in the initialised popu-
lation is evaluated using a chosen fitness function that best reflects the op-
timisation objectives. Once the population has been evaluated, the follow-
ing steps are performed until the maximum number of generations is met.
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Firstly, individuals are chosen for breeding using a strategy such as tour-
nament selection and offspring is generated by employing representation-
specific mutation and crossover operators. Secondly, the fitness of the
newly created individuals is evaluated and the offspring individuals are
assigned as the new generation. When the maximum number of gener-
ations is reached, the individual with the best fitness in the population
is returned as the solution. The different approaches discussed in subse-
quent sections all fit within this general framework.

Algorithm 6: General evolutionary steps for composition ap-
proaches.

1. Discover relevant services for the composition.
2. Initialise the population.
3. Evaluate the fitness of the initialised population.
while max. generations not met do

4. Select individuals for breeding from current generation.
5. Perform mutation, crossover, and reproduction on the
selected individuals, generating offspring.

6. Evaluate the fitness of the new individuals.
7. Assign the new individuals as the new generation,
recording the individual with the best fitness.

return individual with best fitness.

3.4 Tree-based Approach

As previously mentioned, the tree-based approach investigated in this
chapter ensures that solutions retain their functional correctness through-
out the evolutionary process. This is done by using a population ini-
tialisation algorithm that creates functionally correct solutions, and sub-
sequently by employing restricted evolutionary operators that maintain
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their correctness. A penalisation mechanism for ensuring functional cor-
rectness was initially considered, but preliminary investigations showed
that populations using this mechanism only converge to feasible solutions
in simpler composition scenarios. In comparison to the work in [159],
which at times produces solutions that are functionally correct but that
do not fully address the composition task at hand, the advantage of this
approach is that any of the compositions produced by it can be used as a
solution. Similarly to the approach in [159], individuals are represented
using trees where inner nodes consist of parallel and sequence constructs
that direct the flow of the composition, and leaf nodes consist of the Web
services used as basic components. Each parallel and sequence construct
requires a set of inputs and produces a set of outputs according to the
nodes that compose its subtree. Then, functional correctness is ensured by
controlling the generation of the initial composition individuals and mu-
tating subtrees through the use of a problem-specific operator, as well as
restricting the crossover to exchanging functionally equivalent subtrees.
More detailed explanations of these techniques are presented in the fol-
lowing subsections. The tree-based representation allows for more flexibil-
ity when adding new constructs to the composition tree. A choice (if-else)
construct, for example, is commonly supported by composition languages
such as BPEL4WS and OWL-S [127], and can be added as an inner tree
node with relative simplicity. The following subsections discuss the ini-
tialisation strategy and the genetic operators employed by the tree-based
approach.

3.4.1 Individual Initialisation

Instead of randomly initiating the first generation of individuals, a problem-
specific strategy is employed to create fully functionally correct tree-based
individuals for the initial population. At first this initialisation strategy
creates compositions represented as a DAG, ensuring that the connections
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between services lead to a functionally correct composition, then this DAG
is converted to a tree structure. A similar strategy is employed in [182],
though in that case the tree representation is entirely different. Conse-
quently, new algorithms had to be designed for this work. Before initial-
ising composition individuals, however, it is necessary to discover all ser-
vices that could possibly be used for that purpose. Specifically, the objec-
tive is to identify services that are reachable based on the inputs provided
as part of the composition request at hand. These are referred to as relevant
services, and their discovery is performed using Algorithm 7.

Algorithm 7: Discovery of relevant services.

Procedure discover()
Input : I , O, R
Output: services L

1: Initialise output set with I ;
2: Find services satisfied by output set;
3: while at least one service found do
4: Add services to L;
5: Add the outputs of these services to the
6: output set;
7: Find services satisfied by the updated
8: output set;

9: if output set satisfies O then
10: return L;
11: else
12: Report no solution;

The discovery algorithm requires a set of composition request inputs
(I), outputs (O), and a service repository (R). It begins by creating a set of
outputs that can be used for discovering relevant services, and initialising
it with the input values from the composition task (I). It then searches
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through the service repository, discovering all services whose input can
be satisfied by values in the output set. The output of each discovered
service is added to the output set, meaning that it can be used to discover
further compatible services. This process continues as long as new ser-
vices are discovered and returns the service list L, provided that the set of
discovered services can be used to produce a composition that satisfies the
expected output for the composition request (O).

After having discovered the relevant services for the given composition
request, Algorithm 8 is used to generate a functionally correct composi-
tion individual in a DAG form. The algorithm is based on the planning
graph approach discussed in the composition literature [76, 53, 182, 35].
There are three main differences between the algorithm presented here
and the ones previously proposed: it builds the graph forwards (from the
start node to the end node) instead of backwards, therefore it naturally
avoids the formation of cycles (if a service already appears in the graph it
is never added again, which prevents the scenario where a service would
become an ancestor of itself); it does not require building the graph in lay-
ers, which simplifies the construction process; it describes the edge config-
uration when connecting a new node to the graph, which is not shown by
the other algorithms.

Algorithm 8 begins by initialising a new graph G, as well as start and
end nodes. Then, it adds the start node to the graph, marking it as a seen
node, keeping track of start’s output as the currently available outputs,
and adding some initial candidates to the candidate list to be considered
for connection. These candidates are identified using the findCands func-
tion, which discovers relevant services from the repository that have at
least some of their input satisfied by the nodes already in the graph. Then
the building process begins, continuing as long as the desired composition
outputs have not been fulfilled by the currently available graph outputs.
In this process, a candidate is selected at random from the candidate list.
If it has not already been used in the graph and all of its inputs can be
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Algorithm 8: Initialisation of DAG structure.
Input : I , O, L
Output: individual’s graph G

1: Initialise graph G;
2: Create start and end nodes, assigning I as start’s output and O as

end’s input;
3: Add start to G and mark it as a seen node;
4: Add start’s output to set of currently available outputs;
5: Create a candidate list of services by invoking findCands();
6: while end’s inputs not fully satisfied by currently available outputs do
7: Retrieve next candidate from candidate list;
8: if candidate not a seen node and its inputs completely fulfilled by

currently available outputs then
9: Connect candidate to G by invoking connectNode();

10: Add outputs of candidate to currently available outputs;
11: Mark candidate as a seen node;
12: Update candidate list by invoking findCands();

13: Connect end node to G by invoking connectNode();
14: Remove dangling nodes from G;
15: return G;
16: Procedure connectNode(n,G)
17: Add n to set of nodes in G;
18: while n still has unfulfilled inputs do
19: Select the next node from the graph;
20: if node’s outputs fulfil any of n’s remaining inputs then
21: Add an edge to G connecting this node to n, fulfilling

those inputs;
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fulfilled by the currently available graph outputs, then it is connected to
the graph using the connectNode function. This function identifies a ran-
dom, minimal set of edges connecting the new node (n) to already ex-
isting nodes in the graph so that the inputs of this new node are fully
satisfied. After connecting the candidate to the graph, it is marked as a
seen node and the candidate list is updated to include services that may
be fulfilled by the outputs of this node. Finally, once the composition’s
required output has been reached, the end node is connected. This par-
ticular graph building algorithm often results in dangling nodes, which are
chains of nodes that are connected to the graph but whose output is not
used to fulfil any other nodes. Because of this, a routine to remove such
chains is executed on the graph before the completed structure is returned.
This routine works by recursively identifying and removing the nodes in
the graph that do not have any outgoing edges (with the exception of the
end node). It is important to highlight that in this algorithm the selection
of each candidate to be connected to the graph, as well as the edges that
should be used in this connection, is done stochastically, meaning that the
resulting graph varies with each run of the algorithm.

Finally, once a composition individual has been created as a DAG, the
next step is to convert it to the tree representation that will be used for
the GP evolutionary process, as illustrated by Figure 3.1. The resulting
tree must have its leaves as Web services and its inner nodes as compo-
sition constructs, with each node listing all the inputs required and the
outputs produced by its subtree. A notable outcome of this conversion
process is that any service nodes with multiple predecessors in the DAG
are replicated in the tree, appearing the same number of times as their
number of predecessors. This is the case because trees, by definition, can
encode at most one predecessor (parent) per node, meaning that multiple
subtrees are necessary to accurately translate a service with multiple pre-
decessors. The conversion is accomplished by employing Algorithm 9, a
recursive function that takes information from a graph as the input (from,
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Figure 3.1: Example of a graph composition transformed into the corre-
sponding tree composition.

the current node being translated, and start, the graph’s start node). This
function produces a tree T as the output. The function graphToTree tra-
verses the graph in a breadth-first manner, starting from the start node
and working its way to the end node. Since the algorithm should begin at
the start node, the initial value of from is start. The algorithm then splits
into three cases, which are individually covered below:

1. from is a leaf: A node is considered a leaf if its only outgoing edge
points to the end node. If this is true, then the resulting tree T will
simply return the node itself, since all graph nodes represent Web
services.
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Algorithm 9: Conversion of DAG to tree structure.

Procedure graphToTree()
Input : from, start

Output: composition tree T

1: if from is a leaf node then
2: T is from node itself;
3: else if from is the start node then
4: if from has a single successor then
5: T is produced by invoking graphToTree() on the

successor of from;

6: else
7: T is produced by invoking createParallelNode() on

the successors of from;

8: else
9: Retrieve set of successors of from;

10: if end is a successor of from then
11: Remove end from set of successors;

12: if remaining set of successors contains a single node then
13: Produce a right child by invoking graphToTree() on

the successor;
14: T is produced by invoking createSequenceNode()

providing from as the left child plus the newly created
right child;

15: else
16: Produce a right child by invoking

createParallelNode() on the set of successors;
17: T is produced by invoking createSequenceNode()

providing from as the left child plus the newly created
right child;

18: return T ;



3.4. TREE-BASED APPROACH 83

Algorithm 10: Creation of sequence node during conversion of
DAG to tree structure.

Function createSequenceNode()
Input : leftChild, rightChild

Output: sequence node N

1: Create sequence node N , using the given leftChild and
rightChild;

2: N ’s inputs are leftChild’s inputs plus the composition request
inputs;

3: N ’s outputs are rightChild’s outputs plus those of the
leftChild;

4: return N ;

Algorithm 11: Creation of parallel node during conversion of
DAG to tree structure.

Function createParallelNode()
Input : node, children, start, end
Output: parallel node N

1: Initialise an empty parallel node N ;
2: N ← ParallelNode();
3: forall nodes in children do
4: Produce a child T by invoking graphToTree() on the

node;
5: T ’s inputs are added to N ’s inputs;
6: T ’s outputs are added to N ’s outputs;
7: T is added as a subtree of N ;

8: return N ;
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2. from is the start node: It is important to make a distinction be-
tween this case and the others, because the start node requires a
slightly different structure when a parallel node is required. If the
start node has a single child (i.e. feeds a single node with its out-
put), then graphToTree is recursively called on this child and the
result is returned as T . Otherwise, the start has multiple children,
so a parallel node should be created to contain these children. Note
that this parallel node is not wrapped by a sequence node, as in the
next case.

3. Default case: The children of from are retrieved, and the algorithm
checks whether the end node is among them. If so, end is removed
from the list of children, since it should not be included as a leaf in
the tree. Subsequently, the number of remaining children is checked.
If there is only one child, a sequence node should be created using
from as the left node and the child tree root as the right node. Oth-
erwise, a parallel node wrapped in a sequence node is created. More
specifically, from is assigned as the left child of the sequence node,
and its children are placed in a parallel node which is assigned as the
right child of the sequence node.

Functions for creating sequence and parallel nodes, createSequenceNode

and createParallelNode, are presented separately as Algorithms 10 and
11, respectively. These are described below:

1. createSequenceNode: a sequence node is created using the left child
and right child provided. The inputs of this node are the combina-
tion of those required by the left child and those inherited from the
composition request; the outputs are the combination of those pro-
duced by the right child and those produced by the left child.

2. createParallelNode: a parallel node is created by generating the sub-
trees for each child provided, assigning these subtrees as children for
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the parallel node and combining their individual inputs and outputs
into overall parallel inputs and outputs.

3.4.2 Mutation and Crossover

The mutation operation for the tree-based approach ensures that the func-
tional correctness of each individual is maintained. It begins by selecting
a random node from the individual’s tree, which is the root of a given
subtree. This subtree is then replaced by a new subtree, generated using
Algorithms 8 and 9 presented earlier. Since each node carries information
about its required inputs and outputs, it is possible to create a substitute
tree with a different structure but with equivalent functionality. If the se-
lected node is the root for the individual’s tree, an entirely new compo-
sition will be generated; if it is a leaf node, either a new service will be
selected or a composition with equivalent functionality will be used. Al-
ternatively, if for a given functionality requirement the services available
in the repository can only produce a single suitable composition, then the
currently selected subtree will be replaced with a copy of itself, effectively
leaving the individual unchanged.

Figure 3.2 provides a visual representation of the mutation process. In
this figure, the sequence node in the original individual is chosen as the
root for the subtree to be mutated. A new subtree is then generated, under
the constraint that it must provide the same functionality as the original
subtree. The newly generated subtree has the same overall structure as the
original one, with a sequence root and a parallel inner node; however, two
of its leaf nodes (services) are different from those included in the original
subtree. This likely changes the overall QoS of the solution, while also
ensuring that the modified individual remains functionally correct.

The crossover operation also ensures functional correctness, in this case
by verifying that the components exchanged by two individuals are func-
tionally equivalent. Given individuals A and B, the first step is to select



86 CHAPTER 3. SINGLE-OBJECTIVE WSC APPROACHES

HotelsService
Input: ArrivalDate, 

ReturnDate
Output: Reservation

Flights
Input: DepartDate, 

From, ReturnDate, To
Output: ArrivalDate

GenerateMapService
Input: To

Output: Reservation

BusService
Input: ArrivalDate, To

Output: BusTicket

Parallel
Input: ArrivalDate, 

ReturnDate, To
Output: BusTicket, 

Reservation

Sequence
Input: ArrivalDate, 

DepartDate, From, To
Output: ArrivalDate, 

BusTicket, Reservation

BusService
Input: ArrivalDate, To

Output: BusTicket

HotelFunctionsService
Input: ArrivalDate, 

ReturnDate
Output: Reservation

Parallel
Input: DepartDate, From, 

ReturnDate, To
Output: ArrivalDate, 

BusTicket, Map, Reservation

Mutation

HotelFunctionsService
Input: ArrivalDate, 

ReturnDate
Output: Reservation

FlightInformation
Input: DepartDate, 

From, ReturnDate, To
Output: ArrivalDate

GenerateMapService
Input: To

Output: Reservation

BusService
Input: ArrivalDate, To

Output: BusTicket

Parallel
Input: ArrivalDate, 

ReturnDate, To
Output: BusTicket, 

Reservation

Sequence
Input: ArrivalDate, 

DepartDate, From, To
Output: ArrivalDate, 

BusTicket, Reservation

BusService
Input: ArrivalDate, To

Output: BusTicket

HotelFunctionsService
Input: ArrivalDate, 

ReturnDate
Output: Reservation

Parallel
Input: DepartDate, From, 

ReturnDate, To
Output: ArrivalDate, 

BusTicket, Map, Reservation

Figure 3.2: Example of an individual’s mutation.

a depth d within the bounds of both A and B trees. A node nA is then
randomly selected and retrieved from depth d of tree A, while the set of
all nodes at depth d of tree B are retrieved as nodesB. If there is a node nB

in nodesB whose inputs and outputs are exactly the same as those of nA,
the subtrees represented by nA and nB are are swapped in individuals A

and B. On the other hand, if there is no node in nodesB that is function-
ally equivalent to nA, then no crossover occurs. The choice of considering
nodes at the same depth of the two parental trees was made in order to
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Figure 3.3: Example of crossover between two individuals.

reduce the overall computation cost of performing a full crossover opera-
tion — where each node from tree A is compared to each node from tree B

looking for a functional match, regardless of the tree depth, as also done
by [159]. Figure 3.3 provides a visual representation of the crossover pro-
cess between the right-hand side children of both root nodes. The figure
shows two parents and their selected subtrees before the crossover has
happened. In this case, the right-hand child of the root of each parent
has been selected for the crossover, since these two children are function-
ally equivalent to each other. Once crossover occurs, two children will be
generated by swapping the right-hand children of the two parents. Once
again, this operation maintains the functional correctness of the children
while likely modifying their QoS. Note that as this crossover operator is
subject to stringent conditions, candidates may not actually be modified
in certain cases.

3.5 Tree-based Approach with Choice Construct

The tree-based approach discussed in this chapter is extended to include
the choice construct as one of the composition components, meaning that
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an individual may have multiple execution paths. The inclusion of this
construct is important because allowing the creation of multiple indepen-
dent execution paths is a standard feature of service composition frame-
works [179]. In order to support the choice construct, the population
initialisation strategy presented in Subsection 3.4.1 has been modified to
allow for the encoding of multiple execution paths. Whenever using a
choice construct, the algorithm includes a service with multiple output
possibilities in the composition. This way, the construct can choose a
given execution path according to the output produced by this service.
For example, suppose that the service can produce two different subtypes
of BalanceCheck — PositiveBalanceCheck and NegativeBalanceCheck. Then,
the choice construct could choose a certain execution path depending on
whether the subtype of BalanceCheck is a PositiveBalanceCheck. An exam-
ple of an individual’s tree including a choice construct is shown in Figure
3.4. The following subsections discuss the initialisation strategy and the
genetic operators employed by the tree-based approach with the choice
construct.

3.5.1 Individual Initialisation

When creating compositions with multiple execution paths, a different
composition request is provided. This extended composition request con-
tains a set of available inputs, a condition used for choosing the execu-
tion path (e.g. BalanceCheck is a PositiveBalanceCheck), and one set of out-
puts for each of the execution paths. This request is used by the initial-
isation strategy to produce an individual encoded as a graph, which is
then transformed into a tree. As before, the first step of this initialisa-
tion strategy is to discover all relevant services using Algorithm 7. Subse-
quently, the procedure for creating a composition individual with multiple
execution paths is shown in Algorithm 12, which uses the generate() and
graphToTree() functions described in Algorithms 8 and 9.



3.5. TREE-BASED APPROACH WITH CHOICE CONSTRUCT 89

Algorithm 12: Initialisation of tree structure with choice construct.

Procedure condGenerate()
Input : I , O1, O2, C, L
Output: individual’s tree T

1: Produce G1 by invoking generate(), providing I plus C’s if
value as the input and O1 as the output;

2: Produce G2 by invoking generate(), providing I plus C’s else
value as the input and O2 as the output;

3: Produce T1 by invoking graphToTree() on G1, providing G1’s
start and end nodes;

4: Produce T2 by invoking graphToTree() on G2, providing G2’s
start and end nodes;

5: Create T3 as a new conditional node containing C;
6: Assign T1 as the left child and T2 as the right child of T3;
7: Produce G4 by invoking generate(), providing I as the input

and C’s else value as the output;
8: Produce T4 by invoking graphToTree() on G4, providing G4’s

start and end nodes;
9: Assign probabilities of output of T4 to T3;

10: Create new sequence node T , assigning T4 as its left child and
T3 as its right child;

11: return T ;
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Figure 3.4: Example of tree representation with conditional node for Web
service composition.

The input required by Algorithm 12 consists of a set of required com-
position inputs I , two sets of outputs O1 and O2 for each execution path, a
condition C used for determining the execution path to follow, and the set
L of discovered services. This algorithm’s basic idea is to create an indi-
vidual by connecting independently created parts of the tree. Initially two
sub-compositions in graph form, G1 and G2, are created using Algorithm
8 to provide the functionality of the two distinct execution paths selected
by the choice construct. These graphs are transformed into a tree format
by employing Algorithm 9, yielding T1 and T2, which are then connected
to a conditional node representing the choice construct with condition C.
Next, another sub-composition G4 is generated using Algorithm 8 to con-
nect from the provided composition inputs I to the conditional node cre-
ated earlier, and G4 is translated into T4 using Algorithm 9. The probability
is set in the conditional node using the probabilities from the outputs pro-
duced by T4. A sequence node is then set as the composition tree’s root
and used to connect T4, the initial part of the composition, to the subtree
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with multiple paths (T3).

3.5.2 Mutation and Crossover

The genetic operators used by the tree-based approach with the choice
constructs follow the same ideas proposed in the initial tree-based ap-
proach, though this time accounting for the choice construct. The mutation
operator is applied to a randomly chosen subtree within the individual’s
tree (i.e. a tree node and its children), and it replaces the original sub-
tree with a new one with the same functionality but a different structure.
This is done by executing Algorithm 12, ensuring that the newly created
subtree has the same inputs and outputs as the original subtree (node)
selected. The crossover operator exchanges two service nodes between
the two chosen individuals, provided that these two swapped leaves have
equivalent functionality (i.e. produce equivalent outputs given equivalent
inputs).

3.6 Graph-based Approach

The graph-based approach proposed in this chapter bears many similari-
ties with the tree-based approaches previously discussed. Namely, it ini-
tialises a population of individuals that are encoded using non-linear data
structures, evolves this population using crossover and mutation opera-
tors, and evaluates the quality of each individual based on the nodes in-
cluded in its structure. However, as opposed to converting composition
individuals to trees that correspond to underlying graph structures, the
graph-based approach represents them directly as graphs with Web ser-
vice nodes. Figure 3.5 shows a graph representation example that is equiv-
alent to the individual’s tree shown in Figure 3.6. As a consequence of this
direct graph representation, the mutation and crossover operators must
be implemented differently. The following subsections discuss the initial-
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isation strategy and the genetic operators employed by the graph-based
approach.

3.6.1 Individual Initialisation

The initialisation strategy for the graph-based approach performs the same
operations as those used in the initialisation of the tree-based approach,
except the DAG structure is no longer transformed into a tree. Thus, the
initialisation for the graph-based approach simply consists of using Al-
gorithm 7 for identifying the relevant services for the composition, then
Algorithm 8 for creating the DAG structure.

3.6.2 Mutation and Crossover

Intuitively, the mutation operator for the graph-based approach imple-
ments the same idea of the corresponding mutation for the tree-based ap-
proach. Namely, a subgraph of the individual should be removed and re-
placed with a new randomly generated subgraph, while maintaining the
functional properties of the original subgraph (i.e. correct output-input
matches where the subpart connects with the main part of the individ-
ual). Accomplishing this in a tree representation is quite straightforward,
since the only point of dependency between the subtree to be mutated
and the overall tree is the selected root node. For a graph, on the other
hand, multiple dependency points require more careful consideration. To
perform a graph mutation, we begin by randomly selecting a node in the
graph (excluding the end node) to act as the ‘root’ of the subpart to be re-
placed. Subsequently, all nodes that are directly or indirectly dependent
on the outputs of this root are also identified, all the way to the end node,
as shown in Figure 3.7. These nodes are removed from the graph, and
all of their connections (edges) to the main part of the graph are severed.
Note that the successors of the root are chosen for removal, rather than the
predecessors, because the remaining structure can then be completed us-
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Figure 3.5: Example of a graph-based composition individual.
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Figure 3.6: Example of a typical GP composition tree. Adapted from [12].
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ing a forward building strategy. Finally, the construction of the incomplete
graph is finished by employing Algorithm 8, but beginning execution from
the algorithm’s main loop (which checks whether the inputs required by
the end node can be satisfied by the current graph structure). This com-
pletes the graph and results in an offspring with the same initial part as
its parent, but with a distinct final part thanks to the stochastic nature of
Algorithm 8.

Start End

root

Figure 3.7: Example of nodes and edges marked for deletion during the
graph mutation operation.

Traditionally, the crossover operation involves the exchange of genetic
material between two individuals in order to produce offspring with char-
acteristics from both of its parents, thus encouraging further improve-
ments to solutions that may already possess a certain degree of maturity
[150]. In the tree-based approach this exchange can be done simply by
swapping two subtrees of two distinct individuals [12], however in the
graph-based approach doing so would affect dependencies throughout
the graph by compromising the correctness of the connections between
the outputs and inputs of service nodes. Therefore, the idea of merging
and extracting graphs has been employed in the implementation of this
operator. The idea is to select two individual’s graphs, merge them into
a single structure, and then extract a new individual out of this merged
structure. This strategy restricts the offspring to utilise structures already
present on either parent, thus achieving a similar outcome as traditional
crossover operations.
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Figure 3.8: Example of the merge and extraction process used in the graph
crossover operation.

The merging process is depicted in Figure 3.8 and it consists of com-
bining any two nodes that represent the same service into a single node,
which maintains all original dependencies from both graphs but results
in the presence of redundant nodes and edges. Once the merge has taken
place, an offspring can be extracted from this redundant structure to ob-
tain a new non-redundant solution. Algorithm 8 is used for this task, how-
ever instead of considering candidates amongst all relevant services in the
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repository, only nodes that are present in the merged structure are consid-
ered to be added into the final offspring. Figure 3.8 highlights one of the
possible solutions that could be extracted from the merged structure.

3.7 Graph-based Approach with Choice Construct

The graph-based approach is also extended by allowing the choice con-
struct to be included as part of the graph structure, which enables the rep-
resentation of compositions with multiple execution branches according to
the conditional constraints specified in the composition request. The fol-
lowing subsections discuss the initialisation strategy and the genetic oper-
ators employed by the graph-based approach with the choice construct.

3.7.1 Individual Initialisation

Once again, the individual initialisation strategy begins by discovering all
relevant services using Algorithm 7. Then the DAG structure is created,
this time accounting for the choice construct as shown in Algorithm 13.
In order to provide the input to this algorithm, the composition request
is represented as a tree. InputNode is the tree’s root, which contains the
composition request inputs. The child of InputNode is a conditional if-else
node specifying the branching condition. Finally, this conditional node
has two children, an output node for the if case and another for the else
case. The algorithm requires InputNode and it proceeds to connect nodes
to the graph, one at a time, until a complete solution is found. As ex-
plained earlier, the resulting composition will have two branches that can
be independently executed, thus the recursive procedure buildBranch has
been created to handle each part of the composition. Initially a start node
is created using the values of InputNode, and a TaskNode is created con-
taining the child of InputNode. Then, an empty graph G is initialised and
start is added to it. A set of allowed ancestors is created, initially contain-



3.7. GRAPH-BASED APPROACH WITH CHOICE CONSTRUCT 97

ing start, and a candidate list of services is identified using findCands()

with the allowed ancestors. We then execute buildBranch providing the
first task it should achieve (i.e. TaskNode, which initially will be a condi-
tional branching node – i.e. a c node), the partially built graph G, the al-
lowed ancestors, and the candidate list. Once the buildBranch procedure
has finished executing, the graph G representing the composition will be
complete. The graph may contain dangling nodes, which are removed once
G is built. Finally, the new individual’s graph is finished and returned.

Algorithm 13 also describes the connectNode function, used for adding
a node to an existing graph. In addition to adding the given node n to
G, and connecting it using the edges provided in the connections list, this
function also checks if the current TaskNode objective has been reached.
If the TaskNode represents a conditional node, we check that we are now
capable of producing the values required by it. On the other hand, if the
TaskNode represents the end of a branch, we check whether G now con-
tains all outputs necessary to satisfy the inputs for that end node.

Algorithm 14 shows the buildBranch procedure, which recursively cre-
ates the branched Web service composition. Given a TaskNode, this pro-
cedure repeatedly adds services to the graph G, until the TaskNode goal
has been reached. More specifically, nodes from the candidate list are con-
sidered for addition. A candidate cand is randomly chosen from the can-
didate list, and it is connected to the graph (using the connectNode proce-
dure) if all of its inputs can be matched by the outputs of allowed ances-
tors (i.e. the outputs of nodes already present in that particular execution
branch). The set of edges in connections, which are used to connect cand
to G, is minimal, meaning that the outputs of these edges match all the in-
puts of cand, but if any connection is removed from the set then that is no
longer the case. After each cand service is connected to G, the candidate
list is updated to contain any services that have now become executable
due to the outputs of cand, and to exclude cand. Once the TaskNode goal
has been reached, the connectTaskNode procedure is called to finish the
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Algorithm 13: Initialisation of DAG structure with choice con-
struct.

Procedure buildGraph()
Input : InputNode, L
Output: individual’s graph G

1: Create start node, assigning the values of InputNode as its
output;

2: Create TaskNode and assign the child of InputNode to it;
3: Initialise empty graph G;
4: Connect start to G by invoking connectNode(), providing an

empty set of connections and TaskNode;
5: Create a set of allowed ancestors and add start to it;
6: Create a candidate list of services by invoking findCands()

based on the allowed ancestors;
7: Invoke buildBranch(), providing TaskNode, G, allowed

ancestors, and the candidate list;
8: Remove dangling nodes from G;
9: return G;

Function connectNode(n,G, connections, TaskNode)

Add n to set of nodes in G;
Add connections to set of edges in G;
if TaskNode is a conditional node then

if n satisfies TaskNode’s inputs then
return (true , n);

else
return (false , n);

else
if addition of n to G results in all inputs of TaskNode being
fulfilled then

return (true , n);
else

return (false , n);
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construction of that branch, either by connecting an end node to it or by
splitting the branch according to a TaskNode condition.

Algorithm 15 is responsible for finishing the construction of a given
execution branch, according to one of two scenarios. In the first scenario,
TaskNode is a conditional node, meaning that the branch will be split into
an if-and-else structure. In this case, the TaskNode is added to G, con-
nected through the previously added service in connResult (i.e. the ser-
vice that matched the outputs required for the condition to be checked).
Since the branching occurs based on the values produced by the service in
connResult, the probabilities of producing these different output possibili-
ties are copied from this service into TaskNode. Then, the candidate list is
updated and the buildBranch procedure is invoked twice more, once for
the if branch and once for the else branch, providing the appropriate chil-
dren of TaskNode to the next construction stages. In the second scenario,
the TaskNode reached is an output node, meaning that the branch leads
to an end node without any further splitting. In this case, the TaskNode

is simply connected to G, using a minimal set of allowed ancestors which
produce all the outputs required by this end node.

3.7.2 Mutation and Crossover

The procedures for performing the mutation and crossover operations are
shown in Algorithm 16. Once again, the general idea behind the mutation

procedure is to modify a part of the original graph G but maintain the rest
of the graph unchanged. In order to do so, a node n is initially selected
as the mutation point, provided that it is not an end node or a conditional
node. If this node is the start node, an entirely new graph is constructed;
otherwise, the TaskNode that n contributes to fulfil is identified (this is
either a conditional node or an end node), and all nodes whose input sat-
isfaction depends upon n are removed from G — this includes any sub-
sequent splits of that branch. A set of allowed ancestors is created for the
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Algorithm 14: Creation of DAG branch during initialisation of
DAG structure with choice construct.

Procedure buildBranch()
Input: TaskNode, G, allowed ancestors, candidate list

1: Initialise empty variable connResult;
2: while TaskNode’s inputs have not been fulfilled by G do
3: foreach cand in candidate list do
4: if cand’s inputs are fulfilled by an existing subset of allowed

ancestors in G then
5: Create a set of connections containing edges between

ancestors and cand;
6: Connect cand to G by invoking connectNode(),

providing connections and TaskNode. Save the
output of function in connResult;

7: Add cand to allowed ancestors;
8: Update candidate list by invoking findCands();
9: break;

10: Remove cand from candidate list;

11: Connect TaskNode to G by invoking connectTaskNode(),
providing connResult, allowed ancestors, and candidate list;
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Algorithm 15: Termination of DAG branch during initialisation of
DAG structure with choice construct.

Procedure connectTaskNode()
Input: TaskNode, connResult, G, allowed ancestors, candidate

list
1: if TaskNode is a conditional node then
2: Add TaskNode to G’s nodes;
3: Add an edge to G connecting the node in connResult to

TaskNode;
4: Assign probabilities of output of node in connResult to

TaskNode;
5: Update candidate list by invoking findCands();
6: Invoke buildBranch(), providing the if child of

TaskNode, G, allowed ancestors, and candidate list;
7: Invoke buildBranch(), providing the else child of

TaskNode, G, allowed ancestors, and candidate list;

8: else
9: Create a set of connections containing edges between a

subset of allowed ancestors in G and TaskNode;
10: Add connections to set of edges in G;
11: Add TaskNode to set of nodes in G;
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remaining nodes in G, a candidate list is identified based on this set, and
the construction of this partially-built graph is finished by invoking the
buildBranch() procedure described in Algorithm 14.

To execute buildBranch(), we provide the original TaskNode (n’s ob-
jective), G, the allowed ancestors, and the candidate list. The mutation op-
erator was designed in this way so that it allows for variations of the orig-
inal individual, at the same time maintaining the correctness of the con-
nections between services within a given execution branch. In the case of
crossover, we once again reuse connection patterns from two existing indi-
viduals G1 and G2 in order to create a new child individual that combines
elements from these two parents. The key idea is still to merge the two
parents and extract a non-redundant offspring from the resulting struc-
ture. The initialisation procedure in Algorithm 13 is used to extract a non-
redundant offspring from the merged structure. As with the graph-based
approach without the choice construct, in the context of the crossover op-
eration the graph-building algorithm only considers nodes present in the
merged structure. One of the advantages of this crossover implementation
is that it allows for an operation that reuses connection information from
both parents.

3.8 Conceptual Comparison

Before performing an experimental comparison of the tree-based and graph-
based approaches with regards to execution time and the quality of the
solutions produced, a conceptual comparison between approaches is per-
formed. This sheds light on the intrinsic strengths and limitations of each
approach in the context of EC applied to Web service composition, as well
as revealing ideas on how they could be further improved. This compar-
ison is carried out considering four criteria: The simplicity of the genetic
operators, the ease when enforcing functional correctness within an indi-
vidual, the overall size of an individual, and the potential for extension.
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Algorithm 16: Mutation and crossover for DAG structures with
choice construct.

Procedure mutation()
Input : G, InputNode

1: Randomly select a node n from G;
2: if n is start then
3: Invoke buildGraph(), providing InputNode;
4: else
5: Identify the TaskNode whose inputs n contributes to fulfil.

This will be a conditional node if n is in the first portion of
the graph, or an output node if n is in either branch;

6: Remove all nodes that depend on n from G;
7: Create set of allowed ancestors and add remaining nodes in

G to it;
8: Create candidate list by invoking findCands(), based on

remaining nodes in G;
9: Invoke buildBranch(), providing TaskNode, G, allowed

ancestors, and candidate list;

Procedure crossover()
Input : G1, G2, InputNode

Output: offspring graph G

10: Create a merged structure by combining the nodes and edges
of G1 and G2;

11: Extract G from merged structure by invoking buildGraph(),
providing InputNode and only considering nodes in merged
structure;

12: return G;
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Regarding the simplicity of the genetic operators, they can easily be
performed when using the tree-based representation, since any modifi-
cations can be directly applied to the subtrees of an individual. This is
advantageous because there is a single point of connection between the
portion of the tree that is being modified and the remaining structure. The
graph-based representation, on the other hand, does not lend itself as eas-
ily to modifications, since changes to connections in the graph may impact
several regions within an individual.

Regarding the ease when enforcing functional correctness within an
individual, the graph-based representation supports the checking and en-
forcement of correctness constraints, as the connections between the in-
puts and outputs of each service in the composition are represented as
edges and thus can be easily verified within the structure. The tree-based
representation, on the other hand, does not directly model the connection
between services as edges, meaning that the relationship between pro-
duced outputs and required inputs for a given service must be inferred
by the surrounding nodes in the tree. This makes the verification of func-
tional correctness constraints much more challenging.

Regarding the overall size of an individual, the graph-based represen-
tation is very compact because the structure of the directed acyclic graph
directly corresponds to the composition workflow. The tree-based repre-
sentation, on the other hand, converts the workflow into a tree structure
by replicating services nodes whenever necessary. More specifically, the
tree initialisation algorithm replicates services with multiple predecessors
across different subtrees, once per predecessor. This means that the over-
all size of the tree structure will quickly grow according to how densely
connected the corresponding graph structure is. For example, a compo-
sition workflow with 8 fully connected layers, each containing 8 nodes,
will translate into a tree structure with over 2 million services nodes (88

service nodes). Meanwhile, only 64 service nodes are necessary in the cor-
responding graph-based representation.
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Regarding the potential for extension, both representations provide a
promising basis for further investigation. The tree-based approach could
be extended to perform built-in constraint checking by using a flavour of
strongly-typed GP. Though this is an efficient way of automatically enforc-
ing correctness, current strongly-typed GP approaches may struggle with
the need to dynamically check whether service input and output types
match. The graph-based approach, on the other hand, could have its ge-
netic operations improved by finding ways of performing more controlled
modifications to the graph structure. This would likely lead to the identifi-
cation of solutions with higher fitness, as it would allow for further explo-
ration of promising areas of the search space. However, more controlled
operations are likely to be more complex and time consuming.

3.9 Experiments

Three sets of experiments were carried out to evaluate the performance of
the tree-based and graph-based approaches, all using a personal computer
with an Intel Core i7-4770 CPU (3.4 GHz) and 8 GB RAM. The objective
of these experiments is to understand the strengths and weaknesses of
the two proposed Web service composition approaches. The following
subsections detail the fitness function, datasets, and parameters used for
each set of experiments, and discuss the experimental results.

3.9.1 Comparison Against Traditional GP

The first set of experiments compares the performance of the proposed
tree-based and graph-based approaches against the traditional GP approach
presented in [159], which employs a grammar-based strategy for enforcing
the functional correctness of solutions. This was the most up-to-date algo-
rithm identified that could be directly compared against our approaches.
The authors who introduced this traditional GP approach presented ex-
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perimental results of that method’s application using a variety of compo-
sition tasks, thus those results will be used as the basis of this comparison.
The choice construct is not considered in these experiments. This set of
experiments employs a fitness function that seeks to produce solutions
with the smallest possible number of service nodes and with the shortest
possible paths from the start node to the end node. The rationale behind
this decision is that it encourages features indicative of the quality of the
overall composition [159]: the number of service nodes indicates the com-
plexity of the overall composition (it should be as small as possible); the
length of the longest path from the start node to the end node indicates
the execution time of the composition solution, with a shorter path indi-
cating more parallelisation of tasks and consequently a lower execution
time. The fitness function is described as follows:

fitnessi = ω1 ·
1

runPathi

+ ω2 ·
1

#atomicServicei
(3.2)

where ω1 + ω2 = 1, runPathi is the longest path from the start node to
the end node of a solution i (measured using a longest path algorithm),
and #atomicServicei is the total number of service nodes included in a
solution i. In the original paper, the fitness function also presents a third
criterion measuring the degree of input satisfaction for each service node
in the solution. In our case, however, this is not necessary, since the tech-
niques used throughout the evolution process of our proposed approaches
ensure that the inputs of each service included in a solution are always
fully satisfied.

The datasets employed in the first set of experiments were OWL-S TC
V2.2 [98] and WSC 2008 [16], both of which present service collections of
varying sizes. Tasks 1–5, which are outlined in [159], were also used to test
the proposed tree-based and graph-based approaches with the OWL-S TC
dataset; tasks WSC 2008-1, WSC 2008-2, and WSC 2008-5 were used for
testing with the WSC 2008 dataset. To match the traditional GP approach,
the tree-based and graph-based approaches were both run using the pa-
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rameters proposed in that work. For both approaches in this chapter, a
population size of 200 individuals was evolved during 20 generations for
each composition task, and this process was repeated over 30 indepen-
dent runs. Even though 20 generations may not necessarily lead to con-
vergence to near-optimal solutions, this was kept as in the original work
for a fair comparison. The fitness function weights ω1 and ω2 were both
set to 0.5, the mutation probability to 0.05, the crossover probability to 0.5,
and the reproduction probability to 0.45. Finally, individuals were chosen
for breeding using tournament selection with a tournament size of 2.

Results for the first set of experiments are presented in Tables 3.1, 3.2,
and 3.3, which display the mean number of services in a solution, the mean
longest path within a solution, and the mean execution time for each ap-
proach, respectively. All means are accompanied by standard deviations.
Since all approaches were tested using the same datasets and tasks, as
well as employing equivalent fitness functions during the evolutionary
process, it is possible to perform a direct comparison on the longest path
lengths and the overall number of nodes of the solutions produced. Un-
paired t-tests at 0.05 significance level were conducted to verify whether
there are statistically significant differences between the results produced
by each approach, and the best results for each task are shown in bold.
More specifically, the results of each approach were compared to those of
all others in a pairwise fashion. The outcome of these comparisons was
then used to rank the overall performance of each approach according to
its number of wins. Note that the experiments for the traditional GP ap-
proach were executed by the original authors in a different environment,
therefore the execution time results cannot be directly compared to those
of our approaches. Thus, in Table 3.3 the statistical comparison is only be-
tween the tree-based and graph-based approaches, though the traditional
GP results are still included for reference.

A clear pattern emerges when comparing the mean number of ser-
vices and the mean longest path produced by the three approaches for
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Task Traditional GP Tree-based Graph-based
OWLS-1 1± 0 2± 0 1± 0

OWLS-2 2± 0 1± 0 1± 0

OWLS-3 2± 0 11.9± 0.3051 2± 0

OWLS-4 5.7± 1.19 14.7± 0.7022 4.47± 0.5074

OWLS-5 3.3± 0.46 3± 0 3± 0

WSC 2008-1 15.8± 5.71 24.7± 2.0197 10± 0

WSC 2008-2 6± 0.89 6± 0 5± 0

WSC 2008-5 49.9± 16.84 23.6± 1.2758 21.67± 0.8023

Table 3.1: Mean number of services in solution for traditional GP, tree-
based, and graph-based approaches using OWLS and WSC 2008.

Task (Num. services) Traditional GP Tree-based Graph-based
OWLS-1 (947) 1± 0 1± 0 1± 0

OWLS-2 (947) 2± 0 1± 0 1± 0

OWLS-3 (947) 2± 0 13.4± 1.4044 2± 0

OWLS-4 (947) 2.2± 0.4 15.47± 1.6344 2± 0

OWLS-5 (947) 1± 0 1± 0 1± 0

WSC 2008-1 (158) 6± 1.26 20.3± 4.364 3± 0

WSC 2008-2 (558) 3.5± 0.67 6.57± 0.6261 3± 0

WSC 2008-5 (1090) 9.2± 2.96 17.3± 3.153 8± 0

Table 3.2: Mean longest path in solution for traditional GP, tree-based, and
graph-based approaches using OWLS and WSC 2008.

Task (Num. services) Traditional GP Tree-based Graph-based
OWLS-1 (947) 0.75± 0.36 4.65± 0.51 0.19± 0.02

OWLS-2 (947) 0.48± 0.14 4.27± 0.5 0.18± 0.01

OWLS-3 (947) 0.47± 0.08 9.25± 0.63 0.26± 0.01

OWLS-4 (947) 3.01± 0.42 9.65± 0.58 0.44± 0.05

OWLS-5 (947) 1.1± 0.24 5.52± 0.45 0.3± 0.02

WSC 2008-1 (158) 6.92± 1.61 8.85± 1.33 0.5± 0.03

WSC 2008-2 (558) 11.14± 3.11 1.95± 0.15 0.36± 0.03

WSC 2008-5 (1090) 95.39± 43.52 10.91± 0.76 0.94± 0.05

Table 3.3: Mean execution time (s) for traditional GP, tree-based, and
graph-based approaches using OWLS and WSC 2008.
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each dataset. Namely, the graph-based approach consistently finds the
solutions with the lowest numbers of services and shortest overall paths,
which indicates these solutions have a better overall quality. For most of
the results produced by the graph-based approach the standard deviation
is 0, indicating that the best solutions found by different runs are very con-
sistent. The two exceptions to this are for tasks OWLS-4 and WSC 2008-5,
where there is some small variation in the number of services found by
the graph-based approach. The tree-based approach, on the other hand,
produces the solutions with the highest overall numbers of services and
longest path lengths, i.e. the solutions with the lowest quality overall.
Regarding the mean number of services, the tree-based approach only
matches the graph-based results for tasks OWLS-2 and OWLS-5, though
it also slightly surpasses the traditional GP approach for task WSC 2008-
2. Regarding the mean longest path, the tree-based approach matches the
graph-based results for tasks OWLS-1, OWLS-2, and OWLS-5. Finally,
the traditional GP approach fares somewhat better than the tree-based ap-
proach, matching the results of the graph-based approach for a few tasks
while surpassing the tree-based approach for most of the others. The no-
table exception to this is the mean number of services found for task WSC
2008-5, where the traditional GP produces solutions with roughly twice
as many services as the other approaches. When comparing the execu-
tion time of the different approaches, a similar pattern is observed. The
graph-based approach requires significantly less time to execute than the
tree-based approach, sometimes by a factor of 10 (task WSC 2008-5). While
the execution time of the traditional GP approach cannot be directly com-
pared, results would roughly indicate it once again performs somewhere
in between the two others.
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3.9.2 Comparing Tree and Graph-based Approaches

The second set of experiments performs a further comparison of the tree-
based and graph-based approaches using additional datasets, using the
QoS-aware fitness function presented in Section 3.3. The datasets em-
ployed in the second set of experiments were WSC 2008 and WSC 2009,
taking into account the QoS information from the services. For both ap-
proaches, a population of 20 individuals was evolved during 51 gener-
ations for each composition task, and this process was repeated over 30
independent runs. This population size was chosen because the tree-based
approach could not handle larger populations for certain composition tasks
due to memory limitations (caused by the translation of a densely con-
nected graph to its corresponding tree, which results in a large structure
with many replicated nodes). For instance, task 2008-3 seems particularly
difficult to optimise for many composition approaches. It requires com-
position solutions consisting of services that are connected to each other
in a relatively dense way, which requires more potential combinations of
services to be considered and thus incurs additional computational time.

The fitness function weights were all set to 0.25, the mutation probabil-
ity to 0.1, the crossover probability to 0.8, and the reproduction probability
to 0.1. Individuals were chosen for breeding using tournament selection
with a tournament size of 2. These parameters are based on those pro-
posed in previous works [97].

Results for the second set of experiments are presented in Tables 3.4
and 3.5, which display the mean fitness of solutions and the mean exe-
cution time for each approach, respectively. All means are accompanied
by standard deviations. Statistical tests were performed using Wilcoxon
rank-sum with a 0.05 significance level to ascertain whether any differ-
ence between the results is statistically significant, and the best results
for each task are shown in bold. Once again, a clear pattern emerges in
the comparison, showing that the graph-based approach produces fitter
solutions for all composition tasks while also requiring consistently less
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Task (Num. services) Tree-Based GraphEvol
WSC 2008-1 (158) 0.42± 0.0092 0.47± 0.0001

WSC 2008-2 (558) 0.49± 0.0008 0.58± 0

WSC 2008-3 (604) 0.41± 0.0014 0.43± 0.0016

WSC 2008-4 (1041) 0.4± 0.0063 0.46± 0.0028

WSC 2008-5 (1090) 0.45± 0.0047 0.47± 0.001

WSC 2008-6 (2198) 0.44± 0.0017 0.47± 0.0008

WSC 2008-7 (4113) 0.45± 0.0023 0.48± 0.001

WSC 2008-8 (8119) 0.44± 0.0041 0.46± 0.0006

WSC 2009-1 (572) 0.46± 0.0062 0.55± 0.0047

WSC 2009-2 (4129) 0.46± 0.0028 0.48± 0.0006

WSC 2009-3 (8138) 0.45± 0.0049 0.49± 0.0009

WSC 2009-4 (8301) 0.45± 0.0025 0.48± 0.0006

WSC 2009-5 (15211) 0.45± 0.004 0.47± 0.0006

Table 3.4: Mean solution fitness for tree-based and graph-based ap-
proaches using WSC 2008 and WSC 2009.

Task (Num. services) Tree-based Graph-based
WSC 2008-1 (158) 3.19± 1.58 0.22± 0.02

WSC 2008-2 (558) 1.03± 0.5 0.15± 0.01

WSC 2008-3 (604) 3684.66± 1552.53 0.64± 0.05

WSC 2008-4 (1041) 4.19± 1.8 0.24± 0.03

WSC 2008-5 (1090) 3± 0.4 0.42± 0.04

WSC 2008-6 (2198) 89.7± 244.26 0.93± 0.08

WSC 2008-7 (4113) 45.55± 10.13 0.74± 0.1

WSC 2008-8 (8119) 324.7± 481.31 0.79± 0.1

WSC 2009-1 (572) 1.08± 0.16 0.17± 0.02

WSC 2009-2 (4129) 22.69± 3.88 0.5± 0.05

WSC 2009-3 (8138) 32.1± 5.17 0.32± 0.08

WSC 2009-4 (8301) 835.19± 116.66 1.25± 0.14

WSC 2009-5 (15211) 182.7± 31.81 0.97± 0.11

Table 3.5: Mean execution time (s) for tree-based and graph-based ap-
proaches using WSC 2008 and WSC 2009.
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time to execute. The difference in fitness between the two approaches is
generally not very pronounced, though for tasks WSC 2008-2 and WSC
2009-1 the difference between scores is of almost 0.1 (i.e. almost a 10%
improvement, since scores range from 0 to 1). One likely reason for this
difference is in the nature of the tree-based representation, which often re-
peats workflow substructures across different branches of the tree. This
means that when a particular tree branch is modified, the same substruc-
ture may still exist elsewhere. Thus, the process of removing unpromising
structures from the tree may be slower than it is in a graph, where there
is no repetition, and this could account for the observed difference in fit-
ness. The difference in execution times, on the other hand, is quite evi-
dent. This is especially the case for task WSC 2008-3, where the tree-based
approach requires roughly one hour to execute while the graph-based ap-
proach requires less than a second. Further investigation shows that this
is the case due to the size of the tree-based individuals for that particu-
lar task. The composition workflow for that task is densely connected,
with the majority of services having several predecessors. Consequently,
when translating the composition from DAG into tree structures, certain
services must be replicated throughout several subtrees to adequately de-
pict all relationships between predecessors and successors. Over multiple
tree levels, this replication ends up increasing the size of the overall struc-
ture exponentially. These large trees, in turn, require additional memory
and incur longer initialisation and evolution times.

3.9.3 Comparison Using Choice Construct

The third set of experiments compares the performance of tree-based and
graph-based approaches when extended with the choice construct. This
set of experiments employs the same fitness function used in the second
experiment set. In addition to input information and QoS values for each
Web service, the datasets used when testing these approaches with the
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choice constructs also require multiple outputs possibilities whenever ap-
propriate, as well as probability values for each of those possibilities. As
no datasets were found to provide all of these items, existing datasets
were extended to include all of the necessary information. The datasets
in question are those used in [182], which are an augmented version of the
2008 Web Service Challenge (WSC 2008) [16] that includes QoS attributes.
Those datasets were chosen because they already provide an ontology of
input and output value types that could be used to generate multiple out-
put possibilities for a service, as well as QoS values for optimisation.

These datasets were extended in three steps. In the first step, new com-
position tasks were created for each dataset. As opposed to requiring the
production of a single output set, the new tasks demand one of two sets to
be produced depending on whether a branching condition is met, as ex-
emplified by Figure 3.9. Each of the tasks was manually checked to ensure
it is achievable. In the second step, to ensure that branching could in fact
be used in practice, all services in the dataset which produce the output
types used in the branching conditions were extended to produce two sets
of outputs, one containing an instance of the specific concept (the if con-
dition) and another containing an instance of the general concept (the else
option). Probabilities were randomly assigned to each output possibility,
ensuring that the values for the output sets of a same service added up to
1. In the third step, service sets were extended to make the problem more
complex by replicating each original service in the repository ten times.
The replicated services were then assigned randomly generated QoS val-
ues within the original ranges for each quality attribute.

Results for the third set of experiments are presented in Tables 3.6
and 3.7, which display the mean fitness of solutions and the mean exe-
cution time for each approach, respectively. All means are accompanied
by standard deviations. Statistical tests were performed using Wilcoxon
rank-sum with a 0.05 significance level to ascertain whether any differ-
ence between the results is statistically significant, and the best results
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<task>

<provided>

<instance name="inst507612613"/>

<instance name="inst211649568"/>

<instance name="inst1610541870"/>

<instance name="inst1318470020"/>

<instance name="inst511297711"/>

<instance name="inst1695942861"/>

<instance name="inst120304438"/>

<instance name="inst1319288246"/>

</provided>

<options>

<condition>

<general concept="con1404081368"/>

<specific concept="con2027332959"/>

</condition>

<if>

<instance name="inst688870502"/>

<instance name="inst1012480226"/>

<instance name="inst432650641"/>

<instance name="inst1832758643"/>

</if>

<else>

<instance name="inst907818669"/>

<instance name="inst441457430"/>

<instance name="inst1857750899"/>

<instance name="inst739462845"/>

<instance name="inst1242487909"/>

<instance name="inst629067506"/>

</else>

</options>

</task>

Figure 3.9: A task containing multiple output possibilities depending on
a branching condition. The condition should be read as ”if con1404081368
is of subtype con2027332959 at runtime, then the composition should pro-
duce if outputs”.
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Task (Num. services) Tree-based Graph-based
Mod. WSC 2008-1 (1738) 0.85± 0.01 0.76± 0.02

Mod. WSC 2008-2 (6138) 0.65± 0.00 0.67± 0.01

Mod. WSC 2008-3 (6644) 0.74± 0.02 0.72± 0.01

Mod. WSC 2008-4 (11451) 0.77± 0.08 0.56± 0.01

Mod. WSC 2008-5 (11990) 0.83± 0.01 0.81± 0.02

Mod. WSC 2008-6 (24178) 0.76± 0.02 0.77± 0.02

Mod. WSC 2008-7 (45243) 0.90± 0.03 0.79± 0.02

Mod. WSC 2008-8 (89309) 0.82± 0.04 0.82± 0.00

Table 3.6: Mean solution fitness for tree-based and graph-based ap-
proaches including the choice construct.

Task (Num. services) Tree-based Graph-based
Mod. WSC 2008-1 (1738) 235.2± 52.8 11.2± 1.5

Mod. WSC 2008-2 (6138) 609.3± 112.7 35.0± 3.3

Mod. WSC 2008-3 (6644) 2264.5± 296.2 19.0± 1.0

Mod. WSC 2008-4 (11451) 900.6± 138.2 49.1± 1.6

Mod. WSC 2008-5 (11990) 2680.7± 217.8 34.9± 1.3

Mod. WSC 2008-6 (24178) 19772.2± 2142.7 140.7± 21.8

Mod. WSC 2008-7 (45243) 24467.1± 5482.4 345.4± 55.5

Mod. WSC 2008-8 (89309) 51850.3± 5768.2 522.1± 94.5

Table 3.7: Mean execution time (s) for tree-based and graph-based ap-
proaches including the choice construct.
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for each task are shown in bold. As expected, the execution times of
the graph-based approach are significantly lower than those of the tree-
based approach for all tasks. Surprisingly, the performance gains of the
graph-based method are more pronounced as the size of the dataset grows,
culminating into a difference of two orders of magnitude for dataset 8.
These results confirm the previous findings, also demonstrating that rep-
resenting solutions directly as a DAG facilitates the enforcement of cor-
rect output-input connections between services, which in turn translates
to lower execution costs. However, results also show that the fitness of
the tree-based solutions is slightly higher for the majority of tasks, though
occasionally the quality of the solutions produced using the graph-based
approach is superior (datasets 2 and 6). These results indicate a trade-off
between the two approaches, depending on whether the objective is to
produce solutions using a lower execution time or to focus on the quality
of these solutions. The rate of improvement for these two aspects should
also be taken into consideration when comparing techniques. While the
tree-based approach may result in solutions with a quality gain of up
to 20% (for task Mod. WSC 2008-4), the execution time required by the
graph-based approach may be as little as 1% (for tasks Mod. WSC 2008-5
to Mod. WSC 2008-8) of that required by the tree-based approach.

3.10 Chapter Summary

The overall goal of this chapter was to propose novel tree-based and graph-
based Web service composition approaches. In order to achieve this goal
a number of objectives were accomplished. (1) A tree-based approach was
proposed, including a problem-specific tree representation and genetic
operators. An initialisation strategy was used to produce functionally
correct tree-based individuals, which consists of creating them as DAGs
first and then transforming them into trees. (2) The tree-based approach
was extended to consider the choice construct, which required the initial-
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isation strategy to be adapted. (3) A graph-based approach that repre-
sents the composition workflow directly as a DAG was proposed. Dur-
ing the initialisation, the DAGs created were no longer transformed into
trees. Instead, new genetic operators were proposed to modify the work-
flows while retaining their functional correctness. (4) The graph-based
approach was extended to consider the choice construct, adapting the ini-
tialisation strategy and genetic operators to account for independent sub-
graphs within the individual’s structure. (5) Experiments were carried out
to evaluate the performance of these approaches, first comparing the tree-
based and graph-based approaches against a previously proposed tradi-
tional GP approach, then further comparing the tree-based and graph-
based approaches to each other using a QoS-aware fitness function, and
finally comparing the tree-based and graph-based approaches that have
been extended to include the choice construct.

In this chapter we learned that the graph-based approach without the
choice construct produces solutions with the best overall quality when
compared to the tree-based approach without the choice construct, while
also requiring less execution time overall. However, the tree-based ap-
proach with the choice construct produces solutions with an overall qual-
ity that is slightly better than that of the graph-based approach with the
choice construct, even though in this scenario the tree-based approach still
requires longer to execute.
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Chapter 4

Single-Objective Indirect Web
Service Composition Approaches

4.1 Introduction

The majority of existing Web service composition works that employ EC
techniques are based on a direct (explicit) representation, i.e. directly rep-
resenting the solutions as graphs or trees [12, 159]. Under such direct rep-
resentations, it is difficult to maintain the feasibility of the solutions dur-
ing the crossover and mutation processes, as the process of rearranging
services within the composition may accidentally sever necessary connec-
tions. When using an indirect representation, on the other hand, solutions
can be modified in an unconstrained way and their feasibility is later en-
sured by using an appropriate decoding strategy. The indirect represen-
tation has been extensively employed in constrained optimisation prob-
lems [21, 100], and has demonstrated effectiveness in handling feasibility
constraints. However, there is no investigation of the use of the indirect
representation for automatic Web service composition. Thus, the overall
goal of this chapter is to propose an indirect representation-based search
framework for automatic Web service composition, and investigate its ef-
fectiveness by comparing it against existing approaches. The following

119
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objectives are sought in this chapter:

1. To outline a general sequence-based optimisation framework for Web
service composition.

2. To propose variations of the sequence representation, including a
novel variable-length sequence.

3. To propose different decoding strategies for producing the corre-
sponding composition for a given sequence.

4. To compare the performance of these different sequence variations
and decoding strategies, using a graph-based approach as the base-
line.

4.2 Chapter Organisation

The remainder of this chapter is organised as follows. Section 4.3 proposes
the sequence-based composition framework and its components. Section
4.4 discusses different methods implemented using the framework. Sec-
tion 4.5 describes the experimental design. Section 4.6 presents and dis-
cusses the experiment results. Section 4.7 summarises this chapter.

4.3 A Sequence-based Web Service Composition

Framework

The key idea of this chapter is to optimise candidates using an encoded
representation, then to construct the actual compositions and evaluate their
fitness using a decoding algorithm [21, 100]. More specifically, the chosen
representation is a sequence of services Z = [si, ..., sj], where i, j ∈ {1, n}
and n is the size of a given repository D. This sequence acts as a queue
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of composition candidates. This queue is used as the input for a graph-
building algorithm that produces a functionally correct composition work-
flow, which is then used for calculating the candidate’s overall fitness.
Some of these graph-building strategies also use the layer information of
a service, which specifies the minimum required depth of predecessors
between it and the start node. For example, in Figure 4.1 the service Zip-
ToStation belongs to the first layer (i.e. it is directly satisfied by the start
node), whereas WeatherReport belongs to the second layer (i.e. it requires
a service in a previous layer in order to be satisfied) [37].

WeatherReport

ZipToStation

Provided inputs I0: {ZipCode, Date}

Expected outputs O0: {Station, Forecast}

Start EndStation

Station

Forecast

ZipCode

Date

Figure 4.1: An example composition for a given task.

The use of an encoded representation is advantageous because it al-
lows the optimisation to be carried out with fewer restrictions regarding
the genetic operations, since functional constraints are subsequently en-
forced during the decoding step. The evolutionary framework proposed
in this chapter is described in Figure 4.2.

The first (optional) step is to identify which layer l ⊆ D a service be-
longs to and store this information, which can be used in certain decoding
strategies. An algorithm is used to identify a set L of layers, ensuring that
each service s ∈ D belongs to at most one layer. In other words, for all lay-
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Provide 
Composition 

Request

Else

If using layer 
information

Identify Layers

S

L1 L2 L3

Else

If stopping 
criteria not 

met

Sequential 
representation

Weighted 
representation

0.4 0.2 0.5 0.7 0.1 0.6 0.3

Randomly 
generate initial 

population 
(encoded)

Decode and 
return best 

solution found

S E

Update selected 
solutions

Decode solutions

S E

Calculate fitness

S E = 0.5

Forward

S

Backward

E

Encoding

Decoding

Figure 4.2: Steps of the indirect Web service composition framework pro-
posed.

ers lk, lm ∈ L where 1 ≤ k,m ≤ |D|, if lk 6= lm ∧ si ∈ lk, then si /∈ lm. Then,
the order of the services is assigned randomly for each candidate sequence
during initialisation. In the main loop of the framework, the following
steps are repeatedly executed: firstly, each sequence is decoded into the
corresponding composition workflow using a chosen decoding strategy
fd : Z → G, which takes a sequence Z and produces a directed acyclic
graph G representing the composition; then, the fitness of each candidate
sequence in the population is calculated; lastly, the relevant candidates
in the population must be updated, e.g. by genetic operators of GAs or
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particle swarm optimisation. The process consists of placing a number of
randomly chosen population candidates in a tournament, where the can-
didate with the highest fitness wins and is thus selected for modification
[128]. Finally, the service composition obtained by decoding the fittest se-
quence found in the run is returned.

This high-level framework can be implemented in a number of differ-
ent ways, according to two major choices. The first decision is on how to
represent a candidate sequence, which can be accomplished in a variety
of ways (e.g. by using vectors of weights/services). The second decision
is on the strategy used to decode the candidate sequences into their corre-
sponding compositions, which will change depending on the representa-
tion used. Note that depending on the chosen representation, the update
strategy for candidates in the population will also be different. The fol-
lowing subsections discuss the different components implemented for use
with this framework.

4.3.1 Decoding

A crucial step of the indirect composition framework is the decoding of
population candidates, which are sequences of services, into a composi-
tion workflow that accomplishes the desired task. The decoding process
involves selecting a service from the sequence and adding it to a work-
flow, gradually building a composition. Once that workflow can pro-
duce the expected output for the composition task, the process is stopped.
Throughout the decoding process preference is given to the services with
the highest priority (i.e. those closest to the head of the queue). Two main
decoding strategies are investigated in this chapter: forward decoding,
which builds compositions from the given inputs (i.e. the start) towards
the desired outputs (i.e. the end), and backwards decoding, which builds
them from the end to the start. These two strategies are particularly help-
ful due to the way in which they gradually build the workflow from a
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fixed direction, which makes it easier to prevent cycles from forming in
the structure. They are further explained below.

Forward Decoding

The forward-decoding algorithm is based on the Graphplan technique de-
scribed in [22], and it builds the corresponding composition workflow
from the start node towards the end node. Services from the queue are
gradually added to the workflow, provided that their inputs are com-
pletely satisfied by the outputs produced by other services already in the
composition. As shown in Algorithm 17, to perform each addition the
queue is scanned from left to right (i.e. highest to lowest priority) and
the first service whose inputs can be completely satisfied is added to the
composition, provided it has not been included already. This process is
repeated until all required composition outputs can be produced by the
services in the composition, at which point the end node is added to the
workflow. An example of the forward decoding algorithm is shown in Fig-
ure 4.3. First, service b is added as it is in the beginning in the sequences,
and its inputs are satisfied by the provided inputs (outputs of the starting
node). Then, service d is added, and c is skipped since its inputs are not
satisfied yet. After adding services a and e into the composition, service c
is checked again and added into the composition as its inputs are satisfied
by the outputs of the newly added services a and e. Finally, the outputs
of service c satisfy the desired outputs, thus c is linked to the end node.
The forward-decoding approach may introduce dangling nodes into the
composition workflow, which are nodes whose outputs do not contribute
to reaching the end node (e.g. service b in Figure 4.3). These nodes are
removed from the workflow after the end node has been added.
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Algorithm 17: Forward-decoding algorithm for service queue
[48].

Input : I0, O0, queue Z
Output: composition graph G

1: Create start node s0 with outputs I0 and end node sn+1 with
inputs O0;

2: Create graph G containing s0;
3: Create set of available outputs containing I0;
4: while available outputs do not satisfy inputs of sn+1 do
5: Get next candidate from Z ;
6: if candidate inputs are satisfied by available outputs then
7: Connect node to graph by adding edges from services with

needed outputs;
8: Remove it from Z and go back to the Z’s beginning;

9: Connect end node by adding edges from services with needed
outputs;

10: Remove dangling nodes from graph G;
11: Calculate QoS attributes for G (A, R, T , C) and compute fitness f ;
12: return G, f ;

Backward (Layered) Decoding

A backward-decoding approach can be used when the layer information
for the candidate services is known. The layer information is obtained by
using a simple discovery algorithm [182]. Algorithm 18 filters the services
in the repository so that only those that are relevant to the composition
task at hand are kept, meanwhile also identifying the layers for each ser-
vice. It repeatedly searches a repository D, each time finding new services
whose inputs can be completely fulfilled by the set of available outputs.
The set of outputs is initialised to contain the composition inputs I0, and
it is updated as new services are found. The filtering process is termi-
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Reading direction

Provided inputs: 1, 2

Expected outputs: 7

Figure 4.3: Forward-decoding strategy for creating a composition [48].

nated once no additional services can be found. The layer information
is returned if the desired composition outputs O0 can be completely ful-
filled by the services discovered, otherwise the composition cannot be per-
formed using this service repository. The services corresponding to each
index in the particle vector can now be grouped according to their layer,
creating a series of service segments within the vector.

The backward decoding approach works from the end node towards
the start node, progressively fulfilling pending service inputs. Dangling
nodes no longer occur when building compositions from the end node,
because services must provide useful outputs in order to be included in the
composition. In this context, the layer information prevents cycles from
forming during the decoding process. Since now there is a guarantee that
all services added to the composition will indeed contribute to the final
fitness, the overall QoS attributes can be calculated at the same time the
decoding process takes place (i.e. whenever a new service is added to the
composition, its A, R, T , and C values are added to the corresponding
running QoS totals). A final solution is then constructed only once at the
end, so that it can be returned in a human-readable fashion to the service
requestor.

Algorithm 19 describes the steps for performing the backward decod-
ing of a sequence. The general idea is to keep track of all inputs that have
not yet been fulfilled, working from the last layer towards the first until
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Algorithm 18: Discovering relevant service composition layers
[48].

Input : I0, O0, D
Output: service layers L

1: Initialise L as a superset of services (i.e. a set of layers);
2: Initialise output set with I0;
3: Discover services satisfied by output set;
4: while at least one service discovered do
5: Add set of services as the next layer in L;
6: Add the outputs of these services to the output set;
7: Discover additional services satisfied by the updated output

set;

8: if Output set satisfies O0 then
9: return L;

10: else
11: Report no solution;

all the inputs are fulfilled. Services from previous layers are selected to
be predecessors of current services, and their QoS is added to the running
totals for each attribute (in the case of T , the longest time required so far
is tracked). Figure 4.4 shows an example of a service queue that has been
decoded using this strategy. Firstly service c is added, as it is the only ser-
vice whose output can fulfil the inputs of the end node. Then service a is
added, since it is the closest service to the head of the queue with inputs
that can be used to fulfil c. Inputs are fulfilled on a layer by layer basis,
which means that all the inputs of c must be satisfied before those from
previous layers. This makes e the next service to be added. Finally, the
layer containing a and e can be entirely satisfied by the outputs of service
d. This concludes the decoding process, since d can be satisfied by the
start node. Note that during this process QoS totals are updated after each
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service addition.
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Figure 4.4: Backward-decoding strategy for creating a composition [48].

4.3.2 Fitness Function

A number of strategies exist for evaluating the fitness of Web service com-
position candidates in evolutionary computing, and they can be split into
three groups. The first one employs a single-objective fitness function that
performs a weighted sum of the QoS attributes of a composition [37]. In
this strategy, the users (i.e. composition requestors) can set the weights
to specify the relative importance of their associated quality attributes,
though it may be difficult to do so precisely. The second strategy em-
ploys the same fitness function, but this time it proposes an automated
technique that dynamically selects the function weights [204]. The advan-
tage of this approach is that users no longer have to manually choose the
weights; the disadvantage is that specifying a good automated weight se-
lection technique is challenging. Finally, the third strategy is to employ
a multi-objective optimisation approach where each QoS attribute is im-
proved independently [181]. This means that it is no longer necessary to
select weights, and the technique will generate a set of non-dominated
compositions to choose from (instead of a single solution).

In this chapter, the first strategy is used due to its simplicity, since the
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Algorithm 19: Backward-decoding algorithm for service queue
[48, 47].

Input : I0, O0, queue Z , numLayers

Output: fitness f
Initialise variables to keep track of QoS: C = 0, A = 1, R = 1;
Set O0 as the next concepts to satisfy, associating each concept with
time 0 and numLayers + 1;

for all layers, from numLayers + 1 to 1 do
Identify the concepts from next-to-satisfy set that correspond to
services in this layer;

while not all of these concepts have been satisfied do
Get the next service in Z whose layer < current layer;
if service outputs satisfy at least one concept then

Update running QoS values with service QoS (add
service cost to C, multiply service availability and
reliability with running A and R);

Add the inputs of service to the set of next concepts to
satisfy, each associated with (service time + highest
time from satisfied concepts) and current layer position;

Find T as the highest time from the remaining set of next concepts
to satisfy;

Calculate fitness f using total QoS values (A, R, T , and C);
return f ;
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focus is on other aspects of the indirect framework. The fitness score f of
a composition solution is obtained by calculating the overall normalised
Ā, R̄, T̄ , and C̄ attributes for the workflow based on the configurations
of its atomic services (as discussed in section 2.1.2), then combining these
attributes into a single score. The combination of attributes is done using
the function f = w1Ā + w2R̄ + w3T̄ + w4C̄, where

∑4
j=1 wj = 1. As ex-

plained before, the weights are selected by the service requestor to reflect
the importance assigned to each attribute, and can be modified according
to the user’s preference.

The fitness function produces values in the range [0, 1], where 1 corre-
sponds to the best possible composition and 0 to the worst. In order to
ensure that the final fitness score is within that range, the four overall QoS
attributes are normalised between 0 and 1 (the upper bound of T and C is
calculated by finding the individual service with the highest T or C value
in the repository, then multiplying that value by the number of services in
the repository [182]).

4.3.3 Representations

Another important choice of component for the sequence-based frame-
work is in the representation of candidates, as this will influence the opti-
misation algorithms and operators used. Four representations are investi-
gated in this chapter, each discussed separately below.

Weight Vector Representation

The weight vector-based representation makes use of a vector of weig-
hts to designate the sequence of services. The length of this vector cor-
responds to the number of relevant candidate services in the repository.
Each of these services is assigned to a fixed index in the vector. Each cell
of this vector contains a floating point number between 0 and 1, which is
a weight representing the priority of the corresponding service. During
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initialisation, these values are generated at random. The weights are used
when decoding a candidate into its corresponding composition workflow.
The services are ordered according to their correspondent weights, from
the highest to the lowest. Whenever two services have the same weight,
their priority is considered equivalent and so their final order in the queue
may vary. Once this queue has been produced, the candidate is ready to
be decoded. An example of this representation is shown in Figure 4.5.

cbea d

0.7 0.2 0.8 0.9 0.6

Figure 4.5: Example of weight vector representation.

Layered Weight Vector Representation

The layered weight vector based-representation is similar to the weight
vector-based representation, with the key difference that in the layered
weight vector-based representation the organisation of the vector of ser-
vices takes into account the composition layer each relevant service in the
repository belongs to. The services corresponding to each index in the
particle vector are now grouped according to their layer, creating a series
of service segments within the vector. This layer information is also used
during the decoding process. An example of this representation is shown
in Figure 4.6.

ceab d

0.2 0.4 0.9 0.1 0.4

Layer 1 Layer 2 Layer 3

Figure 4.6: Example of layered weight vector representation.
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Fixed-length Sequence-based Representation

In the fixed-length sequence-based representation services are organised
directly as a queue, as opposed to using priority weights to denote order-
ing. Each individual has a fixed length, and the layer information is as-
sociated with each service within it. The order of the services is assigned
randomly for each candidate during initialisation, allowing no service du-
plicates within the sequence. An example of this representation is shown
in Figure 4.7.

cbea d

Figure 4.7: Example of fixed-length sequence-based representation.

Variable-Length Sequence-Based Representation

The variable-length representation eliminates unused services from the se-
quence and frees the search to concentrate on more promising areas of the
search space. After decoding each candidate, the sequence of services is
shrunk to contain only the relevant services in the corresponding com-
position. The initial sequences are created with their services randomly
arranged. Before their fitness is evaluated, each sequence contains all po-
tentially useful services, so they all have the same length. However, after
evaluation the unused services are discarded, and the lengths of the se-
quences in the population are variable from that point onwards. An ex-
ample of this representation is shown in Figure 4.8.

cea d

Figure 4.8: Example of variable-length sequence-based representation.
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4.4 Implementation Variations of Framework

Based on the representations and search mechanisms discussed, we inves-
tigate six different methods, each corresponding to a different combination
of representation strategies, decoding, and search mechanism. While these
are obviously not an exhaustive enumeration of all possible combinations,
they were found to be a varied set that demonstrates the influence each
different component to the overall performance of the framework. The
criteria used for selecting these methods was that they should utilise each
proposed representation and decoding strategy at least once, and that the
combination should result in a functional approach with reasonable per-
formance. These methods are summarised in Table 4.1 and discussed in
the subsections below.

Name
(Abbreviation) Representation

Optimisation
technique Decoding

Local
search

Weighted (W) Simple weights PSO Forward No

Layered
Weighted (LW) Layered weights PSO Backward No

Fixed
Length (FL) Fixed-length sequence GA Backward No

Memetic Fixed
Length (MFL) Fixed-length sequence GA Backward Yes

Variable
Length (VL) Variable-length sequence Linear GP Backward No

Memetic Variable
Length (MVL) Variable-length sequence Linear GP Backward Yes

Table 4.1: Summary of methods implemented using the indirect composi-
tion framework.

4.4.1 Weighted and Layered Weighted Methods

The Weighted method uses a vector of weights to represent a candidate
sequence, with each position having an associated Web service, and each
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corresponding weight determining the priority of that service in the se-
quence. These weights are optimised using particle swarm optimisation
(PSO), and are decoded into a composition by using the forward strategy.
In addition to an inertia weight w that determines how much the previous
velocity for a particle influences the current one [143], PSO uses two other
parameters: the cognitive parameter c1, which defines the confidence the
particle places on its own observations, and the social parameter c2, which
defines the confidence the particle places on the swarm observations [143].
The Layered Weighted uses the same optimisation technique but begins by
grouping the services in the given repository into layers. This layer infor-
mation is then used during the backward decoding of candidates.

4.4.2 Fixed Length and Memetic Fixed Length Methods

The Fixed Length directly optimises a queue of services instead of priority
weights. In this method, the layer information and backward decoding
are still used, but genetic algorithms (GA) are now employed to evolve
the vectors. A Memetic Fixed Length method is also investigated, using
the same idea as the fixed length method but incorporating local search.
Three operators – crossover, mutation, and local search – are employed in
these methods, all focused on modifying the order of the services in the
sequence with the aim of encountering more promising solutions. In the
proposed crossover, which is based on that of [137], two parent sequences
are selected and a randomly chosen subsection of the two is exchanged,
also ensuring that there are no service duplicates in the sequence children.
In the proposed mutation, based on the work of [99], the idea is to select
two services in the sequence at random them swap them. Likewise, the
proposed local search works by swapping two services in order to cre-
ate a neighbour of the original sequence. If all possible neighbours were
considered for a sequence of length n, the resulting neighbourhood would
have a size of n(n−1)

2
, which would make its exploration very computation-
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ally intensive. To handle this issue, researchers have considered a num-
ber of different strategies for the efficient exploration of the local search
neighbourhood. One alternative is to improve the speed of the fitness
calculation for a neighbour, which can be achieved by implementing an
improved method for fitness calculation. Instead of calculating the neigh-
bour fitness from scratch, this method adjusts the fitness score based on
the variations from the original candidate [155]. Unfortunately this idea
can hardly be applied in the context of an indirect method, since the struc-
ture of a candidate can only be determined after the expensive decoding
process. Another possibility is to employ strategies that efficiently explore
an entire large neighbourhood [3], however developing suitable methods
is quite challenging. Finally, a balance between the quality of the solu-
tions identified and the computation time can be achieved by restricting
the exploration to a subset of the neighbourhood [62, 136], and this is the
approach chosen for implementing this local search. Initially a fixed swap
point is randomly chosen in the sequence, then the partial neighbourhood
is generated by going through the sequence from left to right, each time
swapping the current service with the fixed point. Each candidate in this
neighbourhood is decoded, and the one with the highest overall fitness is
chosen to replace the original sequence. The fixed swap point strategy re-
duces the size of the neighbourhood of a particle to n− 1, which translates
into substantial computational time savings. Note that other strategies for
creating neighbourhood subsets (such as using random swap points) can
also be considered during the local search, however they were not the fo-
cus of this thesis.

4.4.3 Variable Length and Memetic Variable Length Meth-

ods

The Variable Length method employs a variable-length service vector in-
stead of a fixed-length one, thus removing redundancy from the candi-
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date sequences and potentially improving their effectiveness. A Memetic
Variable Length method that incorporates local search is also investigated.
The variable-length representation requires different operators from the
fixed-length representation, since now it is necessary to prevent individu-
als from becoming infeasible during the modification process. These op-
erators are problem-specific, therefore no suitable design has been found
in the literature. Thus, new variable-length crossover and mutation oper-
ations are proposed in this chapter. For the crossover operator, a location
index is chosen at random within the vector of each parent, as shown in
Figure 4.9. The indices are independently chosen for the two parents, since
their length will likely be different as well. Each parent is then split at its
chosen index, resulting in two pieces: a prefix which spans from the be-
ginning of the sequence to the chosen index (exclusive), and a suffix which
spans from the chosen index (inclusive) to the end of the sequence. In or-
der to create the children, each original parent is enveloped by the prefix
and suffix of the other parent, i.e. the prefix is inserted at the beginning
of the original sequence, and the suffix is appended. Since sequences are
decoded from left to right using the previously discussed backward algo-
rithm, the services at the beginning are the ones most often checked. Thus,
adding a prefix to a sequence highly increases the probability that those
services will be chosen to take part in the decoded composition workflow.
However, the services in the newly added prefix may contain certain in-
puts that cannot be fulfilled by the services in the original sequence, and
that is why the suffix is also appended. By doing this, the functionality of
the corresponding solution is preserved, meanwhile its structure is most
likely to change. It is important to note that service duplicates may be
introduced by using this operator, however the decoding algorithm can
handle this without any problems.

The mutation operator follows the same idea as the crossover, inserting
a prefix and appending a suffix to the original sequence. This time, how-
ever, the prefix consists of p services chosen at random from the relevant
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dcbaf c

idf c

Parent 1

Child 2Child 1

Parent 2

Crossoveredca b

ide dcfca b edi

Figure 4.9: Example of crossover between two variable-length sequences.

services in the repository (the parameter p is set before execution). The
suffix appended consists of a randomly generated sequence comprising all
relevant services in the repository. Once again, this is done to prevent the
operation from rendering the corresponding composition non-functional.
Even though the resulting sequence may be very long and include re-
peated services after the addition of the suffix, the filtering process per-
formed after the decoding of the sequence will restore a reasonable length
and uniqueness. An example of this operator is shown in Figure 4.10.

dcbal h

Parent

Child

Mutation (p = 3)

edca b

zlex ...

Repository

x

l
z

h

...

Figure 4.10: Example of mutation operator for variable-length sequences.

Finally, the local search operator creates its neighbourhood by repeat-
edly performing actions similar to those in the mutation operator, creating
as many neighbours as the number of services in the original sequence.
Before beginning the creation of neighbours, a suffix consisting of a ran-
dom sequence of all relevant services is created. This suffix will be used
when creating all the neighbours. Then, for each service s in the original
sequence, a group of up to p predecessors of s (where p is the same pa-
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rameter set for the mutation operator) is inserted at the beginning of the
sequence, the previously defined suffix is appended, and a neighbour is
thus created. The predecessors of s are defined as any services from the
repository whose outputs can be used to fulfil at least one of the inputs of
s. These predecessors are randomly ordered into the prefix to be inserted.
When s has less than p predecessors overall, all of them are included in the
prefix. An example of this operation is shown in Figure 4.11. As opposed
to the mutation operator, where the prefix is chosen entirely at random, in
the local search the prefix for each neighbour is chosen exclusively from
the set of predecessors for the currently selected service in the sequence.

ihgfd e

Original

Neighbour 1 (f)

Local search (p = 3)

ihf g

ykx ...

ihgff Neighbour 2 (g)yk ...

ihgfc b Neighbour 3 (h)yka ...

ihgff m Neighbour 4 (i)yky ...

Repository

x

l
z

h

...

Figure 4.11: Example of local search operator for variable-length se-
quences.

4.5 Experiment Design

Experiments were conducted to verify the performance and the quality of
the solutions produced by the sequence-based approaches introduced in
this chapter. Comparisons were performed using datasets WSC-2008 [16]
and WSC-2009 [95], which contain descriptions of each service in the test
repository (required inputs, resulting outputs, and QoS attributes). These
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datasets were chosen because the generation of meaningful composition
benchmarks is not a straightforward task, and because they are the largest
benchmarks to have been broadly employed in the composition literature
[17, 158, 108]. WSC-2008 and WSC-2009 were developed for the Web Ser-
vices Challenge, a competition held at the 10th and 11th editions of the
IEEE Conference on Commerce and Enterprise Computing [16, 95]. An
ontology of concepts is provided for determining which inputs and out-
puts are compatible, and a number of service composition tasks is also
given. WSC-2008 contains 8 service repositories of varying sizes (ranging
from 158 to 8119 services in each), each with an associated composition
task, while WSC-2009 has 5 repositories with a greater variety of sizes (be-
tween 572 and 15211 services in each – with one task per repository also).
Seven methods were compared, each of them being run 30 independent
times on personal computers with 8 GB RAM and an Intel Core i7-4770
processor (3.4GHz). The graph-based method, which evolves composi-
tions directly in their workflow form, was used as the baseline technique
for these experiments. Tournament selection is adopted as the strategy for
choosing which candidates to update in population-based approaches, as
it has been shown to provide the appropriate selection pressure [128]. The
parameter settings for each technique are shown in Table 4.2, and they
were based on popular settings discussed in the literature [97, 166].

Graph-based W LW FL MFL VL MVL

Pop./Swarm Size 500 30 30 30 30 30 30
Gens./Iterations 51 100 100 100 100 100 100
Crossover Prob. 0.8 - - 0.95 0.95 0.95 0.95
Mutation Prob. 0.1 - - 0.05 - 0.05 -
Prefix Size - - - - - 3 3
Reproduction Prob. 0.1 - - - - - -
Local Search Prob. - - - - 0.05 - 0.05
Tournament Size 2 - - 2 2 2 2
Elitism 2 - - 2 2 2 2
c1 - 1.49618 1.49618 - - - -
c2 - 1.49618 1.49618 - - - -
w - 0.7298 0.7298 - - - -
Fitness Weights 0.25(all) 0.25(all) 0.25(all) 0.25(all) 0.25(all) 0.25(all) 0.25(all)

Table 4.2: Experimental parameters for approaches considered.
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4.6 Results and Discussions

The fitness results displayed in this section were calculated using the fol-
lowing procedure. For each QoS attribute, the highest and lowest raw (i.e.
non-normalised) values were identified from the group of solutions pro-
duced by the 30 runs of all approaches. These bounds were used to nor-
malise the QoS values of each solution, which were then aggregated by
employing the usual weighted sum. Finally, the mean and standard de-
viation were calculated for each approach. This strategy produces scores
that are relative to the approaches being compared, which makes it easier
to detect differences in quality. Table 4.3 displays the mean solution fitness
and standard deviation for the 30 independent runs of each approach. Ta-
ble 4.4 displays the mean execution times (in seconds) and standard devi-
ation for the 30 independent runs of each approach, with results for each
dataset. Wilcoxon signed-rank tests at 0.05 significance level were carried
out to verify whether fitness and time values were significantly different.
For each dataset, pairwise comparisons were carried out for all possible
approach combinations. Then, the comparison results were used to rank
each approach and identify the top performers. For example, for dataset
09-1 in Table 4.3, MFL’s fitness was significantly higher in all six compar-
isons against the other approaches, so MFL’s value is displayed in bold.
On the other hand, for dataset 09-4 there was no significant difference be-
tween MFL and MVL, though both were significantly better than all other
approaches. The pairwise comparison results concerning fitness are sum-
marised in Table 4.5, and those concerning time are summarised in Table
4.6. In these tables, each column displays the win/draw/loss scores of
an approach compared to the others. A win shows the number of dataset
instances for which the current approach (i.e. the approach listed in the
column title) outdoes its opponents (i.e. the approaches listed in the row
titles), a draw shows the number of instances for which the current ap-
proach and the opponents are equivalent, and a loss shows the number of
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instances for which the current approach is outdone by the opponents. Re-
sults show that the quality of the solutions produced using the sequence-
based approaches is generally higher than of those produced using the
graph-based approach. However, for some datasets the sequence-based
approaches also require a longer execution time, presumably due to the
need to decode candidates before each evaluation. Notably, the newly pro-
posed Memetic Variable Length can reach comparable quality to Memetic
Fixed Length, even though it requires much shorter execution times. This
is supported by the statistical results in Tables 4.5 and 4.6. An example of
the convergence behaviour of all approaches for the dataset WSC-2008-5 is
shown in Figure 4.12, which displays the mean fitness of each population
over time. Note that the fitness values have also been normalised in this
analysis, though using boundaries identified from all candidates gener-
ated by the 30 runs of all approaches (rather than only using the solutions
produced by all approaches, as before). This means that the final fitness
values displayed in this analysis are proportionately different to the ones
in Table 4.3. As seen in Figure 4.12, a convergence pattern is generally ob-
served for all approaches, and this behaviour is also observed for the other
datasets. Experiment findings are analysed in more detail in the following
subsections.

4.6.1 Effectiveness of Sequence-based Representation

One of the objectives of this chapter was to investigate the efficacy of
sequence-based approaches when compared to a technique that evolves
compositions directly as workflows. During initialisation, the graph-based
approach ensures that all candidates meet the necessary functional con-
straints. Then, constrained mutation and crossover operators are applied
to individuals in their workflow form, gradually improving their overall
QoS. Despite maintaining the correctness of each candidate, this approach
could end up overly restricting the solution search space. In contrast,
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Set Graph-based W LW FL MFL VL MVL
08-1 0.53± 0 0.51± 0.06 0.46± 0.06 0.48± 0.07 0.51± 0.03 0.49± 0.05 0.48± 0.04

08-2 0.4± 0 0.39± 0.02 0.41± 0.07 0.42± 0.09 0.41± 0.06 0.39± 0.03 0.47± 0.14

08-3 0.15± 0.05 0.29± 0.04 0.37± 0.03 0.42± 0.04 0.46± 0 0.41± 0.07 0.43± 0.01

08-4 0.4± 0.09 0.6± 0.17 0.71± 0.05 0.75± 0.01 0.76± 0 0.74± 0.04 0.76± 0

08-5 0.19± 0.02 0.27± 0.06 0.32± 0.06 0.34± 0.07 0.38± 0.02 0.3± 0.05 0.36± 0.03

08-6 0.23± 0.02 0.3± 0.06 0.33± 0.05 0.44± 0.1 0.5± 0.05 0.32± 0.05 0.47± 0.06

08-7 0.2± 0.03 0.35± 0.06 0.41± 0.05 0.4± 0.06 0.45± 0.03 0.35± 0.07 0.44± 0.05

08-8 0.42± 0.06 0.41± 0.02 0.33± 0.08 0.41± 0.05 0.47± 0.02 0.37± 0.08 0.45± 0.02

09-1 0.45± 0.1 0.53± 0.09 0.51± 0.05 0.51± 0.07 0.56± 0.04 0.53± 0.04 0.53± 0.01

09-2 0.46± 0.02 0.45± 0.04 0.46± 0.09 0.5± 0.04 0.52± 0.01 0.42± 0.08 0.48± 0.05

09-3 0.75± 0.07 0.79± 0.09 0.66± 0.23 0.65± 0.25 0.76± 0.2 0.6± 0.21 0.68± 0.23

09-4 0.25± 0.01 0.22± 0.06 0.39± 0.06 0.43± 0.08 0.48± 0.04 0.36± 0.04 0.48± 0.04

09-5 0.39± 0.08 0.35± 0.03 0.39± 0.05 0.46± 0.04 0.48± 0.02 0.41± 0.06 0.46± 0.07

Table 4.3: Mean solution fitness for each approach. The significantly high-
est values are shown in bold for each dataset.

sequence-based approaches use unconstrained random initialisation and
operators, meaning that they will not unwittingly restrict the search space.
However, the decoding stage still ensures functional constraints are met
for each solution. When analysing the fitness results of the graph-based
approach compared to the others, it is clear that the sequence-based ap-
proaches produce better solutions for the majority of datasets. For datasets
08-3 to 08-7, the graph-based approach had the lowest fitness values of
all techniques despite its appreciably larger population size, although it
did produce good quality solutions for datasets 08-1, 08-8, 09-2, and 09-
3. This demonstrates that approaches such as the graph-based one do
not have the best performance in many situations, though in a number of
specific scenarios they can produce reasonable solutions. Sequence-based
approaches, on the other hand, mostly produce better results in terms of
fitness. Regarding the execution time, results show that sequence-based
approaches run significantly faster than the graph-based approach for all
datasets except 09-3, where the difference between the time of the graph-
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Set Graph-based W LW FL MFL VL MVL
08-1 2.43± 0.23 1.17± 0.22 0.36± 0.07 0.25± 0.03 0.38± 0.06 0.25± 0.04 0.3± 0.03

08-2 1.58± 0.2 1.1± 0.26 0.41± 0.11 0.34± 0.04 0.42± 0.04 0.34± 0.05 0.37± 0.06

08-3 9.7± 1.34 2.95± 0.32 0.85± 0.14 0.72± 0.06 2.1± 0.19 0.57± 0.06 1.22± 0.13

08-4 2.8± 0.26 1.31± 0.14 0.56± 0.12 0.47± 0.04 0.66± 0.06 0.46± 0.07 0.6± 0.07

08-5 4.99± 0.33 2.58± 0.37 0.91± 0.21 0.81± 0.1 2.62± 0.53 0.7± 0.11 0.95± 0.11

08-6 13.31± 0.83 11.29± 1.22 3.56± 0.34 3.38± 0.29 17.16± 3.23 2.81± 0.24 5.56± 0.48

08-7 10.21± 1.53 6.71± 1.41 2.81± 0.45 2.63± 0.4 13.24± 3.5 2± 0.14 2.54± 0.25

08-8 9.28± 0.7 10± 1.25 6.68± 1.25 6.54± 1.02 30.7± 7.9 4.38± 0.67 5.68± 0.84

09-1 1.92± 0.21 1.07± 0.22 0.46± 0.1 0.4± 0.1 0.57± 0.09 0.38± 0.04 0.47± 0.07

09-2 5.89± 0.55 10.71± 2.39 2.93± 0.24 3.04± 0.3 9.84± 1.86 2.53± 0.12 4.27± 0.32

09-3 3.72± 0.51 8.3± 2.23 4.57± 0.81 3.88± 0.92 13.96± 9.93 3.69± 0.35 4.54± 0.81

09-4 18.92± 0.59 40.09± 6.55 18.77± 2.44 18.11± 2.02 181.14± 36.94 14.63± 1.21 30.85± 4.57

09-5 14.05± 1.26 32.15± 6.06 10.64± 1.38 10.78± 1.52 54.9± 12.37 7.68± 0.36 8.9± 1.31

Table 4.4: Mean execution time (s) for each approach. The significantly
lowest times are shown in bold for each dataset.

based approach and that of the fastest sequence-based approach (Variable
Length) is not statistically significant. Thus, despite taking less time to exe-
cute the sequence-based approaches still produce higher quality solutions,
particularly in the case of the novel Memetic Variable Length approach.

4.6.2 Effectiveness of Layer Information

The fitness results show that the Weighted approach, which does not use
the layer information, produces solutions whose quality is inferior to the
other sequence-based approaches, which do use the layer information.
The one exception to this is dataset 08-1, where the fitness of Weighted
is tied in first place with that of the graph-based approach. In terms of ex-
ecution time, the results show that Weighted takes significantly longer to
execute than the other sequence-based approaches. This is the case for all
datasets, showing that benefit of using this information applies even to the
smallest repositories. The one exception to this is Memetic Fixed Length,
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WSC-2008
(8 instances)

Graph-based W LW FL MFL VL MVL

Graph-based - 5/2/1 6/0/2 6/1/1 7/0/1 5/1/2 7/0/1
W 1/2/5 - 5/1/2 6/1/1 7/0/1 3/2/3 7/0/1
LW 2/0/6 2/1/5 - 5/3/0 8/0/0 3/3/2 7/1/0
FL 1/1/6 1/1/6 0/3/5 - 6/2/0 0/4/4 4/4/0
MFL 1/0/7 1/0/7 0/0/8 0/2/6 - 0/1/7 0/5/3
VL 2/1/5 3/2/3 2/3/3 4/4/0 7/1/0 - 5/3/0
MVL 1/0/7 1/0/7 0/1/7 0/4/4 3/5/0 0/3/5 -

WSC-2009
(5 instances)

Graph-based - 1/2/2 1/4/0 4/1/0 4/1/0 2/1/2 3/2/0
W 2/2/1 - 2/1/2 3/1/1 3/2/0 2/2/1 3/2/0
LW 0/4/1 2/1/2 - 2/3/0 5/0/0 1/2/2 3/2/0
FL 0/1/4 1/1/3 0/3/2 - 5/0/0 0/2/3 1/4/0
MFL 0/1/4 0/2/3 0/0/5 0/0/5 - 0/0/5 0/1/4
VL 2/1/2 1/2/2 2/2/1 3/2/0 5/0/0 - 3/2/0
MVL 0/2/3 3/2/0 3/2/0 0/4/1 4/1/0 0/2/3 -

Table 4.5: Summary of statistical significance tests for fitness, where each
column shows the win/draw/loss score of an approach against others for
all instances of WSC-2008 and WSC-2009.

which takes significantly more time to execute than Weighted for datasets
08-6 to 08-8, and 09-3 to 09-5. This is due to the local search operator
used by Memetic Fixed Length, which can be computationally expensive
for larger repositories. Thus, the use of layer information contributes to re-
ducing the execution time and improving the quality of compositions. The
use of layer information is linked to the choice of decoding strategy, with
the backward decoding requiring this information to be available while
the forward decoding does not. This means that the backward decoding is
more effective than the forward decoding, though the forward decoding
can be used in scenarios where the layer information is not known (in that
sense, the forward decoding is always effective).
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WSC-2008
(8 instances)

Graph-based W LW FL MFL VL MVL

Graph-based - 7/0/1 8/0/0 8/0/0 5/0/3 8/0/0 8/0/0
W 1/0/7 - 8/0/0 8/0/0 4/1/3 8/0/0 8/0/0
LW 0/0/8 0/0/8 - 6/2/0 0/2/6 8/0/0 3/2/3
FL 0/0/8 0/0/8 0/2/6 - 0/0/8 5/3/0 1/1/6
MFL 3/0/5 3/1/4 6/2/0 8/0/0 - 8/0/0 8/0/0
VL 0/0/8 0/0/8 0/0/8 0/3/5 0/0/8 - 0/0/8
MVL 0/0/8 0/0/8 3/2/3 6/1/1 0/0/8 8/0/0 -

WSC-2009
(5 instances)

Graph-based - 1/0/4 3/1/1 4/1/0 1/0/4 4/1/0 3/0/2
W 4/0/1 - 5/0/0 5/0/0 1/1/3 5/0/0 5/0/0
LW 1/1/3 0/0/5 - 2/3/0 0/0/5 5/0/0 1/2/2
FL 0/1/4 0/0/5 0/3/2 - 0/0/5 3/2/0 1/0/4
MFL 4/0/1 3/1/1 5/0/0 5/0/0 - 5/0/0 5/0/0
VL 0/1/4 0/0/5 0/0/5 0/2/3 0/0/5 - 0/0/5
MVL 2/0/3 0/0/5 2/2/1 4/0/1 0/0/5 5/0/0 -

Table 4.6: Summary of statistical significance tests for time, where each
column shows the win/draw/loss score of an approach against others for
all instances of WSC-2008 and WSC-2009.

4.6.3 Comparison between Weight Vector-based and Service-

based Representations

The fitness results show that solutions of a higher quality can be achieved
when representing sequences directly using services instead of weights for
all datasets except 08-1, where Weighted reaches a high quality in compar-
ison to the other approaches. Upon closer inspection, it becomes clear that
the two approaches that consistently outperform Weighted and Layered
Weighted are Memetic Fixed Length and Memetic Variable Length, both
of which rely on local search operators during the evolutionary process.
Thus, these results reveal that one of the key advantages of representing
sequences directly as a vector of services is that it enables the intuitive
creation of a neighbourhood of solutions for local search, a process that is
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Figure 4.12: Mean convergence behaviour over time for 30 runs of all ap-
proaches using WSC-2008-5.

not so straightforward when relying on weights to designate the order of
the services. Regarding the execution time, results show that the weight
vector-based representations are consistently slower than Fixed Length
and Variable Length. However, the weighted approaches can be faster
than Memetic Fixed Length and Memetic Variable Length, particularly for
datasets 08-7, 08-8, 09-3, 09-4, and 09-5. This is to be expected, since the
local search used by the memetic approaches requires additional compu-
tation. Thus, these results show that sequence-based representations are
more effective than weight vector-based ones when the focus is on quality.
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4.6.4 Comparison between Fixed-length and Variable-length

Representations

In terms of fitness, results show that the fixed-length approaches (in par-
ticular, Memetic Fixed Length) produce solutions with higher quality than
the variable-length approaches, even though Memetic Variable Length can
occasionally match the quality of Memetic Fixed Length (datasets 08-2,
08-4, 08-7, and 09-4). However, the variable-length representation does
improve the efficiency of sequence-based approaches, as shown by the
time results. The execution time of Variable Length is significantly lower
than that of all other sequence-based approaches for all datasets, except
for some of the comparisons with Fixed Length where there is no sig-
nificant difference. This corroborates the hypothesis that removing the
irrelevant services from the sequences would reduce the overall computa-
tional time. Significant time savings can also be observed when comparing
Memetic Variable Length to Memetic Fixed Length. The mean time sav-
ings of Memetic Variable Length are remarkable for larger datasets (08-6
to 08-8 and 09-4 to 09-5), with a difference of over 100 seconds for dataset
09-4. This is because the computational cost of Memetic Fixed Length’s
local search grows with the size of the entire repository, whereas the cost
of Memetic Variable Length’s local search only grows according to the av-
erage size of the resulting compositions. Thus, the choice between fixed-
length and variable length presents a trade-off between execution time
and solution quality.

4.6.5 Further Analysis

Two solution examples were analysed to illustrate the effects of the com-
position’s topology on its overall QoS. Figure 4.13 shows an example of
a composition solution for produced by Layered Weighted for the dataset
WSC-2009-2, while Figure 4.14 shows a composition example produced
by Memetic Fixed Length for the same dataset. The solution produced
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by Memetic Fixed Length uses fewer atomic services to reach the desired
overall output than Layered Weighted (20 versus 22), and also fewer con-
necting edges (27 vs 30). Notably, the Layered Weighted solution uses the
outputs of three different services to fulfil the inputs of serv1345132045,
whereas Memetic Fixed Length has managed to discover that all the in-
puts of that service can be fulfilled by serv2037815869 alone. This sim-
pler and non-redundant composition topology translates into better over-
all QoS values for Memetic Fixed Length (T: 20577.85, C: 62.77) than for
Layered Weighted (T: 20954.30 and C: 77.35) with similar A and R.

serv1138473890

end

serv1067403113 serv1483996511

serv1760086937 serv1345132045 serv1831157676

serv997970880 serv1761725443

serv1082764040

serv1069041657serv2037815869

serv1622860977serv583016026serv1690654704

serv235854861 serv513583793 serv168061134

serv1621222471 serv1829519170

serv1900589909

serv444151560 serv1553428744

start

Figure 4.13: Example of solution produced by run 1 of LW for WSC-2009-2.

4.6.6 Summary of Evaluation

In addition to showing that the sequence-based approaches are promising
for automated Web service composition, the experiments also demonstrate
five key points:

• The sequence-based composition approaches can produce solutions
with better quality than those of the graph-based approach. Cer-
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serv1067403113

end

serv1483996511 serv445790066

serv1760086937 serv1345132045 serv1831157676

serv583016026

serv2037815869 serv1761725443

serv1690654704

serv997970880 serv1069041657

serv1622860977

serv168061134serv513583793serv235854861

serv1621222471 serv1829519170 serv444151560 serv1553428744

start

Figure 4.14: Example of solution produced by run 1 of MFL for WSC-2009-
2.

tain sequence-based methods also take less time to execute than the
graph-based one.

• The sequential representation produces results with better quality
than the weighted representation.

• The variable-length sequential representation is more time-efficient
than the fixed-length sequential representation, while still reaching
comparable solution quality in most cases.

• Local search can further improve the quality of results, though at the
cost of increased execution time.

• The backward decoding algorithm performs more efficiently than
the forward decoding algorithm.

Given these findings, a general guideline would be to employ a se-
quential representation with a local search operator if the focus is on max-
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imising the quality of the compositions, or to use a variable-length sequen-
tial representation with backward decoding if the focus is on minimising
the execution time for the framework.

4.7 Chapter Summary

The overall goal of this chapter was to propose a novel sequence-based
framework for fully automated Web service composition. In order to achieve
this goal a number of objectives were accomplished. (1) A general sequence-
based framework was proposed, following the key idea of optimising the
encoded candidates in an unconstrained way then decoding them before
each fitness evaluation, as this ensures that the corresponding composi-
tions are functionally correct. (2) Variations of the sequence represen-
tation were proposed, including sequences of weights, sequences of ser-
vices with a fixed length, and sequences of services with a variable length.
(3) Different decoding strategies for producing a composition from a se-
quence were proposed, including a forward decoding algorithm and a
backward decoding algorithm that relies on the layer information of ser-
vices. (4) Experiments were carried out to evaluate the performance of
several approaches created using this framework, comparing the execu-
tion time and solution quality of the various sequence-based methods to a
baseline graph-based approach.

In this chapter we learned that the sequence-based approaches are valu-
able composition techniques to consider, and in some cases the quality
of the sequence-based approaches significantly exceeds that of the graph-
based approach. Other findings are that the backward decoding strategy is
the more efficient of the two decoding alternatives explored, that the use of
the layer information significantly improves the performance of the frame-
work, and that representing candidates directly as sequences of services
(as opposed to weights) yields higher-quality results. This chapter also
demonstrates that certain combinations of framework components lead to
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efficient execution with good overall results. Despite the promising per-
formance of the sequence-based approaches, there are still open areas of
investigation. In particular, the choice construct has not been considered
in these approaches. This would likely require a redesign in the sequence-
based representations, as well as different decoding strategies and genetic
operators. Thus, the sequence-based approaches do not supplant the pre-
viously discussed tree-based and graph-based approaches. In the future,
further analysis should be conducted to check the sensitivity of the param-
eters used for the experiments.
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Chapter 5

Multi-Objective Web Service
Composition Approaches

5.1 Introduction

Single-objective Web service composition is a popular strategy for opti-
mising service workflows [28, 188, 215], and it consists of employing a
fitness function that aggregates the different QoS attributes into a single
value. This fitness function associates a different weight to each QoS at-
tribute, and users set these weights to express their preference regarding
the importance of each attribute. While this is an effective approach, it
requires users to have clear QoS preferences before the composition pro-
cess has started. However, users often do not have clear preferences be-
fore being presented with a number of composition options. Then, it be-
comes necessary to generate a front of trade-off solutions that users can
choose from. Multi-objective optimisation approaches can be used to gen-
erate these fronts, so they are a natural choice to tackle this problem. A
number of existing works have employed multi-objective techniques to
Web service composition [197, 36, 43], though these create the solution in
a semi-automated way. Thus, the overall goal of this chapter is to propose
multi-objective QoS-aware and fully automated approaches to Web ser-

153
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vice composition, considering different representations, genetic operators,
and multi-objective algorithms. The first algorithm, NSGA-II [51], was
chosen because it has been previously employed for multi-objective Web
service composition [199], though never the fully automated kind. The
second algorithm, a NSGA-II and MOEA/D hybrid [124], was chosen be-
cause it divides the multi-objective problem into single-objective subprob-
lems, enabling the use of less computationally expensive single-objective
strategies. The following objectives are sought in this chapter:

1. To propose three NSGA-II-based Web service composition approaches,
each employing a different representation and set of genetic opera-
tors.

2. To compare the performance of the NSGA-II-based approaches in
order to determine which one is the most promising.

3. To propose two hybrid-based Web service composition approaches,
both using the representation to be found most promising. One em-
ploys a single-objective local search operator as part of the optimisa-
tion, and the other does not.

4. To compare the performance of the two hybrid-based approaches in
order to ascertain whether the use of the local search operator is ad-
vantageous.

5.2 Chapter Organisation

The remainder of this chapter is organised as follows. Section 5.3 intro-
duces the multi-objective Web service composition problem. Section 5.4
presents an overview of the multi-objective algorithms and fully auto-
mated representations that can be combined in order to create a multi-
objective approach. Section 5.5 discusses the five multi-objective approaches
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investigated in this chapter, each created from combining a given algo-
rithm and representation. Section 5.6 outlines the experiment design for
evaluating our proposed approaches. Section 5.7 presents the experimen-
tal results. Section 5.8 summarises the chapter.

5.3 Problem Definition

The multi-objective QoS-aware Web service composition problem tackled
in this chapter optimises the following two independent objective func-
tions.

min(f1 = T̄ + C̄) (5.1)

min(f2 = Ā + R̄) (5.2)

Both of these are minimisation functions that produce values in the
range [0,2], with 0 denoting the highest possible quality and 2 denoting
the lowest. Ā, R̄, T̄ , and C̄ are normalised values for a composition candi-
date’s availability, reliability, time, and cost, all calculated using the princi-
ples described in subsection 2.1.2. Note that A and R are probability-based
scores, meaning that overall values for those attributes are calculated by
multiplying together the individual values from the composition’s atomic
services. In the normalisation, A and R values are offset so that smaller
scores denote better quality. The normalisation bounds are chosen based
on values found in the service repository. Amin and Rmin are set to 0, while
Tmin and Cmin are both set to be the lowest value found amongst all ser-
vices in the repository for that attribute. Amax, Rmax, Tmax, and Cmax are all
set to be the highest value found amongst all services in the repository for
that attribute, with Tmax and Cmax then being multiplied by the size of the
repository [116]. The decision to independently optimise (T,C) and (A,R)
was based on previous observations of the optimisation behaviour in a
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single-objective space, which showed a conflict between these two groups
of attributes – in practice, these QoS attributes could also be paired differ-
ently depending on the particular observations of different service repos-
itories. Optimising each QoS attribute in a completely independent way
would require four objective functions, thus leading to a many-objective
optimisation problem – which is defined as a problem with more than
three objectives and with a more complex optimisation behaviour. As fully
automated composition had not been previously attempted in the simpler
multi-objective context, the decision was to investigate this problem con-
figuration before considering the more complex many-objective and fully
automated Web service composition. An overview of the two algorithms
employed in this chapter is presented in the following subsections.

5.4 Multi-Objective Web Service Composition Com-

ponents

Multi-objective Web service composition has two fundamental compo-
nents. The first is an algorithm that supports the independent optimi-
sation of multiple objectives, and the second is a representation that sup-
ports fully automated composition. Each algorithm can be combined with
a given representation in order to create a corresponding multi-objective
composition approach. Given this flexibility, the aim of this section is
to present the different algorithm and representation options considered
in this chapter, which will later be combined into specific multi-objective
composition approaches.

5.4.1 Algorithms

A key aspect of multi-objective Web service composition is the algorithm
employed in the optimisation process. Two multi-objective evolutionary
algorithms are considered in this chapter, NSGA-II and a hybridisation of
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NSGA-II and MOEA/D. The key idea of NSGA-II is to evaluate the fit-
ness of individuals in a non-dominated way, which allows for different
objectives to be independently optimised. Similarly, the hybrid algorithm
employs the idea of non-dominated sorting, however it also allows for the
multi-objective problem at hand to be decomposed into a series of single-
objective subproblems. This hybridisation was chosen over employing
MOEA/D alone because it uses non-dominated sorting, which can natu-
rally handle the optimisation of objectives in different scales. These two
algorithms are presented in more detail below.

NSGA-II for Service Composition

NSGA-II, which is introduced in Chapter 2, is employed here in the con-
text of Web service composition. As explained before, the general idea of
NSGA-II is to sort candidates using a non-dominated strategy, which al-
lows for different objectives to be independently optimised. A version of
NSGA-II for Web service composition is shown in Algorithm 20.

The algorithm begins by initialising a population of composition work-
flows and performing non-dominated sorting on them. Then, as long as a
predefined number of generations has not yet been reached, the following
steps are executed. Firstly, the best N compositions are chosen from the
current population according to their rank and crowding distance, which
are calculated based on the composition’s QoS attributes. Secondly, com-
positions are placed in a mating pool from which some candidates are
selected. Crossover and mutation operators are applied to these candi-
dates, generating functionally correct offspring. Finally, the mating pool
and offspring are combined as the current population, the new crowding
distances are calculated for each individual, and non-dominated sorting is
performed. The breeding process continues until the predefined number
of generations has been reached, at which point a Pareto front consisting
of the top-ranked compositions is returned.
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Algorithm 20: NSGA-II for Web service composition.
Input : R, SR, Population size N

Output: Set of solutions
Initialise the population of composition workflows using selected
representation;

Perform non-dominated sorting on workflows using fitness
functions;

while number of generations not reached do
Choose N best compositions from the population according to
QoS and place them in a mating pool;

Select compositions from mating pool and apply
problem-specific crossover and mutation;

Combine mating pool and offspring as the new population,
calculate crowding distance, and perform non-dominated
sorting;

return solution set with highest-rank compositions

A Hybrid NSGA-II and MOEA/D Algorithm for Service Composition

The hybrid NSGA-II and MOEA/D algorithm was originally proposed
in [124]. While it retains the simple non-dominated sorting strategy from
NSGA-II, it also decomposes the problem using the principles of MOEA/D.
This enables single-objective local search operators to be employed with a
given probability, which is a less computationally expensive alternative to
multi-objective local search operators such as Pareto Local Search, which
exhaustively searches neighbours to each candidate in the Pareto front un-
til no new solutions can be found [89]. Figure 5.1 and Algorithm 21 show
the overall steps of the hybrid algorithm for Web service composition.

Initially uniformly distributed weights are generated for each subprob-
lem, indicating the importance of each objective when evaluated in the
context of that subproblem. Once a weight has been assigned to each sub-



5.4. MULTI-OBJECTIVE WSC COMPONENTS 159

Provide 
Composition 

Request

ElseIf stopping criteria not met

Randomly 
generate initial 

population, assign 
to subproblems

Return non-
dominated solutions 

found

Generate weight 
vectors, identify 

neighbourhoods for 
each subproblem

Perform non-
dominated 

sorting and select 
top N solutions as 
next generation

1st 
2nd 

Nth 

...

Apply genetic 
operator

Select sequence 
from subproblem 
neighbourhood

Calculate fitness

Add new 
candidate to 
offspring set

+

For each subproblem

Combine 
offspring set with 

population

+

f1 f2 fn

Figure 5.1: Overall logical flow for the hybrid algorithm for Web service
composition.
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Algorithm 21: Hybrid algorithm for Web service composition.
Input : R, SR, Population size N , neighbourhood size T

Output: Set of solutions
Generate N uniformly distributed weight vectors, one for each
subproblem;

For each weight vector, find its T closest neighbours;
Randomly initialise a population of N compositions using selected
representation;

Assign each composition in the population to a subproblem;
Evaluate f1, f2 fitness of initial population by calculating the QoS
attributes of each composition;

while stopping criterion not met do
Create an empty set of offspring;
foreach subproblem do

Place the subproblem composition plus the neighbourhood
compositions in a selection pool;

Carry out tournament selection, evaluating composition by
aggregating objective values using subproblem weights;

Apply a given genetic operator, randomly chosen according
to probabilities, to the tournament winner;

Evaluate result of genetic operation;
Add result to set of offspring;

Combine current generation with offspring set and perform the
NSGA-II non-dominated sorting on the whole collection;

Select top N compositions as the next generation;

return non-dominated set of compositions in final generation;
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problem, the Euclidean distance between all pairs of weights is calculated.
Using this information, the closest T neighbours to each given weight are
identified. Next, a population of N candidates is created at random. Each
newly created candidate is assigned to a different subproblem, and the fit-
ness of the newly created candidates is evaluated after calculating their
overall QoS. The following steps are then repeated until the stopping cri-
teria are met, which in this case consists of reaching a specified number
of generations. Firstly, an empty set of individuals is created to hold the
offspring resulting from the breeding process. Secondly, an offspring is
created for each subproblem, its QoS is evaluated, and it is placed in the
offspring set. The creation of an offspring begins by selecting a parent via
tournament selection. This is done by placing the subproblem sequence
and its neighbours in a selection pool, then randomly picking some of
these individuals for comparison. The individual that is evaluated as hav-
ing the highest score for that subproblem is the tournament winner, and
this is calculated by aggregating the different objectives according to the
weight vector for that subproblem, using the Tchebycheff aggregation ap-
proach [210]. The winner has a genetic operator applied to it, with the
specific operation being decided based on a predefined set of probabil-
ities. The offspring resulting from this operation is then evaluated and
added to the offspring set. Thirdly, the offspring set is combined with
the current population and the whole collection of individuals is sorted
using the non-dominated strategy of NSGA-II, which includes the calcu-
lation of the crowding distance. Fourthly, the N individuals with the best
ranking after sorting (where N is the population size) are chosen to be the
next generation. When the stopping criterion is eventually met, the non-
dominated solutions in the final generation are returned as the final set of
trade-off solutions.
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5.4.2 Representations

Another important aspect of multi-objective Web service composition is
the choice of a representation for candidate solutions. Three representa-
tions are discussed in this chapter, all presented below.

Fragment-based Representation

The fragment-based representation structures individuals as a series of
fragments, where each fragment records the predecessors of a service in
the composition. A fragment is identified by its root service, which is the
service that receives incoming edges. The fragmented tree representation
may be thought of as a series of pieces to be connected, where the pre-
decessor service Sn of a fragment can be replaced by the fragment where
Sn is the root. A complete composition workflow is produced once all
pieces have been connected. One advantage of organising individuals in
this fashion is that it facilitates the process of performing genetic oper-
ations on them, since updates can easily be applied to individual frag-
ments. Another benefit of this fragment-based representation is that it
prevents services from being replicated throughout the candidate, which
reduces the space complexity in scenarios with larger composition work-
flows [116]. Finally, the flexibility of this approach aids in the exploration
of different workflow structures, which is ideal for the fully automated
composition process. The fragment-based representation was included in
this chapter as an additional investigation to those performed in Chapter
3. It has not been added to that chapter because this representation has
not been studied as thoroughly as the others. In particular, the use of the
choice construct has not been considered and its optimisation behaviour
is not as well understood. Still, the fragment-based representation is a in-
teresting contribution and thus it features here. Figure 5.3 shows how a
composition example, which is displayed as a workflow in Figure 5.2, is
represented using a fragmented tree.
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Figure 5.2: Example of a solution to a Web service composition task
(adapted from [45]).
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Figure 5.3: Example of a composition using the fragment-based represen-
tation (root services are accentuated).

The original composition workflow has four nodes, therefore four frag-
ments are created, each containing information on the root service’s prede-
cessors. For the end node, the outputs of two services (FlightBooking and
HotelBooking) are necessary to fulfil its set of outputs, so two predecessors
are included. Likewise, HotelBooking requires outputs from two sources
(FlightBooking and the start node), so it also has two predecessors. Flight-
Booking can be executed solely using outputs from the start node, so it has
a single predecessor. Finally, the start node has no predecessors, therefore
the corresponding fragment only contains a root node.
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Sequence-based Representation

The sequence-based representation, which was previously discussed in
Chapter 4, encodes a composition as a sequence of services, meaning that
a decoding step is necessary in order to obtain the corresponding compo-
sition workflow. Figure 5.4 shows an example of this representation, along
with its corresponding workflow. A key advantage of the sequence-based
representation is that it facilitates the creation of suitable neighbours when
performing local search, since the position of services in the sequence can
be swapped in order to create a suitable neighbour.
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Figure 5.4: Example of candidate using sequence-based representation
with corresponding composition workflow.

Graph-based Representation

The graph-based representation, which was previously discussed in Chap-
ter 3, structures a composition as a directed acyclic graph, with nodes rep-
resenting the services included in the composition and edges showing the
connections between them. A key advantage of the graph-based repre-
sentation is that it facilitates the process of checking the correctness of a
solution.
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5.5 Multi-Objective Web Service Composition Ap-

proaches

Five approaches are investigated in this chapter based on the algorithms
and representations discussed in the previous section. Each approach
is created by combining a given multi-objective algorithm and fully au-
tomated representation, also employing that representation’s associated
initialisation strategy and genetic operators. These approaches are sum-
marised in Table 5.1 and discussed in the subsections below.

Name Abbreviation Representation Algorithm Local search

NSGA-II with Fragments NSGA-II-F Fragment-based NSGA-II No

NSGA-II with Sequences NSGA-II-S Sequence-based NSGA-II No

NSGA-II with Graphs NSGA-II-G Graph-based NSGA-II No

Hybrid with Sequences Hybrid-S Sequence-based Hybrid No

Memetic Hybrid with Sequences Hybrid-L-S Sequence-based Hybrid Yes

Table 5.1: Summary of multi-objective approaches considered in this chap-
ter.

5.5.1 NSGA-II with Fragments

This approach combines NSGA-II with the fragment-based representation.
Before generating candidates, it requires the service repository to be pre-
processed once. This is done in order to identify the composition layer of
a service, which measures the minimum distance that a service will have
from the start node of a composition. In the composition shown in Fig-
ure 5.2, for example, the FlightBooking service belongs to layer 1, since its
inputs can be entirely fulfilled by the outputs of the start node. The Hotel-
Booking service, on the other hand, belongs to layer 2, since it requires
the output of a service from layer 1 in order to be executed. Algorithm 22
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shows the steps used to determine the composition layers for the services
in the repository. The algorithm begins by initialising a search set with
the composition request inputs. Then, the group of services whose out-
puts can be satisfied by the search set contents is discovered. This process
is repeated until no new services are discovered, each time recording the
current layer number and updating the search set.

Algorithm 22: Steps of the layer identification process.
Input : input(R), output(R), SR
Initialise search set with input(R);
Set layer counter to 1;
Discover services satisfied by search set;
while at least one service discovered do

Set services’ layer number with counter value;
Add the outputs of these services to the search set;
Discover additional services satisfied by the updated search
set;

Increment layer counter;

Once this preprocessing step has taken place, new composition can-
didates can be generated. This is accomplished by employing Algorithm
23, providing the end service and an empty set of fragments as inputs.
This algorithm begins by creating a queue of services for which fragments
should be created, initially containing only Si. It then processes the ser-
vices in the queue, repeatedly creating fragments for them as required.
When creating the fragment for a service Sj , it is necessary to identify a set
of suitable service predecessors. This is done by finding services whose
layers precede Sj’s layer (immediately or otherwise), then selecting a sub-
set of these services whose outputs fulfil Sj’s inputs. The predecessors are
then connected to the root and also added to the queue for processing,
and this completes the fragment creation process. The algorithm will con-
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Algorithm 23: Initialisation of a service composition.
Input : Root service Si, Set of fragments
Output: Updated set of fragments
Add start Ss fragment to set, if not already there;
Create service queue, and put Si in it;
while queue is not empty do

Remove next service Sj from queue;
if no fragment exists in set for Sj then

Find a random set of predecessor services that satisfy Sj ;
Create a fragment for Sj using predecessors;
Add Sj fragment to set;
Add predecessors of Sj to queue;

return set of fragments

tinue until it comes across instances of the start service, at which point no
further predecessors are required. Finally, the updated set of fragments is
returned.

The genetic operators used during the evolutionary process for this ap-
proach must ensure that the functional correctness of candidates is main-
tained throughout the run. For the mutation operator, this is done by em-
ploying the same algorithm used during the initialisation to regenerate
the chosen fragments. More specifically, the mutation begins by randomly
selecting a fragment with a root service Sn to be modified (excluding the
start and end fragments). Then, the chosen fragment is removed from the
individual, and Algorithm 23 is run with Sn and the individual’s set of
fragments as the input. The algorithm will add a newly generated frag-
ment for Sn, and also any other fragments that are required as a conse-
quence of that. Figure 5.5 shows a mutation example for fragment 8 of a
candidate. Algorithm 23 is invoked and it generates a new fragment for
service 8, this time listing service 5 as the only predecessor. The existing
set does not include a fragment for service 5, so the algorithm also creates
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fragment 5 with the start node as the predecessor. This concludes the mu-
tation process. Fragment 7 is no longer useful after these modifications, as
no other fragments contain service 7 as a predecessor. Thus, that fragment
is removed from the set.
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Figure 5.5: Example of mutation operation on a Fragmented candidate.

The crossover operation begins by randomly identifying a fragment
root that is contained in both candidates, then it swaps the correspond-
ing fragments between them. For each candidate, a check is performed to
verify whether the newly introduced fragment contains predecessors that
have no corresponding fragment of their own in the candidate. If that is
the case, the fragment is copied from the other candidate. The check de-
scribed above is repeated for each newly added fragment, and the process
continues until each predecessor has a matching fragment of its own in
the candidate. An example of a crossover operation is shown in Figure
5.6, where fragment 4 is selected as the starting point. After making the
initial swap, both candidates are checked for missing fragments. Child 1
has a missing fragment 3, so that is copied over from parent 2. Likewise,
child 2 has missing fragments 1 and 2, which are copied over from par-
ent 1. Both children are functionally correct after the check, and contain
some fragments that have now become useless. These are removed from



5.5. MULTI-OBJECTIVE WSC APPROACHES 169

the offspring.
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Figure 5.6: Example of crossover operation between two Fragmented can-
didates.

5.5.2 NSGA-II with Sequences

This approach combines NSGA-II with the sequence-based representation.
As before, the service repository must be preprocessed before the evolu-
tionary process takes place. The objective of this preprocessing step is
twofold: to identify the services that are relevant to the composition task
at hand, which determines the length of a sequence, and to identify the
layer information associated with each service, which is used during the
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sequence decoding process. The process for the identification of layers has
been previously discussed in Algorithm 22. Once layers have been iden-
tified, each candidate is initialised by generating a vector containing all
relevant services in the repository in a random order.

Before evaluating a sequential candidate, it is necessary to transform
the sequence of services into its corresponding composition workflow by
using the backward decoding algorithm that is explained in detail in Chap-
ter 4. The key idea of this algorithm is to gradually build a workflow from
the end towards the start, repeatedly going through the sequence. The
sequence is searched and the services whose outputs can be used to fulfil
the pending inputs in the workflow are added to the composition. The or-
der of services in the sequence matters, as the search process always take
place left to right (thus giving preference to the leftmost services). The
overall QoS attributes for the composition are calculated during the de-
coding process, then returned and used to calculate two objective values.
Finally, the mutation and crossover operators used here are the same as
those discussed in Chapter 4 for the fixed-length method.

5.5.3 NSGA-II with Graphs

This approach combines NSGA-II with the graph-based representation.
Candidates are initialised by employing the graph-building algorithm dis-
cussed in Chapter 3. The idea of this algorithm is to build a composition
workflow by gradually adding services, working from the start node to-
wards the end node. The mutation and crossover operators used for the
graph-based approach are also detailed in Chapter 3. The mutation opera-
tor works by removing a subgraph within the composition workflow and
replacing it with a new structure with similar functionality, which partially
changes the overall composition and hopefully improves its quality. The
crossover operator works by merging two parent graphs by their common
nodes and then stochastically filtering out redundancies, which results in
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offspring that incorporates characteristics from both parents.

5.5.4 Hybrid and Memetic Hybrid with Sequences

These approaches both combine the Hybrid algorithm with the sequence-
based representation. The Hybrid with Sequences approach employs the
same preprocessing, initialisation strategy, and genetic operators as the
NSGA-II with Sequences approach discussed above. However, it also al-
lows the multi-objective problem to be decomposed into a series of single-
objective problems when performing genetic operations, which NSGA-II
does not do. The Memetic Hybrid with Sequences approach works just
like the Hybrid with Sequences approach, except that it also employs a
local search operator.

This local search is based on the one described in Chapter 4 for the
memetic fixed-length method, which consists of repeatedly swapping pairs
of services as it is done in the mutation operator in order to create a neigh-
bourhood. However, the local search proposed in this chapter will only
swap services if two conditions are met: firstly, one of the services being
swapped is used in the decoded composition and the other is not; sec-
ondly, the service that is not used in the composition has better QoS at-
tributes overall than the service that has been included in the composition.
The overall quality score for each particular service is calculated using the
two objective functions introduced earlier, this time using the minimum
and maximum of QoS values of individual services in the repository as
normalisation bounds. The resulting values from these two functions are
then combined using the Tchebycheff approach. This local search opera-
tor does not fix one of the services, thus the swap of all possible service
pairs in the sequence is attempted. As this process could become quite
time consuming, a parameter is introduced to limit the maximum number
of iterations (i.e. swaps) attempted.

Figure 5.7 shows an example of this operator, where services a and
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Figure 5.7: Local search example for a sequence.

b belong to the composition but service c does not. Each service has an
associated quality score, and the smaller the score the better the quality.
The local search attempts to swap all possible pairs of neighbours in the
composition, which in this case amounts to three possible swaps. The first
attempted swap (between a and b) is not successful because both services
already belong to the composition, so neighbour 1 is not considered. The
second attempted swap (between a and c) is also not successful, this time
because service c’s quality is worse than a’s. The third swap (between b

and c) is successful because one service belongs to the composition and
the other does not, and c’s quality is better than b’s. Thus, the overall
quality of neighbour 3 is assessed and, if better than that of the original
candidate, the neighbour replaces it.

5.6 Experiment Design

Two sets of experiments were carried out, both running each approach for
30 independent times and using a personal computer with an Intel Core
i7-4770 CPU (3.4GHz) and 8 GB RAM. The goal of the first set of exper-
iments is to determine which composition approach has the best perfor-
mance in a multi-objective context, and whether this is consistent with the
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single-objective findings in previous chapters. In this set of experiments,
the fragment-based, sequence-based, and graph-based representations are
combined with the NSGA-II algorithm. The resulting approaches are com-
pared according to their execution time, as well as the IGD and hypervol-
ume [102] of the solutions sets produced. Those metrics provide a compre-
hensive measure of the performance of each approach [102]. The hyper-
volume is calculated using (2, 2) as the reference point, and an aggregate
Pareto front is used as the reference for the IGD calculations. For each com-
position request, the aggregate front is created by combining the results of
all runs of each approach, then identifying the non-dominated solutions
within that group. IGD and hypervolume were chosen because they are
commonly used performance metrics for multi-objective optimisation [81].
WSC-2008 and WSC-2009 [16, 95] with the QoS metrics used in [116] were
the datasets employed in this comparison, both containing a service repos-
itory, a taxonomy of input and output concepts, and a series of composi-
tion requests to be fulfilled. The parameters for the three approaches were
based on commonly used settings in the literature [97]. For the NSGA-II-F,
NSGA-II-S, and NSGA-II-G approaches, 500 candidates were evolved for
51 generations, with a crossover probability of 0.8, a mutation probability
of 0.1, and a reproduction probability of 0.1. Tournament selection was
employed, with a tournament size of 2.

Having established the most promising representation, the goal of the
second set of experiments is to demonstrate that the use of local search
can further improve the solutions produced when structuring candidates
this way. In this set of experiments, the sequence-based representation,
which was shown in the previous set of experiments to have a consistently
good performance in a multi-objective context, is combined with the two
previously introduced algorithms in order to consider three approaches:
NSGA-II-S, Hybrid-S, and Hybrid-L-S. The comparison is conducted on
the execution time of each approach, the IGD of the Pareto fronts—which
is calculated using an aggregate front made up of the non-dominated solu-
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tions from all runs of all approaches for a given dataset—, and the hyper-
volume of the Pareto fronts—which is calculated using a reference point
of (2,2). Once again, the benchmark datasets WSC-2008 and WSC-2009
were used for experiments, with the additional QoS attributes generated
in QWS [116]. The parameters used for executing the three approaches
were selected based on commonly used settings in the evolutionary com-
puting literature [97]. For all approaches, a population of size 500 was
evolved for 51 generations and tournament selection was used with tour-
naments of size 2. For the NSGA-II-S and Hybrid-S approaches, the ge-
netic operators used were mutation, crossover, and reproduction, with
probabilities of 0.1, 0.8, and 0.1 respectively; for the Hybrid-L-S approach,
the reproduction operator was replaced with the local search operator us-
ing the same probability. The local search stops after performing at most
100 iterations. For the Hybrid-S and Hybrid-L-S approaches, the neigh-
bourhood was set to 500, and dynamic normalisation was used to calculate
the fitness of the solutions, as discussed in [116].

5.7 Results and Discussions

5.7.1 Comparison of Multi-Objective Approaches

The first set of experiments compares the performance of the fragment-
based, sequence-based, and graph-based representations combined with
NSGA-II, with the objective of determining the most promising represen-
tation in a multi-objective context. Results for this set of experiments are
displayed in Table 5.2, which contains the mean IGD values and associ-
ated standard deviation for each approach, Table 5.3, which contains mean
and standard deviation regarding hypervolume, and Table 5.4, which con-
tains the mean and standard deviation for the execution time of each ap-
proach. The QoS scores for each solution have been renormalised before
employing the performance metrics for display purposes, using upper and
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lower QoS bounds retrieved from the set of all final compositions pro-
duced. Statistical tests were performed using Wilcoxon rank-sum with a
0.05 significance level to ascertain whether any difference between the re-
sults produced by the three approaches is statistically significant. For each
dataset, the results of each approach were compared to those of all other
approaches in a pairwise fashion, without a Bonferroni correction. The
outcome of these comparisons was then used to rank the performance of
each approach. For example, comparisons reveal that the execution time
of NSGA-II-F was significantly lower than both of the others for composi-
tion task 08-1, thus it is bolded.

Table 5.2: Mean and standard deviation for IGD scores of each approach.

Task (Repo. size) NSGA-II-F NSGA-II-G NSGA-II-S
WSC2008-1 (158) 0.14± 0.02 0.19± 0.07 0.13± 0

WSC2008-2 (558) 0.09± 0.02 0.09± 0 0.09± 0

WSC2008-3 (604) 0.63± 0.08 0.72± 0.09 0.05± 0.03

WSC2008-4 (1041) 0.28± 0.14 0.11± 0.03 0.06± 0

WSC2008-5 (1090) 0.46± 0.01 0.62± 0.05 0.2± 0.12

WSC2008-6 (2198) 0.85± 0.05 0.45± 0.01 0.06± 0.03

WSC2008-7 (4113) 0.5± 0.07 0.41± 0.04 0.11± 0.04

WSC2008-8 (8119) 0.35± 0.04 0.27± 0.09 0.34± 0.08

WSC2009-1 (572) 0.03± 0.03 0.04± 0.01 0± 0

WSC2009-2 (4129) 0.42± 0.04 0.54± 0.07 0.11± 0.13

WSC2009-3 (8138) 0.2± 0.27 0.11± 0.07 0.02± 0.02

WSC2009-4 (8301) 0.27± 0.08 0.32± 0.05 0.04± 0.01

WSC2009-5 (15211) 0.33± 0.08 0.24± 0.04 0.02± 0.01

The IGD and hypervolume results show that the Pareto fronts gener-
ated by NSGA-II-S have generally better quality than those produced by
the other approaches. The hypervolume of the NSGA-II-S fronts is signif-
icantly higher (i.e. better) than that of NSGA-II-G and NSGA-II-F for all
tasks except 08-2, while the IGD of the NSGA-II-S is significantly lower
(i.e. better) than that of the other approaches for most of the tasks, also
excluding 08-2. The quality of the solution fronts produced for task 08-2
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Table 5.3: Mean and standard deviation for hypervolume scores of each
approach.

Task (Repo. size) NSGA-II-F NSGA-II-G NSGA-II-S
WSC2008-1 (158) 1.33± 0.01 1.31± 0.02 1.34± 0

WSC2008-2 (558) 2.06± 0.01 2.06± 0 2.06± 0

WSC2008-3 (604) 0.13± 0.1 0.23± 0.18 1.38± 0.06

WSC2008-4 (1041) 1± 0.26 1.36± 0.03 1.4± 0

WSC2008-5 (1090) 0.36± 0.03 0.2± 0.03 1.29± 0.43

WSC2008-6 (2198) 0.12± 0.15 0.02± 0.01 1.06± 0.16

WSC2008-7 (4113) 0.31± 0.21 0.5± 0.1 1.28± 0.13

WSC2008-8 (8119) 0.46± 0.1 0.61± 0.37 0.85± 0.06

WSC2009-1 (572) 2.1± 0.09 2± 0.06 2.19± 0

WSC2009-2 (4129) 0.95± 0.09 0.69± 0.12 1.63± 0.29

WSC2009-3 (8138) 2.54± 0.67 2.91± 0.3 3.04± 0

WSC2009-4 (8301) 0.01± 0.01 0.01± 0.01 0.26± 0.23

WSC2009-5 (15211) 0.31± 0.24 0.64± 0.12 1.3± 0.12

Table 5.4: Mean and standard deviation of execution time (s) for each ap-
proach.

Task NSGA-II-F NSGA-II-G NSGA-II-S
WSC08-1 0.65± 0.04 1.96± 0.14 0.13± 0.01

WSC08-2 0.55± 0.02 1.38± 0.15 0.13± 0.02

WSC08-3 2.22± 0.18 7.72± 0.43 0.17± 0.01

WSC08-4 1.5± 0.12 2.5± 0.17 0.11± 0.01

WSC08-5 1.55± 0.12 4.01± 0.35 0.16± 0.01

WSC08-6 10.54± 0.31 11± 0.43 0.29± 0.03

WSC08-7 1.58± 0.07 8.34± 0.54 0.22± 0.01

WSC08-8 5.66± 0.3 9.13± 0.53 0.22± 0.05

WSC09-1 0.61± 0.05 1.47± 0.1 0.17± 0.01

WSC09-2 14.29± 0.73 5.15± 0.37 0.24± 0.04

WSC09-3 5.82± 0.25 3.18± 0.21 0.27± 0.04

WSC09-4 19.6± 0.73 16.9± 1.31 0.5± 0.2

WSC09-5 10.87± 0.8 10.98± 0.85 0.38± 0.15
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is practically equivalent for the three approaches. When comparing the
IGD and hypervolume results of NSGA-II-F to those of NSGA-II-G, we
notice that despite some fluctuations the two produce fronts with equiv-
alent quality. This suggests that if the focus is on producing fronts with
the best possible quality, then NSGA-II-S is the most promising. The com-
parison on the execution time of the three approaches shows that NSGA-
II-S has significantly lower times for all tasks considered, despite the need
for using a decoding step. When comparing NSGA-II-F to NSGA-II-G,
NSGA-II-F produces fronts of roughly equivalent quality while requiring
less time to execute for most datasets (except 09-2, 09-3, and 09-4).

The behaviour of each approach was further analysed by observing the
position of the population individuals in the objective space at different
generations. Figures 5.8, 5.9, and 5.10 show an example of this analysis
for task 08-2, presenting a plot of the populations of each approach before,
during, and after one run has taken place. In Figure 5.8 the population
is randomly initialised for each approach, ensuring that all compositions
are functionally correct. As genetic operations are performed, solutions
gradually move towards more promising areas of the objective space, as
shown in Figure 5.9. Finally, the populations converge to the promising
areas displayed in Figure 5.10. The convergence towards a few locations
is to be expected, given the highly constrained nature of this problem. One
interesting observation is that, while NSGA-II-G and NSGA-II-F converge
very quickly during the run (as seen in Figure 5.9), NSGA-II-S manages to
maintain a more diverse population. This may account for the NSGA-II-
S’s better IGD and hypervolume results.

The impact of a solution’s structure on its overall quality is illustrated
by the example in Figure 5.11, which shows two non-dominated solutions
produced by NSGA-II-F for task 08-2. Solution (a) has an overall T of
8258.76, which is comparatively lower than the T of 13761.16 from solu-
tion (b). This difference is likely a result of the increased parallelisation ob-
served in solution (a). Solution (a) also has a lower overall C (14.47 versus
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Figure 5.11: Examples of non-dominated solutions produced by NSGA-II-
F for task 08-2.

21.87) and a higher overall A (0.013 versus 0.001) than solution (b), though
this time the advantage is in its combination of atomic services. Despite
these drawbacks, solution (b) has a very high overall R (0.356) due to the
higher individual R scores of its atomic services, which is not the case for
solution (a) (R of 0.082). The average individual R for the atomic services
of solution (b) is 81.4, while for solution (a) it is only 62.2. This difference
is magnified when aggregating the individual scores through multiplica-
tion. These examples demonstrate the complexity involved in optimising
Web service compositions, as well as the intrinsic relationship between a
solution’s structure and its quality.
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5.7.2 Comparison for Local Search

The second set of experiments compares the performance of Hybrid-L-S,
NSGA-II-S, and Hybrid-S, demonstrating that the local search operator
can be employed in a multi-objective context to improve the quality of so-
lutions. Results for this set of experiments are displayed in the following
tables. The overall execution time in seconds for each approach is shown
in Table 5.5, which contains the mean and standard deviation for each
composition task. Wilcoxon rank-sum testing with a significance level of
0.05 was used to identify which approaches produce the statistically best
results for each composition task, and these results are bolded in the table.
More specifically, a pairwise comparison of approaches without Bonfer-
roni correction was carried out, then approaches were ranked according
to the number of times they were found to be better, similar, or worse than
the others. The IGD results are displayed in a similar fashion in Table 5.6,
and the hypervolume results are shown in Table 5.7. To clearly display
the difference between the quality of the solutions produced by the dif-
ferent approaches, the objective values for all solutions were reset using
QoS normalisation bounds retrieved from the set of all final compositions.
Namely, the lower bounds for each QoS attribute are the lowest overall
values found amongst all final compositions, and the upper bounds are
the highest.

The execution time results show that NSGA-II-S and Hybrid-S are equiv-
alent in performance for tasks 08-1, 08-2, 08-3, 08-8, 09-2, 09-3, 09-4, and 09-
5, though for the remaining tasks NSGA-II-S is significantly faster. Hybrid-
L-S, on the other hand, takes the longest to execute for all tasks due to the
use of local search. In particular, tasks 08-6 to 08-8 and 09-3 to 09-5 are
time consuming for Hybrid-L-S due to the high number of services in their
repositories, which translates into longer sequences and higher numbers
of possible neighbours during local search. Regarding the quality of the
Pareto fronts produced, IGD results show that NSGA-II-S has significantly
better values for 8 out of the 13 tasks and hypervolume results show that
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Task (size) NSGA-II-S Hybrid-S Hybrid-L-S
08-1 (158) 0.64± 0.05 0.62± 0.05 4.15± 0.58

08-2 (558) 0.75± 0.1 0.73± 0.09 4.52± 0.81

08-3 (604) 3.63± 0.17 3.7± 0.17 24.06± 1.31

08-4 (1041) 1.09± 0.06 1.28± 0.1 6.51± 0.33

08-5 (1090) 5.08± 0.52 5.68± 0.93 39.95± 4.33

08-6 (2198) 16.3± 1.66 18.59± 2.74 133.75± 15.87

08-7 (4113) 16.62± 2.2 18.61± 2.18 136.45± 20.78

08-8 (8119) 56.2± 6.79 59.03± 6.96 382.8± 75.39

09-1 (572) 0.72± 0.06 0.76± 0.06 4.53± 0.51

09-2 (4129) 16.36± 2.6 16.92± 3.27 111.88± 22.34

09-3 (8138) 14.18± 1.79 15.2± 2.09 202.29± 35.74

09-4 (8301) 125.55± 13.79 128.8± 13.37 835.39± 102.76

09-5 (15211) 62.21± 10.42 64.34± 10.81 407.73± 47.31

Table 5.5: Mean and standard deviation for the execution time (s) of each
approach.

Task (size) NSGA-II-S Hybrid-S Hybrid-L-S
08-1 (158) 0.05± 0.01 0.16± 0.02 0.16± 0.01

08-2 (558) 0.14± 0 0.34± 0.2 0.35± 0.22

08-3 (604) 0.03± 0.02 0.06± 0.02 0.04± 0.02

08-4 (1041) 0.18± 0 0.02± 0.03 0.01± 0.01

08-5 (1090) 0.18± 0.11 0.1± 0.11 0.04± 0.03

08-6 (2198) 0.07± 0.03 0.08± 0.06 0.06± 0.05

08-7 (4113) 0.05± 0.02 0.03± 0.02 0.03± 0.01

08-8 (8119) 0.07± 0.02 0.17± 0.17 0.08± 0.11

09-1 (572) 0.04± 0.01 0.01± 0.01 0.02± 0.02

09-2 (4129) 0.05± 0.07 0.22± 0.06 0.2± 0.07

09-3 (8138) 0.01± 0.01 0.02± 0.01 0.01± 0

09-4 (8301) 0.09± 0.02 0.13± 0.03 0.11± 0.03

09-5 (15211) 0.02± 0.01 0.09± 0.02 0.09± 0.02

Table 5.6: Mean and standard deviation for the IGD of each approach.
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Task (size) NSGA-II-S Hybrid-S Hybrid-L-S
08-1 (158) 1.17± 0.01 1.13± 0.03 1.14± 0.01

08-2 (558) 1.6± 0 1.59± 0.03 1.62± 0.06

08-3 (604) 1.2± 0.06 1.12± 0.06 1.18± 0.06

08-4 (1041) 1.24± 0 1.39± 0.01 1.39± 0.01

08-5 (1090) 1.19± 0.33 1.47± 0.32 1.59± 0.05

08-6 (2198) 1.02± 0.12 0.92± 0.24 1.05± 0.21

08-7 (4113) 1.35± 0.13 1.42± 0.1 1.45± 0.01

08-8 (8119) 0.78± 0.02 0.77± 0.17 0.87± 0.11

09-1 (572) 1.99± 0.02 2± 0.01 2± 0

09-2 (4129) 1.36± 0.14 1.06± 0.12 1.1± 0.15

09-3 (8138) 2.46± 0 2.48± 0.01 2.48± 0

09-4 (8301) 0.25± 0.14 0.21± 0.16 0.3± 0.22

09-5 (15211) 1.21± 0.1 1.27± 0.01 1.28± 0.01

Table 5.7: Mean and standard deviation for the hypervolume of each ap-
proach.

Hybrid-L-S has significantly better or equivalent values for 10 out of 13
tasks. Finally, in comparison with NSGA-II-S the Hybrid-S approach pro-
duces fronts that are equivalent in quality to each other overall, despite
fluctuations within individual tasks.

In the original set of experiments the NSGA-II-S and Hybrid-S ap-
proaches execute significantly faster than the Hybrid-L-S approach, though
Hybrid-L-S produces solutions with significantly higher quality. To verify
whether the other approaches could achieve equivalent quality to that of
Hybrid-L-S given longer execution times, NSGA-II-S and Hybrid-S were
rerun for 200 generations instead of 51, while the original settings were
kept for Hybrid-L-S (all other parameters were unchanged). Figures 5.12
and 5.13 depict the mean convergence of the IGD and hypervolume values
for the NSGA-II-S, Hybrid-S, and Hybrid-L-S approaches when running
task 08-5, in which Hybrid-L-S produced solutions with significantly bet-
ter IGD and hypervolume values. The plots included here were produced
based on this experimental rerun. The IGD plot in Figure 5.12 shows that
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Figure 5.12: Mean IGD convergence over time for non-dominated solu-
tions, for task 08-5. Smaller values indicate better quality.
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Figure 5.13: Mean hypervolume convergence over time for non-
dominated solutions, for task 08-5. Larger values indicate better quality.
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even given additional time, NSGA-II-S cannot reach the same IGD lev-
els as the other approaches. The Hybrid-S approach, on the other hand,
almost arrives at the IGD level of the Hybrid-L-S approach, but it eventu-
ally converges to a local optimum. The hypervolume in Figure 5.13 shows
a similar pattern for NSGA-II-S, though this time the Hybrid-S approach
converges faster than Hybrid-L-S and reaches an equivalent hypervolume
to it.

5.8 Chapter Summary

The overall goal of this chapter was to propose multi-objective QoS-aware
and fully automated approaches to Web service composition. In order to
achieve this goal a number of objectives were accomplished. (1) Three
NSGA-II-based composition approaches were proposed, the first using
a novel fragmented representation and operators, the second using the
sequential representation and operators, and the third using the graph-
based representation and operators. (2) The performance of the three NSGA-
II-based approaches was compared to determine which one is the most
promising, with the sequential NSGA-II-based approach being found to
produce solutions with better quality and to require less time to execute.
(3) Two hybrid-based Web service composition approaches were proposed,
both using the sequential representation and operators. One of the hybrid-
based approach employs a single-objective local search operator, whereas
the other does not. (4) The performance of the two hybrid-based ap-
proaches was compared to determine whether the use of the local search
operator is advantageous.

In this chapter we learned that the sequential NSGA-II-based approach
produces solutions with better quality and also requires less time to exe-
cute, which is consistent with the findings in the previous chapter. Addi-
tionally, we learned that the quality of the solutions produced by the se-
quential hybrid-based approach was improved by the use of local search
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in a multi-objective context, though this operator also incurs a higher exe-
cution time. Despite this, the use of local search still fits within a reason-
able time budget, so the ideal usage scenario for it is when the focus is on
the quality of the generated solutions as opposed to the algorithm’s over-
all execution time. In the future, the results of these multi-objective ap-
proaches should also be compared against those of single-objective meth-
ods.
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Chapter 6

Conclusions

The overall goal of this thesis was to propose a Web service composition
strategy that produces solutions with coherent connections between ser-
vices and that are optimised according to their QoS attributes. This was
fulfilled by combining evolutionary computation techniques, which are
used for the QoS optimisation, with AI planning techniques, which are
use to ensure that the structure of the resulting composition is functionally
correct. To achieve this, initially two different approaches were proposed,
each combining EC and AI planning in a different way through the use
of specialised initialisation strategies and genetic operators. Subsequently,
a composition framework that encodes solutions as sequences of services
was proposed. This allows the optimisation to be carried out without hav-
ing to enforce functionality constraints. These are checked during the de-
coding step, which is executed before candidates are evaluated. Finally,
multi-objective and fully automated Web service composition approaches
were proposed, including the use of local search.

The remainder of this chapter is organised as follows. Section 6.1 out-
lines the objectives that were achieved in this thesis. Section 6.2 presents
the main conclusions reached in this work. Section 6.3 explores possible
future work directions based on the contributions in this thesis.

187
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6.1 Achieved Objectives

The following objectives were achieved in this thesis.

1. This thesis has proposed two approaches for performing Web service
composition (Chapter 3), including different representations and op-
erators. The tree-based approach represents compositions with the
inner nodes of the tree denoting the possible composition constructs
and the leaf nodes denoting the atomic services included in the so-
lution. The initial tree-based approach proposes a novel constrained
optimisation strategy, restricting the population initialisation and sub-
sequent genetic operations to maintain the correctness of candidates.
More specifically, this approach adopts a more strict enforcement
of correctness than existing works in the field, while also employ-
ing the particular tree representation previously described. This ap-
proach was then extended to also allow the choice construct as part
of a candidate’s structure. The graph-based approach evolves so-
lutions directly as graphs, which had never been attempted before
in the context of fully automated EC-based Web service composi-
tion. The initial graph-based approach represents compositions as
directed acyclic graphs (DAGs), where the nodes denote the atomic
services included in the workflow and the edges denote the output-
input connections between two services. One of the key contribu-
tions of this approach is in proposing constrained genetic operators
that can modify the structure of a DAG while preserving its func-
tional correctness. This was accomplished by employing the con-
cepts of rebuilding partially complete graphs, as well as merging and
filtering two existing structures. This approach was then extended
to also allow the use of the choice construct. Experiments showed
that the graph-based approach produced solutions that reach either
equivalent or better fitness to those produced by tree-based approach,
meanwhile also requiring less time to execute. They also showed
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that the graph-based approach with the choice construct requires sig-
nificantly less time to execute than its tree-based equivalent, though
in some cases this does come at the expense of the overall solution
fitness. Finally, they established that the graph-based approach is
more effective than a previously proposed fully automated compo-
sition approach.

2. This thesis has proposed a framework for evolving solutions using a
sequence-based approach, which had never been done before in the
Web service composition domain in this manner (Chapter 4). The
key idea of this framework is to encode solutions as sequences of
services and freely evolve them in this format, later decoding them
into the corresponding composition workflow. The decoding pro-
cess ensures that solutions are functionally correct, which frees the
initialisation process and genetic operations from having to consider
correctness constraints. Additionally, the simplicity of the sequential
representation facilitates the creation of a local search operator, as
neighbours can be naturally generated by modifying the order of se-
quences. However, the decoding must be performed before every fit-
ness evaluation, which incurs additional execution time. This frame-
work allows for different encodings and decoding strategies, and
a number of variations were proposed in this thesis. Experiments
showed that sequence-based approaches with certain encodings can
produce solutions with better quality than graph-based composition
approaches. Regarding the overall execution time, sequence-based
approaches can execute faster than graph-based approaches depend-
ing on the chosen encoding and on whether the local search operator
is employed.

3. This thesis has proposed multi-objective and fully automated evo-
lutionary approaches for performing QoS-aware Web service com-
position constrained to functionally correct candidates (Chapter 5).
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This particular area had never been extensively researched previ-
ously. The first goal in this chapter was to propose the use of NSGA-
II with different fully automated Web service composition represen-
tations, simultaneously optimising two QoS-based objectives inde-
pendently and allowing for solutions of varying configurations to
be created. This investigation established the sequential represen-
tation as the most promising in a multi-objective context. Based
on this finding, the second goal of the chapter was to combine the
sequential representation with an optimisation algorithm that hy-
bridises NSGA-II and MOEA/D. This hybrid algorithm decomposes
the multi-objective optimisation problem into a series of single-objec-
tive subproblems, thus enabling a simple local search operator to
be applied to a specific subproblem while also preserving the non-
dominated sorting strategy employed in the original NSGA-II al-
gorithm. Experimental results demonstrated that fully automated
Web service composition can be successfully performed in a multi-
objective context, with the NSGA-II-based sequential approach pro-
ducing the solutions fronts with the best quality overall. Results
also showed that the use of the hybrid optimisation algorithm al-
lowed the local search operator to work effectively and improve on
the quality of the solution fronts.

6.2 Main Conclusions

This section outlines the main conclusions reached in the major contribu-
tion chapters presented in this thesis (Chapter 3 to Chapter 5).

6.2.1 Compact and Intuitive Representation

This thesis proposed a number of novel ways in which to represent Web
service compositions so that they can be optimised using evolutionary
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computing techniques. This included a tree-based approach, where in-
ner nodes denote structural composition constructs and leaf nodes de-
note the atomic services included in the solution, a graph-based approach,
where the workflow structure is explicitly represented as a DAG where
each node is a service, and a sequence-based approach, where a queue of
services must be decoded into the corresponding composition workflow.
The graph-based representation was found to be the most intuitive, since
it directly models the connections between the services in the composi-
tion. This representation is also compact, which limits memory consump-
tion, and does not require any form of decoding in order to produce the
final solution. The sequence-based representation, on the other hand, was
found to yield the best quality results after optimisation.

6.2.2 Complexity of Genetic Operations

This thesis also proposed novel approach-specific genetic operators to be
used during the evolutionary process, putting forth modification strate-
gies with varying levels of complexity. In the case of the tree-based ap-
proach operations are relatively easy to design, since each subtree can be
thought of as a composite service with an overall set of inputs and outputs.
Then, the fundamental idea is to replace a subtree with another that has
compatible inputs and outputs to that of the original. The operations for
the graph-based approach, on the other hand, are more complex to design
despite the intuitiveness of this representation. That is because graphs re-
quire multiple connections between services to be severed and reformed.
Predictably, the simplest approach with regards to genetic operators is the
sequence-based, since it does not require any service connections to be
considered. The only constraint observed by the fixed-length sequence-
based approach is that all relevant service candidates appear exactly once
in the composition.
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6.2.3 Ensuring Functional Correctness

One of the key concerns in this thesis was producing solutions that are
functionally correct, meaning that they can be executed in its entirety at
runtime using the provided inputs to produce the expected outputs. All
of the approaches discussed in this thesis ensure the functional correctness
of the final solutions. Out of all of them, the sequence-based approach is
the most elegant in ensuring that functional correctness is achieved. This
is because it relies on a simple decoding algorithm to generate a solution,
which also means that the search is less likely to be overly constrained
by accident as may happen when genetic operators are required to ensure
correctness.

6.2.4 Independent QoS Optimisation

This thesis proposed the use of multi-objective evolutionary computing
techniques for independently optimising the overall QoS attributes of Web
service compositions, using a fully automated approach. A number of
different composition approaches were combined with NSGA-II, and the
sequential approach was found to yield the best results. This approach
was also combined with a previously proposed algorithm that hybridises
NSGA-II and MOEA/D, allowing for a local search operator to be incor-
porated into the optimisation process. One of the key contributions of this
thesis is that multi-objective and QoS-aware optimisation can be success-
fully employed in the context of fully automated Web service composition.

6.2.5 Guidance for Practitioners

Crucially, the results in this thesis show that it is possible to automate Web
service composition while also taking into account the quality of the re-
sulting solution. This is advantageous for composition practitioners be-
cause automating this process dramatically reduces the time required for
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creating solutions in comparison to assembling them manually, while also
allowing the QoS optimisation to be considered from a global perspective.
When selecting services to be part of a composition workflow, the choice
of a candidate that is locally promising does not necessarily translate to a
global quality improvement. This is extremely difficult to manually iden-
tify, which is why practitioners can derive great benefit from employing
an automated composition system. In order for this system to be effective,
practitioners should ensure that the available candidate services have con-
sistent and complete descriptions as well as up-to-date QoS observations.
Additionally, the system should have access to a comprehensive taxon-
omy of input and output concepts that can be used to verify whether there
are potential connections between services.

6.3 Future Work

This thesis proposes a number of novel EC-based approaches for fully au-
tomated Web service composition, and as a result it reveals several addi-
tional avenues of investigation for Web service composition methods and
techniques. This section discusses some of the open research directions to
be tackled by future works in this area, which were identified based on the
work presented in this thesis.

6.3.1 Improved Genetic Operators

Genetic operators are one of the main search mechanisms used in the all
approaches proposed in this thesis, and as such the opportunities for per-
forming future work that improves on their effectiveness are plentiful.
When applying operations to composition workflows, one of the key chal-
lenges is in performing localised changes to the candidates that enable
the search to proceed in a gradual manner. Many of the operators used
in this thesis modify large portions of solutions at once due to the need
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to preserve their functional correctness, but this may impair the overall
effectiveness of the search process. For example, the mutation operator
used by the sequence-based approach performs a seemingly small opera-
tion, simply swapping the position of two candidate services in the queue.
However, this minor modification at the genotype level may have a signif-
icant impact at the phenotype level. Thus, future work in this area could
focus on developing more controlled operation strategies.

6.3.2 Alternative Decoding Algorithms

The sequence-based framework proposed in this thesis allows for the use
of different components, in particular alternative decoding strategies and
sequential encodings. The decoding process must be executed before each
fitness evaluation, meaning that it heavily impacts the overall optimisa-
tion time. Thus, future work in this area could investigate alternative
decoding algorithms to reduce the optimisation’s overall execution time.
One possible improvement would be to cache the partially built service
workflow equivalents for given sequence prefixes, and then reuse the pre-
built structures as the corresponding prefixes reappear throughout the
decoding process. Another possible improvement would be to design a
variation of the sequence encoding that simplifies the decoding process,
potentially by further exploring the idea of keeping sequences sorted ac-
cording to the layers each atomic service belongs to. Of course, one should
ensure that the overhead associated with maintaining the sequence sorted
in this fashion when combined with the decoding overhead is still advan-
tageous.

6.3.3 Many-Objective Optimisation

This thesis performed multi-objective Web service composition by con-
sidering two independent objective functions, one focused on improving
the combined cost and time of a solution and the other focused on im-
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proving the combined availability and reliability. While this did allow
for quality trade-offs to be considered and for some more independence
during the optimisation process, each function still combined two inde-
pendent and potentially conflicting QoS attributes. Future work could in-
vestigate strategies for optimising each QoS attribute in a completely inde-
pendent way with a dedicated objective function. In this thesis four QoS
attributes are considered, meaning that four objective functions would
need to be used. Simultaneously optimising four or more independent
functions would require the investigation of appropriate many-objective
techniques, which can cope with the additional complexity.

6.3.4 Learning Techniques

As populations of candidate workflows are optimised, promising sub-
structures within certain compositions begin to reoccur. These substruc-
tures may be pivotal to improving the overall quality of solutions for a par-
ticular composition task, therefore effectively learning and reusing them
could be beneficial to the overall optimisation process. Future work in this
area could incorporate learning techniques into the composition process,
aiming to identify which service subgroups lead to the best possible over-
all QoS. The chosen candidate representation would clearly influence the
performance of the learning process, so choosing structures that naturally
divide atomic services into subgroups would be ideal. For example, the
fragment-based representation discussed in Chapter 5 would be a good
starting point, since each fragment intrinsically isolates a coherent group
of atomic services.
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DE GARIS, H. An overview of evolutionary computation. In Ma-
chine Learning: ECML-93 (1993), Springer, pp. 442–459.

[173] SRIVASTAVA, B., AND KOEHLER, J. Web service composition — cur-
rent solutions and open problems. In ICAPS Workshop on Planning
for Web Services (2003), vol. 35, pp. 28–35.

[174] SU, K., LIANGLI, M., XIAOMING, G., AND YUFEI, S. An ef-
ficient parameter-adaptive genetic algorithm for service selection
with end-to-end qos constraints. Journal of Computational Information
Systems 10, 2 (2014), 581–588.

[175] SUCIU, M., PALLEZ, D., CREMENE, M., AND DUMITRESCU, D.
Adaptive moea/d for qos-based web service composition. In Eu-
ropean Conference on Evolutionary Computation in Combinatorial Opti-
mization (2013), Springer, pp. 73–84.

[176] TANG, M., AND AI, L. A hybrid genetic algorithm for the opti-
mal constrained web service selection problem in web service com-
position. In Evolutionary Computation (CEC), 2010 IEEE Congress on
(2010), IEEE, pp. 1–8.

[177] TONG, H., CAO, J., ZHANG, S., AND LI, M. A distributed algorithm
for web service composition based on service agent model. IEEE
Transactions on Parallel and Distributed Systems 22, 12 (2011), 2008–
2021.



BIBLIOGRAPHY 219

[178] TURNER, K. J., AND TAN, K. L. L. A rigorous methodology for
composing services. In Formal Methods for Industrial Critical Systems.
Springer, 2009, pp. 165–180.

[179] VAN DER AALST, W. M., DUMAS, M., AND TER HOFSTEDE, A. H.
Web service composition languages: old wine in new bottles? In
Proceedings of the 29th Euromicro Conference (2003), IEEE, pp. 298–305.

[180] VENKATRAMAN, S., AND YEN, G. G. A generic framework for con-
strained optimization using genetic algorithms. Evolutionary Com-
putation, IEEE Transactions on 9, 4 (2005), 424–435.

[181] WADA, H., SUZUKI, J., YAMANO, Y., AND OBA, K. E3: A multiob-
jective optimization framework for SLA-aware service composition.
IEEE Transactions on Services Computing 5, 3 (2012), 358–372.

[182] WANG, A., MA, H., AND ZHANG, M. Genetic programming with
greedy search for web service composition. In Database and Expert
Systems Applications (2013), Springer, pp. 9–17.

[183] WANG, D., HUANG, H., AND XIE, C. A novel adaptive web service
selection algorithm based on ant colony optimization for dynamic
web service composition. In Algorithms and Architectures for Parallel
Processing. Springer, 2014, pp. 391–399.

[184] WANG, L., SHEN, J., AND YONG, J. A survey on bio-inspired algo-
rithms for web service composition. In IEEE 16th International Con-
ference on Computer Supported Cooperative Work in Design (CSCWD)
(2012), IEEE, pp. 569–574.

[185] WANG, P., DING, Z., JIANG, C., AND ZHOU, M. Automated web
service composition supporting conditional branch structures. En-
terprise Information Systems 8, 1 (2014), 121–146.



220 BIBLIOGRAPHY

[186] WANG, P., DING, Z., JIANG, C., AND ZHOU, M. Automated Web
service composition supporting conditional branch structures. En-
terp. Inf. Syst. 8, 1 (Jan. 2014), 121–146.

[187] WANG, S., SUN, Q., ZOU, H., AND YANG, F. Particle swarm op-
timization with skyline operator for fast cloud-based web service
composition. Mobile Networks and Applications 18, 1 (2013), 116–121.

[188] WANG, W., SUN, Q., ZHAO, X., AND YANG, F. An improved par-
ticle swarm optimization algorithm for qos-aware web service se-
lection in service oriented communication. International Journal of
Computational Intelligence Systems 3, sup01 (2010), 18–30.

[189] WANG, X., VITVAR, T., KERRIGAN, M., AND TOMA, I. A QoS-aware
selection model for semantic web services. In Service-Oriented Com-
puting (ICSOC). Springer, 2006, pp. 390–401.

[190] WANG, X., WANG, Z., AND XU, X. An improved artificial bee
colony approach to QoS-aware service selection. In IEEE 20th Inter-
national Conference on Web Services (ICWS) (2013), IEEE, pp. 395–402.

[191] WEN, S., TANG, C., LI, Q., CHIU, D. K. W., LIU, A., AND HAN, X.
Probabilistic top-K dominating services composition with uncertain
QoS. Service Oriented Computing and Applications 8, 1 (2014), 91–103.

[192] WHITLEY, D. A genetic algorithm tutorial. Statistics and computing
4, 2 (1994), 65–85.

[193] WOHED, P., VAN DER AALST, W. M., DUMAS, M., AND TER HOF-
STEDE, A. H. Analysis of web services composition languages:
The case of BPEL4WS. In Conceptual Modeling (ER). Springer, 2003,
pp. 200–215.

[194] XIA, H., CHEN, Y., LI, Z., GAO, H., AND CHEN, Y. Web service
selection algorithm based on particle swarm optimization. In Pro-



BIBLIOGRAPHY 221

ceedings of the 8th International Conference on Dependable, Autonomic
and Secure Computing (2009), IEEE, pp. 467–472.

[195] XIA, Y.-M., AND YANG, Y.-B. Web service composition integrating
QoS optimization and redundancy removal. In IEEE 20th Interna-
tional Conference on Web Services (ICWS) (2013), IEEE, pp. 203–210.

[196] XIANG, C., ZHAO, W., TIAN, C., NIE, J., AND ZHANG, J. QoS-
aware, optimal and automated service composition with users’ con-
straints. In IEEE 8th International Conference on e-Business Engineering
(ICEBE) (2011), IEEE, pp. 223–228.

[197] XIANG, F., HU, Y., YU, Y., AND WU, H. Qos and energy con-
sumption aware service composition and optimal-selection based
on pareto group leader algorithm in cloud manufacturing system.
Central European Journal of Operations Research 22, 4 (2014), 663–685.

[198] XIAO, L., CHANG, C. K., YANG, H.-I., LU, K.-S., AND JIANG, H.-
Y. Automated web service composition using genetic programming.
In Proceedings of the 36th Annual Computer Software and Applications
Conference Workshops (COMPSACW) (2012), IEEE, pp. 7–12.

[199] YAO, Y., AND CHEN, H. QoS-aware service composition using
NSGA-II. In Proceedings of the 2nd International Conference on Interac-
tion Sciences: Information Technology, Culture and Human (2009), ACM,
pp. 358–363.

[200] YIN, H., ZHANG, C., ZHANG, B., GUO, Y., AND LIU, T. A hybrid
multiobjective discrete particle swarm optimization algorithm for a
SLA-aware service composition problem. Mathematical Problems in
Engineering 2014 (2014).

[201] YOO, J. J.-W., KUMARA, S., LEE, D., AND OH, S.-C. A web ser-
vice composition framework using integer programming with non-
functional objectives and constraints. Algorithms 1 (2008), 7.



222 BIBLIOGRAPHY

[202] YU, Q., AND BOUGUETTAYA, A. Efficient service skyline computa-
tion for composite service selection. IEEE Transactions on Knowledge
and Data Engineering 25, 4 (2013), 776–789.

[203] YU, Q., CHEN, L., AND LI, B. Ant colony optimization applied to
web service compositions in cloud computing. Computers & Electri-
cal Engineering 41 (2015), 18–27.

[204] YU, Y., MA, H., AND ZHANG, M. An adaptive genetic program-
ming approach to QoS-aware web services composition. In IEEE
Congress on Evolutionary Computation (CEC) (2013), IEEE, pp. 1740–
1747.

[205] YU, Y., MA, H., AND ZHANG, M. F-mogp: A novel many-
objective evolutionary approach to qos-aware data intensive web
service composition. In 2015 IEEE Congress on Evolutionary Compu-
tation (CEC) (2015), IEEE, pp. 2843–2850.

[206] ZENG, L., BENATALLAH, B., DUMAS, M., KALAGNANAM, J., AND

SHENG, Q. Z. Quality driven web services composition. In Pro-
ceedings of the 12th international conference on World Wide Web (2003),
ACM, pp. 411–421.

[207] ZENG, L., BENATALLAH, B., NGU, A. H., DUMAS, M.,
KALAGNANAM, J., AND CHANG, H. QoS-aware middleware for
web services composition. IEEE Transactions on Software Engineering
30, 5 (2004), 311–327.
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