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Within soundscape research, audio visualisations are generally 
targeted towards scientific audiences and not produced with artistic 
intentions. Machine learning is utilised in this field to increase efficiency 
when dealing with large amounts of data, recognizing patterns, and 
classifying audio. Although machine learning is effective for these 
purposes, it also offers image synthesis capabilities which have not 
been taken advantage of in current audio visualisation production. This 
research aims to answer the question, ‘How might machine learning image 
synthesis be used to visualise soundscape audio?’.

Through an iterative design process, a design pipeline was developed 
to generate visualisations of audio using Pix2Pix (Isola, et al., 2016), a 
conditional adversarial neural network. Through a process of extracting 
audio features, converting these into simple grid images and feeding 
them into a trained machine learning model, a new visual interpretation 
of the audio can be experienced in the form of images and videos. The 
video design outputs communicate visual change of audio through the 
interrelated transformation of colour, shape, detail, and size of flower-like 
figures. These outputs aim to bring attention to the value of soundscapes 
through visually demonstrating their unique qualities. The method 
developed has not been previously documented according to the available 
literature and marks an exciting exploration of the new application of 
machine learning image-to-image translation as a creative tool for audio 
visualisation.
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Artifical Synaesthesia

Introduction

Covid-19 Impact Statement 

Due to the covid-19 lockdown, access to facilities and machine 
learning resources were limited. This reduced time available for 
experimentation and testing, impacting the depth of the research. 
The research plan prior to covid-19 involved further rounds of model 
training to explore dataset and translation layer variations to understand 
their effects on the visual outputs. To accommodate for the changing 
circumstances, time was reallocated to focus on improving the outputs 
that could be generated with the available resources. This involved 
exploring methods of reducing visible video flicker. Some dataset 
resolution changes were tested after the lockdown but were not explored 
further due to the time limitation.   

 

Introduction 

The term soundscape is used to refer to the acoustic environment 
(Schafer, 1976). Soundscapes are often disregarded as background noise, 
with the odd appreciation for a distinctive birdsong here and there. It is 
not until you purposefully listen when you start to recognise the diverse 
features that prevent complete silence. Soundscape ecology demonstrates 
the existence and purpose of the intricate mix of sounds, each with their 
own place inside the soundscape.  
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Soundscapes are heard, not seen according to R. Murray Schafer (1994), 
a notable figure in the soundscape ecology community. Cameras can 
capture a landscape perfectly but “to give a totally convincing image of a 
soundscape would involve extraordinary skill and patience” (p. 8) requiring 
a “new means of description” (p. 8). Photographs provide an impression of 
a place, but how might the impression of a soundscape be communicated 
through an image? Sonography isn’t restricted by 1994 technology 
anymore, but perhaps a more modern approach is the use of audio 
visualisations, possibly Schafer’s equivalent of a “visual projection” (p. 8).  

Audio visualisations present soundscapes beyond face value, highlighting 
their complexities. This research offers soundscapes in the form of 
artificial synaesthesia, using a subjective interpretation to visualise 
and share my own ‘impression’ of the audio. Adding a visual layer to 
soundscapes allows for the experience, which microphones cannot record 
and that Schafer mentions as being so hard to capture, to be explored. 

 

Artificial Synaesthesia 

I have always been interested in the idea of synaesthesia, a perceptual 
condition where stimulation of one sense can also stimulate a perceptual 
experience in a second sense (Sagiv & Ward, 2006). The idea of sound 
having a shape, colour or movement is intriguing and has prompted earlier 
projects such as ‘The Shape of Birdsong’ (Willcox, 2018), a motion graphics 
liquid animation that paints how I imagine certain bird sounds to look.   

Using these same manual methods to represent audio with increased detail 
would be a large, time consuming task. For example, if these bird sounds 
were being represented as just one feature of natural environmental audio 
or a ‘soundscape’. Machine learning image synthesis offers the capability 
to generate new synthesised images and videos based on a dataset of 
examples. Although training a model on a dataset can be time consuming, 
a trained model can produce hundreds of new images in a matter of 
minutes. 

There is a wealth of research using machine learning for audio processing, 
analysis and classifying, but using machine learning to visually represent 
audio for creative practice is underrepresented in current research. It is 
proposed that these image synthesis methods can be used to translate 
audio features to visual features, communicating my perception of 
soundscape audio in visual form. This is what I believe to be an artificial 
synaesthesia experience.  
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This research portfolio demonstrates the development of a method where 
machine learning image synthesis is used to visualise soundscape audio 
as an artistic tool. Through doing this, this research aims to provide a 
new pipeline for audio visualisation with machine learning, in addition to 
bringing attention to soundscapes through artistic practise. The purpose 
of the method is to facilitate my own artistic expressions and support 
creative audio visualisation production.  Additionally, it is contributing to 
the pool of existing knowledge in both design and soundscape research. 

Soundscapes were chosen as the audio source for this research because not 
only do they communicate a wide variety of audio and are in large supply 
while being easily accessible, they are also valuable records. Their value 
has been recognized widely in the field of soundscape ecology but may not 
be considered beyond the research area.   

 

Soundscape Ecology  

Soundscape ecology is the relationship between the unique collection 
and arrangement of sounds in an environment. It encompasses the 
biophony (animals and insects), geophony (non-biological environmental 
audio eg. wind and rain) and anthrophony (sounds caused by humans) of a 
location (Krause, 2015; Pijanowski et al., 2011; Schafer, 1994).  

Through the years of soundscape ecology research, audio has been 
collected from all around the world for research such as the World 
Soundscape Project founded by R. Murray Schafer.  

Bernie Krause, a notable figure in soundscape research, has focused on the 
collection, interpretation, and communication of the wealth of invisible 
information hidden in natural soundscapes. His extensive collection 
of soundscape audio, along with a substantial amount of soundscape 
recordings from others, acts as historical records, storing part of the 
earth’s biodiversity and natural history (Pijanowski et al., 2011).  

The large collection of soundscape research has demonstrated the 
importance and use of soundscapes through analysing patterns and 
their changes over time.  By comparing field recordings collected in the 
same location, at the same time of year and day, across multiple years, 
Bernie Krause (1987; 2015) identified consistencies and patterns in 
the vocalisation, coining the Niche Hypothesis. The Niche Hypothesis 
says that vocal creatures have evolved to fit their vocalisations into the 
soundscape by finding temporal or acoustic niches. This allows for each 
vocalisation to be transmitted and received in an efficient manner without 
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combating similar or dominating sounds.  This, along with the geophony 
and anthrophony, makes each soundscape unique to its location and 
configuration. 

Through this method and understanding of soundscape dynamics, issues 
such as habitat health, effects of resource extraction, land transformation, 
climate change, anthrophony and weather among others can be identified 
and measured (Pijanowski et al., 2011; Krause, 2015).  

Although soundscapes have shown to be valuable, their value may not 
be recognized by everyday people. As New Zealand culture has a strong 
connection to the environment, it is important that New Zealanders 
at least appreciate if not understand and protect their local natural 
soundscapes. This research provides an opportunity to highlight New 
Zealand soundscapes and their unique qualities for New Zealanders to find 
value in them.   
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Literature Review

Overview 

Audio visualisations within soundscape research tend to come in 
the form of graphical data, and not produced with artistic intentions. 
Machine learning has been utilised in this field to increase efficiency when 
dealing with large amounts of data, recognizing patterns and classifying 
audio, tasks that are either too overwhelming or time consuming for a 
person to realistically achieve. Although machine learning is effective for 
these purposes, it has more to offer. Not only is machine learning useful 
for dealing with organizing information, it also offers image synthesis 
capabilities which have not been taken advantage of in current audio 
visualisation production. There is little research demonstrating machine 
learning being used in this way, but image-to-image translation has been 
shown to be a promising image synthesis method, with the potential 
to be developed into an audio visualisation tool. This literature review 
will evaluate how and why audio has been visualised in the soundscape 
ecology field as well as how machine learning has contributed to audio 
visualisations. It will then compare existing applications of image 
synthesis methods to assess their potential suitability as an audio 
visualisation tool.   
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Soundscape Visualisation 

Audio visualisation has for a long time been targeted at scientific 
audiences, with the use of graphs or plots. Within soundscape research, 
long term soundscape monitoring has been recognised as a valuable tool 
to gather baseline data as well as to analyse and find correlations between 
soundscape and environmental change. Although useful, analysis and 
management of mass amounts of data can be time consuming and difficult, 
usually carried out by ornithologists, rangers or ecological consultants 
(Reyes & Camargo, 2015). This issue has resulted in research dedicated to 
analysis and visualisation tools to better navigate audio files, as well as to 
identify and understand meaningful information for ecological monitoring  
(Farina et al., 2011; Philips et al., 2018; Towsey et al., 2014). 

Graphs are a common tool used to represent audio within soundscape 
research. Although they have been widely used, they are somewhat 
insufficient as only two dimensions (time and either frequency or 
amplitude) are represented. Cicconet and Carvalho (2011) saw this issue 
with Pulse Code Modulation (PCM) graphs, which are the common audio 
waveforms seen in audio editors. They argue that these PCM graphs do 
not offer enough visual cues and developed a method to display melodic 
content through an additional graph. Although this method is targeted 
towards music specifically, their recognition of a need for increased or 
more manageable visual information in audio visualisations is key. This 
can be seen throughout soundscape research such as in samocharts which 
were developed to better identify and detect soundscape audio events, 
making audio comparison faster (Guyot & Pinquier, 2015). Towsey et al. 
(2014) also developed false-colour images to highlight and assist with 
navigation through ecological significant audio data. 

Similarly, altering spectrograms to make visual audio easier and quicker 
to scan for audio events has been explored (Lin et al., 2013). Phillips et 
al. (2018) use visualisations of data from long-duration audio allowing 
for faster content identification and organisation when monitoring audio 
change. In soundscape research, visualisations have been shown to aid 
in audio analysis, leading to better informed resource management 
decisions and other benefits. Reyes and Camargo (2015) discuss the use of 
visualisations for easier visual analysis and improved species identification 
in bird sounds. Gage and Axel (2014) used audio visualisations to 
demonstrate changes in soundscape audio from over a 4-year period, 
which led to a better understanding of environmental change. 
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The above studies explore efficiency of audio analysis and browsing 
through improving the visual communication of the audio. Although the 
methods were effective, the visualisations require a scientific audience 
that is familiar with the research field to interpret and understand the 
significance of the results. Outputs included variations of traditional 
graph visualisations and simple plotted shapes, which disregard aesthetic 
considerations any further than readability. This is due to their reliance on 
functionality to communicate specific information for a specialised task or 
objective. As a result, they do not allow for visual or creative interpretation 
and do not engage an audience outside of the research community. 

Visualisations have also been produced in soundscape research to engage 
a non-scientific audience. The Soundsslike Project (Soundsslike, n.d.), is 
a tool made for the Istanbul soundscape to raise awareness of cultural 
voices and preservation of city sound symbols. The project was based 
on an awareness that these sounds are diminishing as the soundscape 
changes and will be lost or forgotten if not recorded. They saw a need for 
the soundscape to be archived somehow to sustain the cultural memory 
and identity of Istanbul. 300 categorised sound files, plus user submitted 
files, were categorised and mapped onto their recording location on an 
interactive online map.  

A similar example was made on a website called Chatty Maps (Quercia et 
al., n.d.), using Flickr (www.Flickr.com) image emotion and sound related 
tags to generate sound profiles for streets in major cities, displayed on an 
interactive map. This was intended as a potential tool for city planners 
to understand the sounds of built environments and their effects on 
urban life as well as for citizens to understand their local soundscapes. A 
study with similar motives mapped sound sources and their effects in an 
environment to inform development decisions and ultimately understand 
the ways that soundscapes affect how people experience a space 
(Efstathios & Jian, 2017). Unlike the online maps, this tool was designed 
to observe the effects of a soundscape. Similarly to the previous graphical 
visualisations, this tool does not have many aesthetic considerations 
which may also be due its specialised target audience. 

Chatty Maps (Quercia et al., n.d.), and Efstathios and Jian’s (2017) tool, 
demonstrate a clearer connection to soundscape audio visualisation 
compared to the previously mentioned graphical audio data but continue 
to be function focused as opposed to experience focused in their visual 
aspects. Audience context and how their experiences might bring value 
to the tool are considered, but the tools themselves do not provoke or 
create the experience of a visual soundscape in the creative sense. Several 
creative soundscape visualisations emphasise creating an immersive 
soundscape experience (Gingrich et al., 2018; Lamontagne et al., 2016), 
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suggesting that the experience factor of a visualisation is important. This 
could however be specific to soundscapes. 

 Machine Learning 

Machine learning has been utilised to increase efficiency when 
completing tasks involving large amounts of data among other things.  
A common use of machine learning in audio visualisation research is 
classification and the visualisation of the classified groups, which works 
to combat those issues. Projects GenreGram (Tzanetakis et al., 2001) and 
Islands of Music (Pampalk, 2001; Pampalk et al., 2002) both visualise 
songs according to their classified genre, either individual songs shown as 
moving cylinders or similar songs grouped as islands. While musical genres 
may not be directly applicable to environmental soundscapes, a similar 
classification process has been carried out to support species identification. 
Identification of sound events in long duration field recordings and their 
visualisation have been explored in the past, as long-duration recordings 
have become more accessible (Phillips et al., 2018; Towsey et al., 2014) but 
Marsland et al. (2019) applied audio classification to the process to further 
improve the facilitation of analysis. As well as classification, machine 
learning also tends to be utilised for smaller computational tasks like noise 
reduction (Lin et al., 2013) and audio feature extraction (Dhiraj et al., 
2019), but never as the main visualisation tool. 

Audio visualisations take advantage of human’s ability to see structure and 
patterns, but a benefit of machine learning is that it can organize things in 
a way that a human may not have thought to (Cooper et al., 2006). VizRank 
uses machine learning to create and sort data visualisations, providing 
the most useful visualisation arrangement for analysts to interpret, saving 
time on manually identifying patterns and trends (Leban et al., 2006). 
It is important to note that the machine does not replace the human’s 
role entirely, but it is used as a tool to reduce the workload and offer a 
different perspective. Marsland et al. (2019) emphasize the need to involve 
both human and machine analysis when evaluating machine learning 
classification results to ensure correct classification. Including humans in 
the process is important as the output is made for human consumption, 
similar to art. Removing human input suggests that the machine is 100% 
reliable and will always make the best decisions, or that manual accuracy 
assurance is not important. 

For scientific purposes accuracy is paramount, but in art and design, 
intent brings value and significance. Considering the purpose and context 
behind artistic considerations can create a more inviting visualisation, 
making information accessible and digestible (Li, 2018). Li, proposed 
that creative applications of data can be angled towards generating 
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emotional experiences rather than just increasing data comprehension, 
and subsequently building a stronger connection with an audience. 
Many existing soundscape visualisations tend to fall into the data 
comprehension category, focusing on specific academic audiences, but 
generating an emotion-oriented soundscape visualisation experience 
would require an artistic approach. Mazzone and Elgammal (2019) argue 
that intent is what separates art generated by a human or a machine. 
Machines do not have artistic intentions, but they have the practical 
capabilities that parallel or exceed those of humans. Therefore, machine 
learning computational abilities driven by artistic intent has the potential 
to produce unique outputs quickly and in large numbers without losing 
touch of conceptual value. While human input is used in scientific machine 
learning visualisation for validating the objective accuracy, it’s possible 
that it could be swapped out for subjective interpretation and curation 
in creative machine learning visualisations. As long as artistic intent is 
maintained, the use of computational tools such as machine learning could 
largely benefit the design process.    

Typical practice in audio visualisation involves two main steps, audio 
feature extraction and mapping audio features to visual properties (Dhiraj 
et al., 2019). Dimensionality reduction needs to occur to allow for features 
to be realistically mapped (Tan et al., 2013; Reyes & Camargo, 2015) as 
visual dimensions tend to be smaller than those of audio. This causes 
information loss and becomes an issue when important information is lost 
along with the irrelevant information. In situations where the mapping of 
data is for practical use, such as sensory substitution tools, information 
preservation is a high priority (Tan et al., 2013). In the visualisation of 
soundscapes for analysis, maintaining ecologically relevant information 
is essential (Phillips et al., 2018), making the method of translation a 
crucial consideration. For other purposes, such as creative visualisations, 
information preservation may be valued less. A notable project, 
conceptually built from R Murray Schafer’s World Soundscape Project is 
The Wetlands Project (Lamontagne et al., 2016). Audio from five channels 
of a Wetlands Soundscape recording were translated via algorithm into 
colours based on the visible light spectrum. As this was intended as an 
installation experience and not as an analysis tool, reduction of audio data 
and information loss would not be a major concern, as long as audio is 
consistently uniquely represented. This balance is important to consider 
in the process of feature extraction and parameter mapping as it can 
influence the output and how they are perceived. 

Maintaining extra audio features creates two issues: the first is deciding 
how to map each data value to a visual component while also possibly 
mapping irrelevant data, and the second is interpreting the visual output. 
Not maintaining enough audio features could also be problematic, creating 
a visualisation that can appear non-specific to its audio or arbitrary. If 
the visualisation does not visually relate to its audio in some way, then 
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the feature extraction and mapping process was pointless. Music feature 
extraction using deep learning was investigated further by Dhiraj et al. 
(2019), comparing the use of genre classification and autoencoders as well 
as effectively mapping features to visual parameters. Results found that 
songs could successfully be uniquely represented when audio features 
dictated the visual outputs. Similar methods could be adopted when 
extracting soundscape audio features to drive individual visualisations, 
although mapping to visual parameters would require specific 
consideration to produce novel results. For example, KIMA – The Wheel 
(Gingrich et al., 2018) uses a trained machine learning model to match 
sound inputs with visual outputs from different categories in real time. 
Live audio input is taken from the installation space where sound features 
are extracted and matched to ten visual particle system parameters based 
on twelve pretrained sound feature traits. This allows for a large range of 
visual results directly influenced by the audio input. 

  

Image Synthesis  

Not only is machine learning useful for dealing with organizing 
information, it also offers image synthesis capabilities which have rarely 
been taken advantage of in current soundscape audio visualisation 
production.  

Image translation and style transfer are two common image-related 
machine learning applications, although style transfer is more heavily 
oriented towards artistic endeavours than image translation. Style transfer, 
originally developed by Gatys et al. (2015), was developed with artistic 
intentions at the forefront of investigation. The premise is that it takes 
the style of one image and applies it to the content of another image. 
Style transfer has since been explored to apply textures (Vasilyev et al., 
2018) or painting vignettes (Zhang et al., 2018) to photographs, as well as 
more novel approaches, such as use for style transfer of animated motion 
(Holden et al., 2017). Style transfer has also been applied to videos (Ruder 
et al., 2018), working frame by frame. 

A crossover of mediums is highlighted through the adaptation of style 
transfer methods to use with audio (Brunner et al., 2018; Huang et al., 
2019; Huzaifah bin Md Shahrin & Wyse, 2020). Here, style transfer is 
pushed past its intended purpose while taking advantage of the physical 
attributes of audio as spectrograms and other time frequency graphs. 
Although these are a common audio representation, the use of audio in 
an image-based machine learning tool is unique. In the context of audio 
visualisations, where sound is taken out of its intended auditory context, it 
makes sense to also experiment with tools out of their context as means to 
produce them.  
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Image Translation 

Image translation is another well documented image-based machine 
learning tool, experimented with through software such as Pix2Pix 
(Isola et al., 2016). Pix2Pix is an innovative image-to-image translation 
software that allows for easy application without a heavy technical 
understanding of machine learning algorithms and parameters. A large 
portion of machine learning image translation research focuses on the 
technical improvements of the methods and algorithms. Improving 
methods of training (Eusebio et al., 2018; Huang et al., 2018; Kaur et al., 
2018), image quality (Li et al., 2018), shape change (Gokaslan et al., 2018), 
realism (Wang et al., 2018) and results diversity (Lee et al., 2018) within 
both unpaired and paired training datasets and across different levels 
of training supervision have all been researched. Applications of image-
to-image translation tend to be popular in medical imaging, either to 
improve the quality of existing images, expand the pool of training images 
or synthesis images that are difficult to retrieve (Cheng-Bin et al., 2019; 
Galbusera et al., 2018; Kaji & Kida, 2019). The use of these technologies in 
high stakes professions demonstrates the potential that is seen and quality 
of output that is expected. This can also be seen in creative applications of 
image translation.  

In both practical and artistic oriented applications, Isola et al. (2016) 
provide a variety of examples, such as map to aerial photo and sketch, or 
coloured blocks to detailed images and scenes. Producing high quality 
detailed artwork outputs from sketches had been further explored by Lin et 
al. (2018). Isola et al. (2016) also acknowledge the wide adoption of Pix2Pix 
and application to tasks broader than the scope of their initial paper, 
highlighting the extensive possible use cases. Learning to See (Akten, 
2017) used the Pix2Pix codebase to generate live video frame input image 
translations based on various dataset themes. As the potential for Pix2Pix 
has already been identified as wide ranging, it may also be possible that 
these translation methods could be applied to an audio input. 

Image-to-image translation may be more appropriate than style transfer, 
as there are more opportunities for design decisions. Style transfer 
limits exploration to image structure and style, whereas image-to-image 
translation affords more in-depth experimentation. Style transfer may be a 
more powerful tool for audio visualisation when used in conjunction with 
other techniques, but by itself it doesn’t offer enough space for extensive 
investigation without stepping into algorithm territory. 

Using audio features to control a machine learning produced image output 
has been demonstrated (Klingemann, 2017, 2019; Shipley, 2019) informally 
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online using styleGAN (Karras et al., 2018) which is a machine learning 
architecture for generative image modeling. However, according to the 
available literature, research demonstrating the use of image-to-image 
translation to visualise audio has not yet been carried out. 

 

Conclusion 

Audio visualisation is a popular tool for audio analysis in soundscape 
research. In few cases it also has been utilised for creative visualisation 
to facilitate immersive audio-visual soundscape experiences. Machine 
learning offers tools in both analysis and creative applications of 
soundscape audio, but as soundscape research is mainly data analysis 
oriented, the creative uses of machine learning in the field have not been 
implemented. Like audio visualisation, there are few cases of machine 
learning directly contributing to creative soundscape projects. These cases 
use machine learning to process audio data and dictate outputs generated 
by a coding program, they do not produce the images directly from the 
model. This leaves a gap in the research and poses a question: how might 
machine learning image synthesis be used to visualise soundscape audio?  
Image-to-image translation was identified as a powerful machine learning 
tool capable of producing high quality synthesized images and may be 
exploited for audio visualisation purposes. Although machine learning 
image synthesis has been used in the past for audio visualisation with 
StyleGAN, image-to-image translation has not. These neural network 
types use different methods to learn and produce images, which provides 
opportunity for new exploration. It can be concluded through the 
examination of existing literature, that an audio visualisation tool using 
image-to-image translation has not yet been utilised to produce creative 
soundscape audio visualisations.
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Research Through Design 

My research follows a research through design approach. Research 
through design is both action research and development work (Frayling, 
1994), where the step by step development of a new method, the method 
itself and the results contribute to the design research. 

Research through design supports an iterative and critically reflective design 
process where the act of creating and analysing produces results to inform 
further creation (Zimmerman and Forlizzi, 2014). It provides an opportunity 
to identify existing knowledge and design theory, iteratively create, and 
contribute documentation and rationales to the pool of current theory. 
Research through design looks into the future, using the past only as an 
indication of where to start. This allows the research to establish a position 
in the wider research area and for new contribution to be made to the field. 
Background research also justifies that the knowledge being developed is 
worth pursuing and contributing. 

Through analysing existing research, in the form of a literature and precedent 
review, issues, gaps and flaws were highlighted. The identified gaps and issues 
guided the formation of the research question - how might machine learning 
image synthesis be used to visualise soundscape audio?  

The research question is addressed through the development of a new 
method of audio to visual translation. This method allows an audio file to 
be translated into a visual output using machine learning image synthesis. 
The development of the new method benefited from the research through 
design cycle of creating, testing and evaluating as multiple concepts could 
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be explored and adapted. After repeating this process to the point of 
satisfaction or to the limits of available resources, the documentation and 
rationales that led to that point provide insights into the design practice 
with the intention of enhancing future design practice. 

Content Analysis 

Inductive content analysis encompasses the examination of 
qualitative data from which themes or commonalities are identified 
(Hanington and Martin, 2012). Content analysis is useful, as it creates 
connections between multiple bodies of work, highlighting significant 
factors in both visual and written formats. 

Content analysis was used in this research for both the technical and 
aesthetic aspects, as well as conceptual ideas. This allowed common issues 
and themes to be identified for consideration in the development of the 
new method. To examine technical methods, literature outlining existing 
audio visualisation projects was analysed. Feature extraction and feature 
mapping methods were identified, along with their benefits and limitations 
for comparison. This allowed for the most appropriate technical methods 
to be highlighted and adopted from similar research for experimentation 
within the context of this research.

Content analysis can be used for a range of content, including analysing 
the characteristics of visual media (Neuendorf, 2017), and was used to 
review the design outputs. This allowed the visual patterns to be identified 
for the relationship between the audio and visual aspects to be understood. 
Understanding this relationship was important, as it informed design 
decisions throughout the research. 

The execution of audio visualisations was examined to understand which 
visual and conceptual aspects have been considered important in the 
past in relation to soundscapes. Building this understanding of recurring 
themes allowed for a deeper understanding of the important features, as 
well as gaps in the aesthetic communication. These features informed the 
design process, as they helped to frame the research context and design 
thinking as the design process was followed.  

 

Prototyping 

The design development throughout this research was carried out 
with the use of prototyping. Prototyping is the iterative generation and 
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execution of low or high-fidelity concepts (Hanington & Martin, 2012). 
Using both low and high-fidelity prototypes allows for functionality and 
form to be ideated, developed and tested at different levels of refinement. 

Low-fidelity prototypes generally consist of sketches or paper prototyping, 
but due to the technical nature of this research, prototypes range in digital 
fidelity. Low-fidelity prototypes in this research would be considered those 
that explore translation layer concepts, whereas high-fidelity prototypes 
iterate through input combinations to analyse finer aesthetic details in the 
outputs. 

Prototyping supports the generation of ideas and their early evaluation, 
promoting the full investigation of a design space (Beaudouin-Lafon & 
Mackay, 2012). This research consists of two mains parts: the development 
of the audio visualisation method, as well as the curation of the dataset/
development of the final visual outputs. There are multiple interrelated 
facets considered in the design process, which each needed to be designed 
with the others in mind. Due to this, iterative design and prototyping were 
essential to explore the wide range of possible visual results, and fine tune 
the development process concurrently. 

Generative Design 

The structure of the technical aspects in this research is based on 
generative design. Generative design approaches the design process from a 
conductor perspective. The role of the designer shifts from the one drawing 
the lines, to the one developing the process for the line to be drawn 
(Gross et al., 2018). Generative design involves “iteratively developing 
different processes and then selecting those that produce the most visually 
compelling results” (Gross et al., 2018, p. 4).  It allows the designer to be a 
curator alongside the computer, selectively altering the system and rules 
that the computer must follow.  

Analysis of the visual outputs is the other aspect of generative design. A 
better understanding of how the system works is gained through testing 
and assessing the results, allowing for the designer to make informed 
creative decisions when prompting the machine. The final outputs can 
then be selected by the designer based on their creative intentions. 

Similarly, generative art covers the “incorporation of computational 
processes into the production of artistic composition” (Baker & Sicchio, 
2016, p. 207) where the outputs as well as the processes are considered 
artistic materials. Although the development of the method is the main 
research focus, the visual outputs are equally important, as they inform 
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changes to improve the method, and ultimately the purpose for the 
method to exist.

This applies to the steps taken in machine learning image synthesis. 
Machine learning is used in this research as a tool for the production of 
art, but the creative process takes place before and after the tool is used 
(Mazzone & Elgammal, 2019). Usually a designer is required to make 
specific decisions about how to construct an image, but in this case the 
designer is removed from this aspect and instead focuses on dataset 
curation and output selection. 

Machine learning algorithms find patterns in raw data in order to 
reproduce them when prompted (Goodfellow et al., 2016). In this research, 
dataset curation was done by the designer to establish a consistent visual 
theme for the algorithm to identify. This provided the foundations for the 
algorithm to generate new content based on the prompts. The prompts 
used in this research were simple visualisations of audio data, and the 
outputs were themed visual translations of these, based on different 
trained datasets.  
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Development Process

Overview 

The design outputs of this research comprise of visualisations for 
seven one-minute long soundscape audio files. The original audio was cut 
down to one minute from their original lengths to keep consistent outputs 
and manageable workflow. Audio for these visualisations were provided by 
Grant Finlay, a location sound recordist, and can be found along with other 
works at https://soundcloud.com/naturesounds_nz. 

Visualisations include a cover image representing the entirety of the one-
minute audio file, as well as a video visualisation of the audio as it changes 
throughout the track. All imagery was generated using Pix2Pix (Isola et al., 
2016).  These outputs are in addition to the developed method for audio 
visualisation using machine learning image synthesis. 

Please refer to the appendix to view all video outputs. The videos are best 
viewed with sound on VLC Media Player due to the way they were made. 
The use of headphones is also recommended.

The creation of these artifacts allows for machine learning creative 
technical processes to be explored, as well as the potential for New 
Zealanders to discover - or rediscover - New Zealand soundscapes through 
a visual lens. The intent is to recreate a similar experience, or stimulation, 
that I encounter when visualising these sounds. I can imagine clearly what 
a sound may look like compared to others within certain visual themes, 
and machine learning image synthesis offers an opportunity to bring 
these visualisations to life. The concept of Pix2Pix as a translator aligned 
with how I approach audio visualisation and provoked curiosity around its 
potential use for translating audio into visuals. 
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This section explores the design experiments and outputs generated as a 
response to the design problem outlined.  

Technical Resources 

Pix2Pix 

Pix2Pix (Isola et al., 2016) is an image-to-image translation machine 
learning conditional adversarial network. It is used to train datasets of 
image pairs in order to synthesize new outputs based on an image input 
translation layer prompt. Pix2Pix works by providing image pairs where 
image A is equal to image B. The network runs through each pair hundreds 
of times, learning on different levels, which features/colours/lines etc. 
of image A should be associated with which features of image B. Pix2Pix 
offers flexibility for approaching machine learning image synthesis, and 
allows for various translation methods to be tested. Pix2Pix will allow 
images to be generated based on audio data within a visual theme. 

OpenFrameworks 

OpenFrameworks (openFrameworks Community, 2004), an open 
source C++ toolkit, was used to generate possible translation layers for 
Pix2Pix testing. It provides a platform to generate visuals with code 
and was used in early prototyping stages. It is capable of reading and 
processing audio data using FFT (Fast Fourier Transform), allowing for 
audio feature mapping.  

Processing 

Processing (Fry & Reas, 2004) is a software sketchbook and coding 
language based on Java, used specifically for visual coding. It can 
read and write text files, as well as process audio files using FFT. Like 
openFrameworks, it facilitated visual prototyping for producing translation 
layers.  

FFmpeg 

As the content is media heavy, fast audio and video processing was 
important. FFmpeg (Bellard, 2000) is a multimedia framework used for 
video and audio editing, encoding, and decoding, among various other 
features. It provided a method for fast prototyping when segmenting audio 
and generating videos. 
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ImageMagick  

ImageMagick (The ImageMagick Development Team, 2020) offers 
image editing capabilities from the command line, allowing for efficient 
batch processing. Pix2Pix has unique image input specifications and 
ImageMagick allowed for datasets to be processed to meet the requirement 
before being trained.  
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Pix2Pix Audio Visualisation 

From my previous research and experimentation prior to this design 
portfolio, it is understood that Pix2Pix has broad use opportunities. I 
carried out a project called Spect2bird (Willcox, 2019), testing if Pix2Pix 
could identify and create an image of a bird based on a spectrogram image 
of its call. It was trained on pairs where image A was the spectrogram, 
and image B was the corresponding bird species. The trained model could 
successfully identify the correct bird and produce a recognizable, although 
not realistic image of the correct bird species. This project demonstrates 
that it is possible for Pix2Pix to translate and visualise audio in some form.  
The results can be seen in Figure 1.

In theory, the bird images in this example could be substituted for a 
different visual style, and the way the audio is being represented could 
be altered to better suit soundscape audio. The spectrograms used were 
saved as square images to fit with Pix2Pix input requirements. Short bird 
call audio clips were ideal for this format, as there was enough space along 
the time axis to display the whole clip. This method would be less effective 
with longer soundscape clips, as their scaling to fit the square dimensions 
would compact the visual audio events, making features difficult to 
identify. 

Long duration recordings are the most common in soundscape research, 
as they hold more information and show change over time (Towsey et 
al., 2014; Phillips et al., 2018). Longer audio files provide mass amounts 
of audio data, which requires different considerations compared to 
a short single bird call. The first steppingstone was to make a new 
audio representation that would be ideal for longer tracks to replace 
the spectrograms. The format of the representation also needs to be 
reproducible as an image translation layer in order to train a dataset to be 
compatible.



Fantail

Tui

Eastern Rosella

Figure 1

Spect2bird Results Showing the Input Spectrograms and Pix2Pix Output Image for Each Bird Type

Input Ouput

Bellbird
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Image Development Process | Initial Prototyping

Translation Layers 

In this research, a translation layer refers to an image that holds 
visual information for an output image to be built upon. When using 
Pix2Pix, the translation layer, paired with the original image, is given to 
the model for the model to learn which visual features correspond between 
the two images. When given a new input image based on the translation 
layer style, the model can assume what visual features the output image 
should have.  

In this method, the translation layer is an edited version of the dataset 
images. The new inputs are produced using audio data, but need to 
match the visual style of the translation layer in order to be compatible. 
The initial testing phase consists of multiple small tests to establish 
an understanding of how different translation layers will interact with 
Pix2Pix. Testing then becomes more in depth, focusing on the relationship 
with the image types and specific details. 

  

Datasets 

In this research, a dataset refers to a collection of images within 
a visual theme that was compiled together to be trained with Pix2Pix. 
Dataset consideration is an important part of the design process, as the 
theme of the dataset dictates the aesthetic qualities of the outputs. The 
curation of the images within the dataset is also important to filter out any 
unwanted features and ensure visual consistency. The machine is finding 
patterns in the raw data (Goodfellow et al., 2016), so removing unwanted 
inconsistencies streamlines the dataset and can improve the quality of 
image results.  

 Datasets were produced through image scraping, using image tags and 
filters. Each dataset was manually filtered to eliminate unwanted images, 
maintain consistency and best represent the features I want in the outputs.  
The success of the dataset was determined by the level of detail, colour and 
uniqueness of machine interpretation in the image results.   

A range of image datasets of different sizes and themes were tested during 
the prototyping process. The final dataset was chosen based on how 
well the outputs represent my view of soundscape audio. Aspects such 
as colour, image structure, detail and overall aesthetic all contributed to 
the decision.  The dataset and translation layer were chosen in tandem 
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as different combinations create different visual effects and each need to 
work well with the other.    

Outputs 

Outputs refer to the images produced through Pix2Pix using 
audio data image inputs. It was preferred for the Pix2Pix outputs to be 
recognizable as belonging within the category of the training images, 
but not photorealistic replicas. The aim of this was to create a visual 
experience without the distraction of uncanny valley (Caballar, 2019) 
qualities, and to only borrow the visual qualities of the training set. This 
is similar to Mazzone and Elgammal (2019), who developed a GAN artwork 
synthesizer, which was rewarded for generating original art pieces that 
follow existing aesthetics, but penalised for recreating pre-existing styles.  

Machine learning image synthesis has gained praise due to its ability to 
produce photorealistic images, as mentioned earlier in relation to its use 
for medical imaging, but oftentimes it is the mistakes and abnormalities 
that are the most interesting, especially in design. With the goal to produce 
visualisations of sound, abstract or odd results within the chosen aesthetic 
are preferred, and best received when they are unexpected. The variety 
in the results allowed for further creative exploration and fine tuning of 
the method to a point where it produced visualisations representative of 
my artistic intentions. Working this way, somewhat blindly, required trial 
and error and utilized iterative design. As results were always unexpected, 
progress required a constant cycle of creation and evaluation.  

  

Outlines Prototype  

The first test took advantage of a pre-established translation layer, edges 
to image, from Pix2Pix documentation (Isola et al., 2016). This translates 
outlines of an image to a detailed image. To apply this method, new images 
needed to be made consisting of lines representing audio data. The style 
of lines needed (e.g. curved, straight, wiggly) would depend on the training 
dataset, as that would be what the model is expecting to see.  

Audio files were put through a self-made openFrameworks programme 
which draws a line for each frequency band. The changing energy 
level of the frequency band dictates the line direction as it moves. The 
accumulation of lines at the end of the audio clip is representative of 
and unique to the specific audio file. The final state of the lines becomes 
the translation layer which is fed to a trained Pix2Pix model. To test the 
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compatibility of this translation layer, two separate datasets were trained. 
One consisted of cloud images and the other of Kandinsky art works. At 
this stage of the research, city soundscapes were being considered in 
addition to natural environmental soundscapes to test visual contrast, 
although natural soundscapes took priority in later development. Audio 
was sourced online from the Soundsslike project (Soundsslike, n.d.) of 
Istanbul soundscapes for these early tests.  

 

Results 

Results showed that this method produced more similar results 
with the cloud dataset, as the line structures were most alike. The cloud 
results were recognisable and maintained a cloud like texture, whereas 
the Kandinsky art line structures were too varied to produce any results 
resembling the dataset (Figure 2). Dataset quality and size, as well as the 
audio chosen to produce the lines, contribute to the quality of the results, 
but the amount of possible combinations is too large to explore in an early 
test. A closer visual relationship between the dataset line style and the 
audio lines style would be needed to see more developed results. Although 
the cloud dataset shows potential and could be developed to improve its 
results, the aesthetic of the images doesn’t meet my expectations of what 
soundscape audio might look like. A dataset with colour variation and 
more visual features is  desirable, like the Kandinsky artworks. Kandinsky 
artworks were originally chosen due to their intriguing connection to 
visual music, but it was clear their visual qualities don’t suit this method. 
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Figure 2

Pix2Pix Outputs Showing Training and Test Results for the Outlines Translation Layer

Input Ouput

Clouds Training Results

Clouds Audio Input Results

Kandinsky Training Results

Kandinsky Audio Input Results
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Abstracted Spectrograms 

The use of an abstracted spectrogram was also considered as a translation 
layer. Finding a translation layer for a training dataset that would resemble 
a spectrogram would be difficult, but an abstracted spectrogram allows for 
visual features to be less specific. Greyscale spectrograms were generated 
and then converted to mosaic grids to simplify their visual structure, seen 
in Figure 3 as ‘Abstracted Spectrogram Translation Layer’.

The same mosaic grid effect was then applied to the image dataset and 
converted to greyscale to generate a translation layer resembling the 
abstracted spectrograms.  

Results showed that due to the structure of the spectrograms, most colour 
change was in the top third of the images, providing little information for 
details to be produced in the output images.

To distribute the visual information around the image, the polar 
coordinates filter was also applied, consequently distributing visual 
information in the outputs, too (Figure 4). It also introduced a liquid 
effect to the outputs, which is assumed to be from the curves of the polar 
coordinates filter. 



Abstracted Spectrogram 
Translation Layer

(Audio Input)

Translation Layer

Pix2Pix Estimation

Pix2Pix Output

Flower Dataset

Flower Dataset

Kandinsky Dataset

Kandinsky Dataset

Figure 3

Translation Layer Examples from the Training Dataset (top) and the Pix2Pix 
Images Generated from the Translation Layers (bottom)

Figure 3.1

Pix2Pix Input as an Abstracted Spectrogram Translation Layer (left) and the 
Images Generated from each Translation Layer (right)



Pix2Pix Output

Faces Stained-glass
Windows

Victorian 
Woman

Microscopic

Translation Layer

Pix2Pix Estimation

Polar coordinates
Translation Layer

(Audio Input)

Figure 4

Translation Layer Examples using Polar Coordinates from the Training Dataset (top) and the Pix2Pix Images 
Generated from the Translation Layers (bottom)

Figure 4.1

Pix2Pix Input as an Abstracted Spectrogram Translation Layer using Polar Coordinates (left) and the Images Generated 
from each Translation Layer (right)
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It is noted that this mosaic grid visual simplification reduced the 
dimensionality of the data, which was identified as a possible issue in 
the literature. It was decided however, that it was necessary to reproduce 
the same visual effect with the training dataset. As the visualisations are 
not communicating audio for detailed data analysis and instead made for 
the purposes of facilitating audio visual experiences, like The Wetlands 
Project (Lamontagne et al., 2016), information loss is not a large issue. 
Dimensionality reduction and information loss would be a problem if 
results show that a visual relationship to the audio is not clear. 

These translation layers were tested with multiple datasets. The fluid effect 
that was produced from the polar coordinates still generated somewhat 
structured results with the stained-glass windows, flowers and microscopic 
datasets, but less so with faces. This reflects the dataset quality as the 
stained-glass windows, flowers and microscopic datasets all contained 
more images than those with faces. 

The mosaic grids and polar coordinate translation layer showed they could 
produce somewhat structured detail in outputs. Their simple structure 
and reduced detail make them easy to reproduce to create more datasets, 
as well for mapping audio feature to. For these reasons they were explored 
further.



33

Artifical Synaesthesia

Image Development Process | Feature Extraction and 
Mapping 

Although the mosaic grid effect was not successful with spectrogram 
images, there is opportunity to take advantage of its layout for audio 
feature mapping. The grid structure provides two variables, colour (0-255) 
and number of squares, which are both represented numerically. This 
layout presents the opportunity to relate audio feature values to colour 
and number of values to number of squares.  

  

Feature Extraction Overview 

Audio features were extracted as filterbank values from the MFCC 
(Mel-frequency cepstral coefficients) signal processing method using 
Python Speech Features (Lyons et al., 2020). This method of feature 
extraction was chosen due to its wide use with environmental sounds, such 
as bird species identification (Reyes & Camargo, 2015). As birds make up 
a large part of the New Zealand soundscape environments, it was fitting 
to use a method that has been identified as effective for differentiating 
between bird sounds, as they will be the main features in the audio. The 
MFCC process is used for its ability to prioritise sound that is within a 
human’s audible range. This is ideal to use as the outputs aim to create an 
audio-visual experience that can visualise what is being heard at that time. 

To calculate the filterbank values, the audio signal is first split into short 
frames which overlap.  From each frame, the power spectrum is calculated. 
The Mel filterbank is then applied. The filterbank consists of filters 
detecting energy levels within gradually increasing and overlapping ranges 
of Hz. The range is narrow at the start and gets wider the further away 
from 0 Hz they are. This mimics the human ear as the ear has limited range 
and is more sensitive to some frequencies than others (Lyons, n.d.).  

As this method is usually used for automatic speech recognition, extra 
steps past the filterbank are taken to produce MFCC values, which are 
even more representative of what a human can hear. As the windows 
overlap when the values are calculated, resulting data has a lot of 
crossover, which would usually be eliminated along with any additional 
unhelpful data. Filterbank values were chosen over MFCC values, as the 
method for producing videos from the audio relies on similarities across 
frames to produce a smooth transition. A compromise was made between 
representing audio within a human’s range and preserving all parts of 
a soundscape. It is important conceptually that these outputs represent 
the idea of a soundscape as a complex arrangement of sounds, as well as 
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showing audio change across all parts of the soundscape. Data in the high 
frequency ranges is usually disregarded when calculating MFCCs, but when 
visualising soundscapes, maintaining all data available provides a full 
representation.  

This method allowed for all data to be included, but prioritized the data 
within the human range.  The connection between visual and audio 
changes will be more obvious if the audible sound data is dominant. 
This will eliminate extra visual features that cannot be matched to the 
audible features. There may be opportunities in future research to explore 
production of visualisations which represent values outside of a human’s 
range, making visible aspects of the world that humans cannot detect.  

Feature Extraction for Cover Images

Retrieving the filterbank values to produce the cover images involved 
running each audio file through Python Speech Features (Lyons et al, 
2020). The default settings take two sets of 26 values each from the first 
and second frames of the audio. This was used to produce the initial 
images but does not use information from across the track. The second 
method takes 49 values from every frame of the audio and averages them 
to be left with one set of 49.      

Feature Mapping For Cover Images 

The 49 filterbank values were mapped to grayscale values in a 7 
x 7 grid of squares. The greyscale value of each square in the grid is 
determined by the corresponding value mapped to the colour scale 0 - 255.  
Square 1,1 has the value 1 in the filterbank list, square 1,2 has the value 2 
in the list etc. The filterbank value range was mapped -20,20 to 0,255 to 
take advantage of the full greyscale range and allow for more variety to be 
visible. Colour mapping was changed throughout the experiments to fit 
with the colour range in the dataset.  

The polar coordinates filter was also applied to the resulting grids to 
compare to previous results. 
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Testing 

Updated datasets were trained with the translation layer images 
matching the 7 x 7 grid along with the polar coordinates. The audio grid 
images were then tested with the trained Pix2Pix models.  

A range of datasets were tested with a mix of mosaic (Figure 5) and polar 
coordinates filters (Figure 6). The combined filters produced a liquid effect, 
and mosaic by itself produced slightly more realistic results.

Some results showed images that were split strongly down the center. 
This was due to the audio data consisting of a lot of very low values, 
producing similarly coloured squares. The length of audio was taken into 
consideration to understand why this happened. Testing separate portions 
of the same audio track showed that how the audio was sampled had a 
large impact on the visual results. Averages of the filterbank values across 
each one-minute track were used to produce the final thumbnails to 
ensure the whole image was filled.

Flower images were chosen as the final image dataset from this point, as 
they produce good colour, visual feature and structure variation. They 
allow for a wide range of image results that are distinguishable, while 
remaining in a consistent theme. They are also appropriate to match with 
soundscape audio, as they represent change in nature visually, maintaining 
a strong relationship between what is seen and what is heard. 



London City Audio New Zealand Soundscape Audio

Audio input Audio inputPix2Pix Output Pix2Pix Output

Figure 5

Pix2Pix Outputs Showing Flower Test Results using Soundscape Audio Data Input and the Pixel Mosaic 
Translation Layer



New Zealand Soundscape Audio

Audio input Audio inputPix2Pix Output Pix2Pix Output

New Zealand Soundscape Audio

Spoken English

Traffic Audio

Park Audio

Figure 6

Pix2Pix Outputs Showing Flower Test Results using Soundscape Audio Data Input and the Polar Coordinates 
Translation Layer
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Visual Audio Feature Identification  

Using these methods of image translation, it was tested if differences 
within a species would be visible, as well as between different species, such 
as cats and dogs (Figure 7).  

These results are considered a very successful step in developing a visual 
style for the visualisations. These audio translations show that the 
translation method is on the right track, as these images make sense as 
visualisations. When looking at the images at the same time as listening 
to their audio, visual features make sense to the nature of the audio. For 
example, a clip with one dog bark shows one large flower, but a clip with 
a range of dog barks, produces a more chaotic image. Pitch also seems to 
have an influence on the colour saturation. The visual style produced by 
the flower dataset provides a good colour variety, as well as enough visual 
variation to represent different audio uniquely.  

Visually there are some identifiable features that appear to be more 
common to either cats or dogs, but the sample size is not large enough 
to say definitively which features can determine what animal made the 
sound just by the image. This was also tested with bird call audio with 
flowers (Figure 8),  faces (Figure 9) and Kandinsky art (Figure 10), to see if 
the similarities are consistent across different datasets, as well as within 
bird calls. The results saw some visual consistencies within bird types, but 
features were not consistent enough to be sure. 
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Cats

Dataset 1 Dataset 2 Dataset 1 Dataset 2

Dogs

Figure 7

Comparison of Image Results Representing Cat and Dog Audio using a Flower Dataset
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Bellbird Fantail Rosella Tui

Figure 8

Comparison of Image Results Representing Bellbird, Fantail, Rosella and Tui Audio using a Flower 
Dataset



Bellbird Fantail Rosella Tui

Figure 9

Comparison of Image Results Representing Bellbird, Fantail, Rosella and Tui Audio using a Face Dataset



Bellbird Fantail Rosella Tui

Figure 10

Comparison of Image Results Representing Bellbird, Fantail, Rosella and Tui Audio using a Kandinsky 
Dataset
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Final Image Outputs  

The methods outlined above were used to generate an image 
visualisation for each of the seven soundscape audio tracks. The seven 
tracks were selected for their variety of audio features within New Zealand 
soundscapes. They are: ‘Aroha Island Crickets’, ‘Hauturu Flats Afternoon’, 
‘Manginangi Kauri Walk’, ‘Te Urewera, Rosie Bay Track Dawn’, ‘Waipoua 
Forest Sunset’, ‘Waipoua Forest Wind’ and ‘Tawharanui Morning’.  

The grid method was chosen over the polar coordinated as the final 
translation layer, as the results tended to be slightly more realistic and it is 
easily reproducible.  

Each of the seven image outputs (Figure 11) are visually unique and 
distinguishable from each other, while still being recognizable as within 
the flower theme. Although each audio source is vastly different when 
compared to another, it is important to note that they are all New Zealand 
soundscapes, therefore have general similarities, which accounts for 
the visual consistency. Other audio sources, such as dog barks, also look 
similar within their category, but largely different as a group from the New 
Zealand soundscape outputs.

Variations of the cover images are included later as the video development 
process adapted. 



Figure 11

Image Outputs Representing Seven Soundscape Audio Files Made with a 
Flower Dataset

Te Urewera, Rosies Bay Track DawnTawharanui Morning

Waipoua Forest SunsetWaipoua Forest Wind

Hauturu: Flats Afternoon

Aroha Island Crickets

Manginangi Kauri Walk
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Video Development Process | Feature Extraction and 
Mapping

After representing an audio clip with a single image, the next step was 
to represent the audio change over time. To achieve this, the audio needed 
to be split into smaller pieces that each have an image to represent it. 
These images are then used as frames of a video.  

 

Feature Extraction

Two methods of filterbank feature extraction for videos were tested. 

Method One: 

The first method involved first splitting the audio file into 5 second 
windows, taken from intervals of 0.33 seconds. For example, the first 
clip would be taken from 00:00:00 to 00:05:00 and the second would be 
taken from 00:00:33 to 00:05:33 and so on, until the end of the main clip 
is reached. This allows for each consecutive clip to have a large amount 
of overlapping data with the clip before and after it. From each clip, two 
arrays of 26 filterbank values each are extracted, totaling 52 values. As a 
better understanding of audio feature extraction was gained, the second 
method was developed.    

Method Two: 

The second method takes advantage of the natural overlap of filterbank 
feature calculation. Filterbanks are arranged in a way that allows for each 
range of frequencies to overlap with the previous and following filterbank. 
This eliminates the need to manually split the audio into overlapping 
segments. The values were calculated with window lengths of 100ms, 
window steps of 66ms and retrieving 49 values per frame, instead of two 
sets of 26. This method also takes values from every part of the audio, 
whereas in method one only a small section of each 5 second clip was 
being used. 
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Feature Mapping

The initial tests used method one of feature extraction and took 5 frames, 
each representing 5 seconds of audio to produce a 30 second video. Frames 
were dissolved between to show a slow transition of visual audio features. 
As the images were representing 5 seconds of audio, the visible change was 
not easy to correspond with the audio change. Refer to the file location 
Additional_Tests > Frame_Averaging > FrameAveraging_CrossDissolve in 
the appendix for a video example.

Shorter frames at a higher quantity displayed an increased amount of 
movement, but also introduced more variety between frames, causing a 
flickering or jumpy effect in the video. A similar issue was encountered in 
previous research (Ruder et al., 2018), where inconsistencies within style 
transferred video frames caused a visible flicker. The cause of the issue 
was attributed to the style transfer of each frame being independently 
generated, which is consistent with my method. To counter this, they 
fed the model the output of the previous frame to allow for a smoother 
transition, as well as including a temporal constraint in the training to 
correct large deviations of specific visual qualities between frames.  

Dhiraj et al. (2019) also faced visual inconsistency issues when producing 
audio reactive visuals from machine learning extracted audio features. 
The issue was overcome by applying linear extrapolation to the feature 
values, based on the current and next frame plus the time code. These 
solutions, although effective for their respective situations, are not directly 
applicable to the flicker produced in this research’s outputs. This level of 
technical application is out of the scope of this research, as the focus is not 
to change the algorithmic functions of the neural network. From a design 
perspective, a solution more fitting to the research was to adapt the frame 
production method.  

  

Frame Overlap 

Further tests involved using method one of feature extraction to produce 
frames from audio that overlaps. Five second clips were taken from 
increments of 0.033 (1/30th of a second) and 0.016 (1/60th of a second), 
allowing image results to be played back at 30 or 60 frames per second 
respectively. This method allowed for a visibly clearer connection between 
the audio events and visual change, but also increased the flickering. 
Frame  examples can be seen in Figure 12. 



Tawharanui 30fps 
Method 1

Tawharanui
No Overlap

Tawharanui 30fps 
Method 2

Tawharanui 60fps
 Method 1

Figure 12

Comparison of Visual Continuity Across Video Frames from the Track Tawharanui Morning Using Different Levels of 
Overlap in Feature Extraction
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Videos produced using method two of feature extraction produced slightly 
different results. Method two videos appear to be more reactive to the 
audio events, but produce less variety of colour. The lack of colour variety 
is due to the reduced time that each audio frame represents, leading to less 
variety of data included in the greyscale grid. The higher reactivity is also 
understood to be due to the smaller windows of time. Smaller windows 
allow for more specific representations for small sections of audio, making 
the final video appear more responsive. This is instead of using larger 
sections of audio that produce frames covering more data and are overall 
less specific.  

In terms of visualisation quality, method two is preferred as the 
relationship between the audio and the visual qualities is more obvious. 
Method one is preferred for its aesthetic qualities in this test, as it tends to 
produce more colour and detail variety, however it produced more flicker, 
which was undesirable. The difference in aesthetic qualities does not 
outweigh the need for an audio-visual relationship, therefore method two 
is seen as superior.

Video examples for each of the four columns in Figure 12 can be found in 
the appendix in the file location of Additional_Tests > Frame_Overlap with 
their corresponding names.
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Frame Averaging 

It was found that similar grid inputs do not always produce similar 
image outputs, just as identical inputs do not produce identical outputs. 
Pix2Pix generates each frame independently from every other frame, 
which allows for a lot of variation. Measures such as cross dissolve and 
frame averaging were taken to reduce the visual inconsistencies. Frame 
averaging was the most effective method. Averaging the input grids, where 
every second grid is an average of the one that comes before and after 
it (e.g. averaging frame one and three to produce frame two) saw little 
progress, but averaging the output images using the same method was 
effective.  Video outputs using this method showed smoother movement 
without compromising detail.  

Grid images were also run through the model multiple times to average 
their outputs, reducing small variations between different versions of the 
same frame. Additionally, averaging every second frame of these already 
blended frames saw even smoother results. The aim of this was to reduce 
the flicker while maintaining a high level of visible audio reactivity and 
image detail. Examples of the different frame averaging methods can be 
seen in Figure 13.

Video examples of these frame averaging methods can be viewed in the 
additional material in the appendix. A video comparison of averaging the 
input grid and output images is also available. They can be found in the 
following locations.  Please note that the datasets and audio used in the 
videos may differ from the examples in Figure 13.

‘Original Set A’ - No averaging effect applied
 Location: Additional_Tests > FrameAveraging_NoAveraging.mp4

‘Every Second Frame Averaged from Set A’ 
 Location: Additional_Tests > FrameAveraging_AveragedOutput.mp4

‘Set C: Set A and B Averaged Together’
 Location: Additional_Tests > FrameAveraging_AllAveraged.mp4

‘Every Second Frame Averaged from Set C’
 Location: Additional_Tests > FrameAveraging_FinalMethod.mp4

Input and Output Averaging Comparison
 Location: Additional_Tests > FrameAveraging_Comparison.mp4



Frame 1a

Frame 1b

Frame 1c

Frame 1a

Frame 1c

Frame 2a

Frame 2b

Frame 2c

Frame 2- Averaged

Frame 2c
Averaged

Frame 3a

Frame 3b

Frame 3c

Frame 3a

Frame 3c

Figure 13

Comparison of Frame Averaging Methods

Original Set A

Original Set B

Every Second Frame 
Averaged from Set A

Set C: Set A and B 
Averaged Together

Every Second Frame 
Averaged from Set C
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Video Outputs 

Using the above outlined feature extraction, feature mapping and 
frame averaging methods, a video was generated for each of the seven 
soundscape audio files using a range of models. The following sections 
evaluate the results across each model. 

Original Outputs 

This is an analysis of the video outputs from model 1. Audio change 
can be seen through the movement of the shapes throughout the videos, 
as well as colour shift. Although all videos have a flickering effect due to 
the nature of how they were produced, some flickering is intensified by 
the presence of audio patterns, such as crickets and trickling water. Across 
all the videos, bird vocalisations cause the most dominant visual changes. 
Different bird calls cause the colours to shift between red, purple and pink, 
as well as alter the shape and size of the flowers.  

Aroha Island Crickets consists of repetitive cricket and bird chirping, 
which can be seen through the very active visual changes. The flowers fill 
the screen for majority of the video, fluctuating quickly in size and colour.

Hauturu also has crickets in the background, but they are less dominant, 
which can be seen through the less intense visual changes. This allows for 
the bird sounds to be visually represented more, although not to the same 
extent of other audio recordings.  

In contrast to this, Manginangi Kauri Walk consists of two distinct bird 
calls with only minimal bird sounds in the background. This can be seen 
through little visual change until the two dominant birds vocalise, causing 
the colour to change to a brighter red and orange, while the flower shape 
and size shift more dramatically. 

Rosies Bay Track Dawn has multiple birds constantly vocalising 
throughout the recording, resulting in more visual variation and a wider 
range of colour change compared to the other clips.  

Tawharanui also has multiple birds vocalising at the same time and a 
louder Tui call visually present. This mix also causes quick visual change 
throughout the video, making it difficult to determine the specific direct 
relationships between each bird call and the visuals, but the Tui call is 
visually dominant at some points. The Tui call triggers brighter colours 
that fill the screen, making the connection clear. 

Waipoua Sunset features a constant water trickle, which visually masks 
the majority of the bird calls, even though audibly the birds stand out. The 
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visual changes caused by bird calls are not as visually obvious in this video 
compared to the previous ones, although at some points a connection 
between the visual and the birds can be identified. Reduced variation of 
colour is one factor that makes features harder to separate. 

Waipoua Wind also shows less dramatic visual changes from bird calls. The 
dominance of wind in the audio increases throughout the duration of the 
track, suppressing the bird vocalisations visually. 

  

Resolution

The previous tests used datasets trained at resolutions of 128 x 128 
and 256 x 256, as Pix2Pix takes less time to train a model using datasets 
made of images at these smaller sizes. The following tests explore results 
from models trained on datasets at a resolution of 512 x 512. The default 
output image size for Pix2Pix is 256 x 256, but outputs set at 512 x 512 
were also explored. 

The original dataset was retrained at 512 x 512 and combined with another 
2000 images to be trained at 512 x 512. This was to see how the number of 
images in the dataset effects the outputs.  

 

Observations  

Note: Epoch refers to how many times the model ran through the dataset 
during training 

Model 1: 2085 images at 128 x 128 trained for 200 epochs. Outputs 
generated at 256. Method one of feature extraction. 

Model 2: 2085 images at 128 x 128 trained for 200 epochs. Outputs 
generated at 256. Method two of feature extraction. 

Model 3: 2085 images at 512 x 512 trained for 1100 epochs. Outputs 
generated at 256 and 512. Method two of feature extraction. 

Model 4: 2085 images at 512 x 512 trained for 2300 epochs. Outputs 
generated at 256 and 512. Method two of feature extraction. 

Model 5: 4000 images at 512 x 512 trained for 1600 epochs. Outputs 
generated at 256 and 512. Method two of feature extraction. 

It was expected that increasing the output dimension would only generate 
a higher resolution replica of the 256 x 256 outputs, but instead the 
outputs were dramatically different. Outputs generated at the resolution 
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512 x 512 all noticeably have more visual features compared to those 
generated at the default 256 x 256. 256 outputs contain large features 
which morph throughout the video, but the 512 outputs contain a large 
collection of smaller features. These outputs are more complex, but they 
are possibly more suited to represent a soundscape. Soundscapes are made 
up of small pieces of which each have their own place, and can be rich 
with variety and overflowing with activity. These outputs offer a visual 
representation of being consumed by a soundscape, where every sound 
stands out, but at the same time everything is tangled into one mess of 
audio.  A comparison of the same frame generated across the different 
models can be seen in Figure 14. 

The higher complexity makes it more difficult to see exact correlations 
between the audio and visuals, although the overall movement of the 
features is still visually related to the audio. The original outputs from 
model 1 show a more direct relationship with audio and visual change as 
there is one main shape in the video that adapts to the audio quite clearly. 
However, it doesn’t communicate the diversity of sounds which these 
later videos achieve. It is assumed that model 1 produced these simplified 
outputs, because less overall detail was trained into the model due to the 
smaller input size. It was trained for 200 epochs which would also impact 
the level of detail. It is likely though that the model would not improve 
with further training without having increased the input sizes.  

Model 2 and 3 outputs also have large features, but the difference 
compared to model 1 is quite clear. These results show how much of an 
impact the training image size has on all aspects of the output. 

Using frame averaging to reduce the video flicker was effective, but did 
reduce the clarity of the details slightly. The higher resolution videos seem 
to be affected less by this as the details are still quite clear. Since they are 
produced with more details at the beginning, the loss is less noticeable, 
which is ideal. These higher resolution videos also offer brighter colours 
and more colour variety, even though they use the same dataset as model 
1. These results are attributed to the increased training time and image 
size, providing the model with more information.  

A large final dataset of 4000 images at 512 x 512 was created by combining 
two separate test datasets. This dataset was trained for 1600 epochs, and 
outputs were generated at 512. Due to the larger dataset size, the model 
requires less epochs to learn the same level of detail. This model produced 
outputs with a higher level of small details, such as textures and lines 
on what would be the petals and leaves. It is possible that it also further 
increased the number of features in each frame, which increased the 
complexity.   



Figure 14

Comparison of the Same Frame Generated using Different Models and 
Output Sizes

Model 3
512x512Model 3

Model 2Model 1

Model 4
512x512

Model 5
512x512Model 5

Model 4



55

Artifical Synaesthesia

Final Production Method 

The final video production method is as follows. Filterbank values for 
each frame are extracted from the audio file using Python Speech Features. 
The values are then mapped to greyscale grid images using Processing, 
and run twice through a trained Pix2Pix model to generate two sets of the 
new images. The corresponding images from each set are then averaged 
together to reduce variation. From these averaged frames, every second 
frame is removed and reproduced by averaging the previous and next 
frame in the sequence. The final frames are collated using FFMPEG at 30 
fps into a video and the audio is added.   

Adapted Cover Images 

New cover images were generated based on the higher resolution 
models. The previously discussed unique features that these models 
produce can also be seen in these images. Model 3 cover images can be 
seen in Figure 15 and 16, along with a sample of frames from the Aroha 
Island Crickets video in Figure 17.  Figure 18 and 19 show cover images 
generated with model 4 for both 256 and 512 outputs, and Figure 20 and 
21 show model 5 cover images. Each cover image corresponds to the video 
produced using the same model. Frame examples across each of the seven 
tracks from model 5 can be seen in Figure 22. 

To view the corresponding videos for each figure, please refer to the 
appendix. The available videos are for model 1-4 at 256, model 4 and 
5 for 512. This reflects how 512 outputs were preferred as the research 
progressed. Model 4 has videos at both 256 and 512 to show a full 
comparison of each resolution output. Comparisons across the other 
models can be seen in the figures. 



Figure 15

256x256 Cover Image Outputs for each Audio File using Model 3

Model 3
512 Input

256 Output
1100 Epochs

Te Urewera, Rosies Bay Track DawnTawharanui Morning

Waipoua Forest SunsetWaipoua Forest Wind

Hauturu: Flats Afternoon

Aroha Island Crickets

Manginangi Kauri Walk



Figure 16

512x512 Cover Image Outputs for each Audio File using Model 3

Model 3
512 Input

512 Output
1100 Epochs

Te Urewera, Rosies Bay Track DawnTawharanui Morning

Waipoua Forest SunsetWaipoua Forest Wind

Hauturu: Flats Afternoon

Aroha Island Crickets

Manginangi Kauri Walk



Figure 17

The First 24 Frames in Order Left to Right from the Aroha Island Crickets Video using Model 3 512x512



Figure 18

256x256 Cover Image Outputs for each Audio File using Model 4

Model 4
512 Input

256 Output
2300 Epochs

Te Urewera, Rosies Bay Track DawnTawharanui Morning

Waipoua Forest SunsetWaipoua Forest Wind

Hauturu: Flats Afternoon

Aroha Island Crickets

Manginangi Kauri Walk



Figure 19

512x512 Cover Image Outputs for each Audio File using Model 4

Model 4
512 Input

512 Output
2300 Epochs

Te Urewera, Rosies Bay Track DawnTawharanui Morning

Waipoua Forest SunsetWaipoua Forest Wind

Hauturu: Flats Afternoon

Aroha Island Crickets

Manginangi Kauri Walk



Figure 20

256x256 Cover Image Outputs for each Audio File using Model 5

Model 5
512 Input

256 Output
1600 Epochs

Te Urewera, Rosies Bay Track DawnTawharanui Morning

Waipoua Forest SunsetWaipoua Forest Wind

Hauturu: Flats Afternoon

Aroha Island Crickets

Manginangi Kauri Walk



Figure 21

512x512 Cover Image Outputs for each Audio File using Model 5

Model 5
512 Input

512 Output
1600 Epochs

Te Urewera, Rosies Bay Track DawnTawharanui Morning

Waipoua Forest SunsetWaipoua Forest Wind

Hauturu: Flats Afternoon

Aroha Island Crickets

Manginangi Kauri Walk



Te Urewera, Rosies 
Bay Track Dawn

Figure 22

The First Five Frames in Order Left to Right from each Video using Model 5 512x512.

Tawharanui 
Morning

Waipoua 
Forest Sunset

Waipoua 
Forest Wind

Hauturu: Flats 
Afternoon

Manginangi 
Kauri Walk

Aroha Island 
Crickets
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Discussion

Soundscape visualisations are commonly produced for scientific 
analysis to aid in environmental management. Few soundscape 
visualisations are produced for creative purposes, and those that are rarely 
take advantage of machine learning image synthesis in their production 
process. Literature shows that image-to-image translation is an effective 
method of image synthesis with an extensive range of possible use cases. 
However, a gap in current research is the application of image-to-image 
translation for audio visualisations of natural soundscapes. This leads to 
the research question: How might machine learning image synthesis be 
used to visualise soundscape audio? The method detailed throughout this 
research portfolio was developed to facilitate my own artistic expression 
of artificial synaesthesia. To explore my interpretations of soundscape 
audio, there first needed to exist a method of translation, which Pix2Pix 
provided the foundations for.  Visualisations of New Zealand soundscape 
audio, in the form of images and videos, were produced as design outputs 
of this research. The production method for these visualisations is also an 
output, as it was uniquely developed throughout the research to answer 
the research question. 

This research shows that it is possible to generate soundscape audio 
visualisations using image-to-image translation. Output videos display 
flowerlike figures transforming in shape, size, and colour in time with 
their corresponding soundscape audio. Through video comparison and 
observation, it can be seen that contrasting audio features are consistently 
uniquely represented. This shows that the production method could 
be used to further produce visualisations that are visually consistent 
and comparable. It was unknown if the grid translation layer method 
would successfully convey changes in the audio, let alone build a visual 
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language. The method was, at the very least, expected to produce colours 
and textures recognisable as belonging to the visual theme, which it 
achieved. The model colour outputs were representative of their datasets, 
favouring red in the outputs when red was dominant in the dataset, and 
pink in another.  It was unexpected how successful the visibility of audio 
change would be. Visual patterns are recognizable in output videos, and an 
obvious connection between the audio and visual features can be seen in 
some visualisations with less audio activity.  

New Zealand natural soundscapes tend to contain a lot of birds, as 
well as geophonic sounds such as the wind and running water, so pitch 
change and busy background audio was expected and can be seen in 
the visualisations. The following observations are in relation to results 
produced from model 1 and 2.  Busier audio tracks produced visually 
busier visualisations, consisting of faster and a wider variety of changes. 
Dominant audio features were also dominant visual features, creating 
a stronger connection between the two outputs. When an audio feature 
is louder, it dominates the audio as well as the visualisation and other 
features aren’t heard or seen. The visual representation reflects this 
through colour change and/or size increase of the corresponding visual 
feature. Pitch change can also be seen through colour.  Background noise 
can be understood as the slightly more subtle changes and flickering of 
smaller visual features.  

It was found that input and output resolution drastically change the 
structure and visual qualities of the images and frames. Later models 
produced videos with higher visual complexities, including more visual 
features, colours and movement. The increased complexity makes the 
relationship between the audio and visual features less obvious (although 
still visible), but highlights the intricacies of soundscapes which the 
original videos do not.  

The videos have a flickering effect, partly from the way the videos are 
produced, but also from the structure of the audio. This demonstrates the 
rawness of soundscapes and the collective consideration of all audio in a 
space, not just the main identifiable features. By definition, a soundscape is 
the relationship between the unique collection and arrangement of sounds 
in an environment. To reduce the noise or isolate sounds would be to not 
truly represent the audio as a soundscape. The choice to maintain all audio 
data, instead of removing audio features, was made to support this theory. 
This may appear as a contradiction to the dimensionality reduction which 
occurred in the initial audio to visual conversion. By providing all available 
data prior to the conversion, all sections of the audio are represented. 
The reduction was done to make the chosen visualisation method feasible 
by simplifying how the audio is represented through sections. This is 
consistent with previous approaches, where the amount of audio data is 
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too large to feed through a conversion method (Dhiraj et al., 2019; Reyes & 
Camargo, 2015).  

Using generative design and machine learning as a tool in the production 
process in some way takes away some control from the designer and gives 
it to the machine, while at the same time providing an extended reach. The 
dataset is curated by the designer, dictating the theme and visual language 
that the machine will use to interpret the dataset. The designer provides 
the foundations for the machine to build its interpretations, but the actual 
outputs and their composition, form and unique visual qualities are a new 
perspective, generated by the machine. They are the result of a machine 
trying to understand the visual qualities of nature and reproducing 
them. The choice to use a flower dataset as the visual theme supports the 
natural essence of soundscapes, representing change and diversity. The 
visual qualities that the models borrowed from the flowers allowed for 
visual variety, but also emphasised the vibrancy and beauty of natural 
environmental audio. It is somewhat of a conflict between the natural and 
the built world, to use a machine to reproduce nature. And an even further 
contrast using these reproductions to represent soundscapes, an extremely 
pure and rich component of the natural world, ironically with man and 
machine at the centre of its deterioration.  

This is perhaps bringing value and/or attention to soundscapes through 
a recognized and valued medium, but also commenting on the world 
state and how it has contributed to soundscape decay. Can this aesthetic 
experience bring about discussion and curiosity around the changing 
soundscapes or the relationship between the natural and built world?  

As this research is, to my knowledge based on the available literature, the 
first use of image-to-image translation for soundscape audio visualisation, 
it provides design insight into new production methods. It also provides a 
foundation for further research to build upon.  

This research can be applied to future creative audio visualisation 
production. Application can also involve non soundscape related audio 
visualisation, as the method could be adapted to suit the style of audio 
that is being used.  

The testing throughout the research may have been improved through 
the consistent use of audio across tests to gather comparable results. Due 
to the iterative nature of the research, new resources and findings were 
discovered throughout the research. Although a range of audio was tested, 
this meant that the audio used in the final outputs was not found until 
late in the research, and was not used through all stages of the testing and 
prototyping. Consistent use of audio may have produced more positive 
results in earlier testing and allowed more time for refinements. On the 
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other hand, using only one set of audio tracks throughout the research 
may also have restricted the method to be only effective with those specific 
tracks, and not applicable to soundscape audio in general. The final 
outputs may be improved by further smoothing out the flickering, but as 
mentioned earlier, this may take away from the natural noise and business 
of environmental audio. 

Future extensions to the research include compacting the production 
process down into a user-friendly tool, where visualisation can be 
automatically produced without the need for manual hands-on attention 
at every step. There is also the opportunity to explore how successfully 
different translation layers can produce visualisations, as the grid method 
is only one of many possibilities. This may allow for more detailed or 
accurate results. Another area of possible future research is developing or 
applying other methods to reduce the video flicker.  

Audio used in later testing was all from New Zealand soundscapes, so it is 
unknown how the final process may perform with ranges of soundscapes 
outside of New Zealand. The sample size of audio used was small and 
due to availability, all from the North Island, but it is assumed that 
soundscapes from the North and South Islands will have little variation 
compared to soundscapes from outside of the country.  In any case, any 
results from this tool could be reliably compared, as they are produced 
using a consistent method.  
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This study focused on generating soundscape audio visualisations 
using machine learning image-to-image translation. An iterative and 
generative design approach was carried out through prototyping and 
testing, to develop an effective translation layer that worked in tandem 
with the chosen image dataset and method of audio feature extraction. As 
filter bank audio processing naturally segments audio into frames/windows 
for analysis, this method was appropriate to extract audio features and 
translate them to images. It was found that presenting the audio data 
through a greyscale grid, representing 49 values per frame, sufficiently 
held audio data and was compatible with a Pix2Pix model trained on 
heavily pixelated flower images.  These were used to generate flower image 
outputs, which each act as a frame in a visualisation video.  

The prototyping process revealed that for this method to be effective, the 
audio feature extraction method, the translation layer and the dataset 
all need to be chosen with the other aspects in mind, as they all need to 
work in collaboration. Multiple datasets, translation layers, and audio 
samples were tested to reach the final developed process and outputs. 
Input and output resolutions proved to have more influence on the image 
visual features than originally anticipated, with higher resolution outputs 
producing more complex images. These images were seen as possibly more 
appropriate to represent a soundscape, as they communicate the audio 
complexities through their intricate structures.

Conclusion
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 An issue faced, consistent with issues faced in previous literature, was visual 
inconsistencies across frames. This was overcome through frame averaging 
and refining the feature extraction method to increase correlation across 
frames and minimise unwanted variation.  

This research acts as an original framework for the use of machine learning as 
an audio visualisation creative tool. The production pipeline is the foundation 
for further development of creative audio visualisation using image-to-image 
translation. The outputs produced through this method are a demonstration 
of artificial synaesthesia through the use of my personal impressions 
of soundscape audio. They contribute to the awareness of soundscape 
uniqueness and value through design.  

This research concludes that machine learning image synthesis can be 
successfully used to generate soundscape audio visualisations. The design 
process revealed that image-to-image translation can be utilised as a frame 
by frame audio to image translation system through creative use of the 
translation layer.
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Appendix

Permission was gained from Grant Finlay for the use of his field recordings 
to use in this research portfolio and to publish with the output videos. 

All videos were submitted as additional material in the digital hand in 
where they are available to view.  The videos are best viewed with sound on 
VLC Media Player due to the way they were made. The use of headphones 
is also recommended.

Videos from initial testing are also available in a folder named Additional_
Tests. Files in the Additional_Tests folder are named appropiately to where 
they are referenced in the text.

Files within a model file are labelled following this structure:

 modelNumber_AudioFileName_outputSize

 Example: model1_ArohaIslandCrickets_256.mp4

The folder structure is on the following page.
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The folder structure is as follows:

 Additional_Tests
    Frame_Overlap
    Frame_Averaging
    
 Model1_VideoOutputs
    256

 Model2_VideoOutputs
    256

 Model3_VideoOutputs
    256

  
 Model4_VideoOutputs
    256

    512

 Model5_VideoOutputs
    512




