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Illustrating Income Mobility and Poverty Persistence∗

John Creedy and Norman Gemmell†

Abstract

This paper is aimed at graduate and undergraduate economics students interested

in income inequality and mobility. It summarises several diagrams introduced in recent

literature to illustrate income mobility. The illustrations relate to various mobility

concepts: those based on relative income growth, positional change within an income

distribution, and poverty persistence. The diagrams are easy to produce and, at a

glance, provide valuable information about income mobility and poverty dynamics,

given information about the incomes of a cohort of individuals in two or more time

periods.

JEL classifications: D31, I32

∗We are grateful to Sean Comber for extracting the Inland Revenue data used in this paper. This paper
is part of a project on ‘Measuring Income Inequality, Poverty and Mobility in New Zealand’, funded by an

Endeavour Research Grant from the Ministry of Business, Innovation and Employment (MBIE). We should

also like to thank a referee for helpful suggestions.
†Wellington School of Business and Government, Victoria University of Wellington.

1



1 Introduction

As a diagrammatic method of illustrating income inequality, and comparing alternative

distributions, the Lorenz curve is ubiquitous.1 With individual observations arranged in

ascending order, this plots the cumulative proportion of total income against the corre-

sponding cumulative proportion of individuals. A normalized area measure of the distance

between the Lorenz curve and the line of equality gives rise to the equally famous Gini

inequality measure.2 The Lorenz curve thus provides much more information than either

the frequency distribution or the cumulative distribution alone.

Where concern is largely for those below a poverty line, an alternative diagrammatic

device, for incomes again arranged in ascending order, plots the cumulative poverty gap

per person against the corresponding cumulative proportion of people. This is the TIP

curve, named by Jenkins and Lambert (1997) for its ability to indicate the ‘Three Is of

Poverty’, namely incidence (the poverty headcount), intensity (the poverty income-gap)

and inequality (the within-poor distribution). For those below the poverty line, the curve is

a straight line only in situations where all the poor have equal incomes. As with the Lorenz

curve, comparisons can then easily be made.

These diagrams concern cross-sectional distributions of income measured over a specified

period, usually a year. However, a crucial feature of incomes is that they vary over time. The

considerable extent of relative income movement within cohorts means that cross-sectional

data provide an imperfect picture of inequality and poverty more widely considered. This

creates a need for diagrams which are both informative, regarding different characteristics

of income mobility, and are easy to produce. The starting point of the present paper is the

fact that the ‘three Is’ properties of TIP curves can be translated to the context of income

mobility. The paper provides an introduction to several convenient diagrams which capture

crucial features of income and poverty dynamics: for further technical details, extensions

and discussion of the related literature, see Creedy and Gemmell (2018, 2019a).

First, the Lorenz curve and its ‘close relative’, the concentration curve, are considered

in Section 2, illustrating the need for specially designed diagrams which can reveal income

mobility characteristics. One such curve, named the TIM curve, is introduced in Section 3.

With individuals ranked in ascending order of initial income, a diagram can be constructed

by plotting the cumulative proportional income change per capita (that is per head of

1It is of course widely used to compare distributions of a wide range of non-negative variables, but the

emphasis here is on incomes and their associated dynamics.
2Importantly, in comparing distributions, the concept of ‘Lorenz dominance’ can be given a welfare

interpretation when combined with the value judgement summarized by the ‘principle of transfers’ (a transfer

from a rich to a poor person, without a change in their ranks, is ‘an improvement’).
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the total population, not per head of the cumulated sub-group) against the corresponding

cumulative proportion of individuals. Since the diagram bears a close resemblance to the

TIP curve it is described here as a ‘Three Is of Mobility’, or TIM curve, revealing ‘incidence,

intensity and inequality’ of mobility. Where interest is in the mobility of particular lower-

income segments of the population, the curve can be used to illustrate the relative income

growth of different sub-groups.

In Section 4, a comparable device capable of illustrating properties of rank-order (or

positional) changes within a cohort are developed. This considers the cumulative observed

re-ranking change across individuals ranked in ascending order of the initial income distri-

bution, producing a ‘cumulative re-ranking curve’.

In the context of poverty dynamics, the focus is on movements across a designated

poverty line (or threshold income value, which is assumed to remain constant in real terms).

Section 5 describes a ‘poverty persistence curve’, which illustrates those income changes

which generate movements out of, and into, poverty.

In each case, illustrations are provided using a longitudinal sample of individuals from

New Zealand. Conclusions are in Section 6.

2 Some Lorenz Curve Comparisons

Before considering curves specifically designed to illustrate income mobility characteristics,

several Lorenz curves are shown in Figure 1, using Inland Revenue Data for New Zealand

(described further below). Standard (cross-sectional) Lorenz curves for 2006 and 2010 sug-

gest that the taxable income distribution changed very little over the period, as the two

Lorenz curves are hard to separate. However, between these two years, all individuals’

incomes did not change by the same proportion: some people experienced large increases

while others experienced small increases or even reductions, and at the same time their rank

positions in the income distribution changed substantially. Remember that in producing

the Lorenz curve, the first operation involves ranking all individuals from lowest to highest

incomes, so the order of people is different in 2010 from what it was in 2006. None of these

mobility characteristics is evident from the Lorenz curves.

A special feature of the dataset used for these illustrations is that it is a longitudinal

sample of taxpayers, so that the same individuals are in both annual income distributions.

The question arises of whether a modified type of Lorenz curve could reveal any features of

the relative income changes. Consider a curve obtained by averaging individuals’ incomes

in the two years. If the income changes over the period have been in some sense equalising,
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Figure 1: Lorenz Curves for New Zealand Taxpayers

then the Lorenz curve of this average may be expected to lie inside the cross-sectional

curves, although it may not necessarily lie inside over the whole length (if changes were not

equalising over the complete range of incomes). Figure 1 actually shows a ‘concentration

curve’ of average income over the two years, where the individuals continue to be ranked

by their 2006 incomes (rather than being ranked by their average incomes, as in a Lorenz

curve). This concentration curve is everywhere inside the cross-sectional Lorenz curves.

The ranking by the initial year (2006) was used so that the curves can be compared with

another concentration curve, that of the 2010 annual incomes, with individuals ranked by

their 2006 incomes. This curve is seen in Figure 1 to be closer to the line of equality than

all the other curves shown. This suggests that those with lower incomes in 2006 did indeed

generally experience higher gains relative to those with higher incomes in 2006: hence the

cumulative proportion of total income in 2010 is higher, for any given percentile of the

2006 distribution, than it was in 2006. Nevertheless, while the Lorenz curves necessarily

reveal nothing about income dynamics, and the two concentration curves demonstrate that

there were systematic equalising income changes over the period, the precise nature of those

changes across the distribution remain unknown. The following sections discuss curves that

are specifically designed to illustrate mobility characteristics.
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3 The TIM Curve

This section begins by summarising the key aspects of the TIP curve developed by Jenkins

and Lambert (1997), in subsection 3.1. It is then adapted for the income mobility context

in subsection 3.2. Empirical examples are given in subsection 3.3.

3.1 The TIP Curve

Jenkins and Lambert (1997) demonstrated that three important dimensions of poverty can

be summarized by their TIP curve. These are: the incidence of poverty, as captured by the

headcount poverty measure; the intensity, as measured by the income gap,  − , where

 is the poverty line; and the inequality of poverty within the poor group, capturing how

far the incomes of the poorest differ from those closer to the threshold, .

Let  denote individual ’s income, with  = 1  . Given , the poverty gaps are

defined by  () = 0 for  >  and  () =  −  for   . When incomes are

ranked in ascending order, the TIP curve is obtained by plotting 1


P

=1  () against


,

for  = 1 2  . That is, the total cumulative poverty gap per capita is plotted against

the associated proportion of people.

Figure 2: A TIP Curve

A hypothetical example is shown in Figure 2. The slope at any point is equal to the

average poverty gap, with a steeper slope indicating a larger poverty gap. Flattening of

the curve therefore shows the extent to which the average poverty gap falls as income rises

towards . Thus, inequality among the poor is reflected in the curvature of the TIP curve.
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The curve becomes horizontal beyond H, beyond which there is no one in poverty. Poverty is

unambiguously higher where a TIP curve lies wholly above and to the left of an alternative

TIP curve. These properties relate to levels of poverty at a point in time, rather than

poverty dynamics over time, such as the extent to which the poor stay poor over different

time horizons.

3.2 Three Is of Mobility

The three Is properties of TIP curves can be translated to analogous properties of income

mobility, using the ‘Three Is of Mobility’ (TIM) curve. First, define the logarithm of income,

 = log , for individuals  = 1  . Hence  − −1 is (approximately) person ’s

proportional change in income from period −1 to . With log incomes ranked in ascending
order, plot 1



P

=1 ( − −1) against  = 

, for  = 1  . Thus the TIM curve plots the

cumulative proportional income change per capita, , against the corresponding proportion

of individuals.3

In specifying a TIM curve, the focus is on the mobility of those with incomes below

 (), for the proportion, , of the population. In this framework  captures the incidence

of the particular low income group of concern, just as the headcount poverty measures the

incidence of income poverty. Similarly, intensity and inequality properties of mobility can

be defined. The intensity of mobility of a particular group of individuals, such as those

below (), is measured by the height of the TIM curve at the relevant point, . The

inequality property of mobility refers to differences in the income growth rates within the

specified group below  (), and is reflected in the curvature of the relevant portion of the

TIM curve. The relevance of all three dimensions of mobility to longer-term inequality

suggests that a TIM curve, analogous to the TIP curve, can provide similar insights when

‘mobility as income growth’ is the mobility concept of interest.

The TIM curve can be defined more formally as follows, ignoring  subscripts for con-

venience. Suppose incomes are described by a continuous distribution where  () and

 () denote respectively the distribution functions of income and log-income at time ,

with population size, . For incomes ranked in ascending order, the TIM curve plots the

cumulative proportional income changes,  − −1, per capita, denoted , against the

3For income growth based mobility measures, Van Kerm (2009) and Jenkins and Van Kerm (2016)

suggest using ‘Income Growth Profiles’ (IGPs). Jenkins and Van Kerm (2016) also produce a cumulative

version of the IGP (a CIGP) which is conceptually closest to the TIM curve described here (but divides

cumulative growth by the number of people in the cumulated sub-group). The curves are compared in

Creedy and Gemmell (2019a, pp. 748-749, and Supplementary Appendix B), where it is argued that the

TIM curve illustrates the distributional dimensions of mobility in a visually more straightforward manner.
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corresponding proportion of people, , where:

 =  (−1)  (1)

Thus −1 = −1 () is the log-income corresponding to the  percentile,and the TIM

curve plots , given by:

 =

Z −1

0

( − −1)  (−1)  (2)

against .4

Let  denote the arithmetic mean of log-income (equivalent to the logarithm of the

geometric mean, , of income, ). Equation (2) can be written as:

 =

Z −1

0

©
( − )−

¡
−1 − −1

¢ª
 (−1) +

¡
 − −1

¢
 (−1)  (3)

The term, − is equal to log (). Hence ( − )−
¡
−1 − −1

¢
is the proportional

change in relative income. Thus,  consists of the cumulative proportional change in

income relative to the geometric mean, plus a component that depends only on the propor-

tional change in geometric mean income. Suppose the proportional change in the geometric

mean,  − −1, is equal to . If all individuals receive exactly the same relative income

change,  plotted against  is simply a straight line through the origin with a slope of

. This means that the extent of differences in proportional income changes over any range

of the income distribution can be seen immediately by the extent to which the TIM curve

deviates from a straight line.

A hypothetical example of a TIM curve is shown in Figure 3. The particular curve

reflects a situation in which relatively lower-income individuals receive proportional income

increases which are greater than that of geometric mean income. Hence the TIM curve,

OHG, lies wholly above the straight line OG.

If all incomes were to increase by the same proportion, the TIM curve would be the

straight line OG. The height, G, indicates the average growth rate of the population, while

the height, H, indicates the average growth rate of those below  (): these heights reflect

intensity properties of mobility. Furthermore, the inequality of growth rates is reflected in

the degree of curvature. For example, the curvature of the arc OH relative to the straight line

4For very large datasets it may be convenient to plot values of the cumulative proportional change

corresponding to percentiles,  , for 1 = 001 and  = −1 + 001, for  = 2  100. Thus, obtain the
cumulative sum  =

1


P
=1 ( − −1), where, as above,  is the number of individuals in the sample.

Hence for  = 2  100:  =−1+ 1


P
=−1+1 ( − −1). The TIM curve is then plotted using

just 100 values.
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Figure 3: A TIM Curve

OH indicates that lower-income individuals have higher growth than those individuals to the

left of, but closer to, . If concern is for those below a poverty line,  , the corresponding

percentile is  =  ( ), where, as defined above,  () is the distribution function of

. The TIM curve gives an immediate indication of whether income changes have been

pro-poor.5

Suppose interest is focussed on those below the  percentile, indicated in Figure 3.

There is less inequality of mobility — a lower dispersion of income changes — among the

group below , shown by the fact that the TIM curve from O to H is closer to a straight

line than the complete curve OHG.6 The TIM curve also shows that the income growth of

those below  is larger than that of the population as a whole. The average growth rate

among the poor — the intensity of their growth — is given by the height H.

3.3 Empirical Examples

This subsection illustrates TIM curves using data from a 2 per cent random sample of

(anonymous) individual New Zealand Inland Revenue personal income taxpayers. Using

data for 1998, 2002, 2006 and 2010, three separate panels were obtained for 1998 to 2002,

5Note that, unlike Lorenz or TIP curves, the TIM curve can lie below the line of equality if income

growth rates for those initially on lowest incomes are sufficiently small; see Creedy and Gemmell (2019a).
6There is a potential ambiguity in the use of the term ‘inequality’ here since the TIP curve refers to a

cross-sectional distribution whereas the TIM curve refers to income changes. To avoid confusion the latter

could be referred to as the ‘interpersonal dispersion’ of mobility.
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Figure 4: Three TIM Curves for New Zealand

2002 to 2006 and 2006 to 2010, each five-year panel containing incomes for both years

for the same taxpayers. To avoid the exercise being contaminated by taxpayers with very

low incomes, such as small part-time earnings of children, or small capital incomes of non-

earners, individuals with annual incomes less than $1,000 were omitted from the sample.

This yielded usable samples of  = 29,405, 31,355 and 32,970 individuals respectively for

the three five-year panels. In each case, individuals were ranked by initial-year incomes.

Figure 4 shows the three TIM curves. Growth rates shown on the vertical axis are mea-

sured over the five-year period. The right-hand end of the TIM curve represents the average

growth rate over the five years across all  individuals. This was similar, at around 15 per

cent, for the periods 1998 to 2002 and 2006 to 2010, but was around 20 per cent over the

period 2002 to 2006. All three curves rise steeply at the lowest income percentiles and flatten

out at higher percentiles, yielding concave profiles and suggesting greater upward mobility

especially among the lower percentiles. These curves combine average growth (across all

individuals) and relative growth, but the latter can most easily be seen by normalising each

curve using the sample average growth rate.

Figure 5 shows the normalized TIM curves, which end at a normalized cumulative growth

rate of unity. These allow the curvature of each profile to be more easily compared. The

2002 to 2006 normalized TIM reveals unambiguously lower relative mobility than the other

two curves, for all . There appears to be a clear ranking according to the extent of relative
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Figure 5: Normalised TIM Curves for New Zealand

mobility, with 1998 to 2002 exceeding that of 2006 to 2010 and the latter exceeding 2002 to

2006 which displays less curvature, implying more equality in income growth, at any selected

percentile.

Figure 5 has been constructed to illustrate the extent of interpersonal inequality of

mobility for the sample as a whole, by comparing the concavity of the three normalized

TIM curves to the straight line representing equality of mobility. However, if interest is

focused on the inequality of mobility for a particular income group, such as the poorest half

of the sample, so that  = 05, then each TIM curve can be re-normalized using the average

income growth rate for this group.

Identifying the underlying influences that might explain the different mobility patterns

observed across the three periods in Figure 5 is beyond the scope of the present paper.

However it is noteworthy that the period revealing least relative mobility, 2002 to 2006,

is also the period with higher average income growth, as seen in Figure 4, and without

major macroeconomic shocks. The other two periods experienced significant shocks, such

as the short New Zealand downturn in 1998 and 1999 and the major global financial crisis

in 2008 to 2010. Such aggregate shocks may be expected to be associated with greater

income volatility at the individual (or firm) level, and hence contribute to greater measured

individual income mobility. Given the prominence of the agricultural sector in the New

Zealand economy, the country is also especially sensitive to weather-related impacts on
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incomes in agriculture and downstream industries. Drought conditions were experienced

during 1998, 2008 and 2010, but not in the intervening years. These patterns may have

contributed to the greater relative mobility of incomes over 1998-2002 and 2006-2010 but

less so in 2002-2006.

3.4 Pro-poor Mobility

A measure of the extent of pro-poor mobility can be obtained as:

 =




(4)

This measures the extent to which the cumulative proportional income growth per capita

for those below  exceeds that of the population as a whole, . Having defined a fraction

of the population below the poverty line, , if the average income growth of the poor is

the same as average income growth growth across the population (that is, income mobility

is neither systematically pro-poor nor pro-rich) then  =  and  = 1.7 In

principle, the maximum extent of pro-poor mobility by this measure is infinite. For example,

 −→ ∞ as  −→ 0, where the latter indicates zero income growth across the

population on average. Alternatively, −→∞, in the case where there is an infinitely
high rate of income growth for the poorest  of the population, if their initial incomes are

zero. On the other hand, maximum pro-rich income mobility implies  −→ −∞
Figure 6 shows the values of  = , using equation (4), for different

percentile values of  from 0.05 to 0.5, in steps of 0.05. For  = 005 income growth of the

poorest 5 per cent in 2006 is approximately ten times that of the full sample: the process

could therefore be described as highly pro-poor. As  rises towards 05, the extent of this

pro-poor income growth falls, but remains above one, reaching  = 23 at  = 05.
8

4 Positional Mobility

Subsection 4.1 introduces the concept of the re-ranking profile, which is then illustrated in

subsection 4.2.

4.1 Definition of Re-ranking Profiles

An alternative class of mobility measures is based on the idea of mobility as positional

change, rather than relative income change. It is therefore useful to examine whether a

7There may nevertheless be differing degrees of inequality of mobility (as represented by the curvature

of the TIM curves up to ) within the poor group compared to that within the population as a whole.
8By definition,  = 10 at  = 10.
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Figure 6: Pro-Poor Mobility: 2006 to 2010

diagram similar to the TIM curve can be helpful in this context. This section focuses on

income re-ranking positional change. Individuals can move to higher or lower rank positions,

so that explicit treatment of the direction of change becomes important. Defining a re-

ranking mobility index, it is first necessary to decide whether negative re-ranking (dropping

down the ranking) is treated symmetrically with positive (upward) movement within the

ranking. A second issue concerns the choice of whose mobility is to be included.

In the following discussion, individuals are ranked in ascending order of initial incomes,

0, so that ranks  = 1   are for individuals from the lowest to the highest income.

The initial period is denoted 0, and initial ranks may be defined as 0 = . Consider, as in

previous sections, the case where it is desired to measure the extent of mobility of a subset

of individuals,  ≤ , with the lowest initial incomes, and let ∆ = 1 − 0 = 1 − 

denote the change in the rank order of the person who initially has rank, . Three treatments

of re-ranking are possible, all related to how negative, or downward, re-ranking is treated.

Firstly, negative re-ranking could be treated symmetrically with positive re-ranking such

that positional mobility is defined in net terms, that is, positive changes in rank net of any

negative changes for those with  ≤ .9 This is referred to as ‘net re-ranking’. Secondly,

negative movement in the ranking could be ignored, which simply involves setting ∆ = 0

9If individual changes in rank are simply aggregated to obtain an aggregate mobility index, then a

change in rank of 50 places by one individuals is treated symmetrically with 50 individuals each changing

one ranking place.
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when ∆  0. This is referred to as ‘positive re-ranking’. Thirdly, re-ranking may be

measured in absolute terms in which all re-ranking is measured as a positive value. This is

referred to as ‘absolute re-ranking’.

The choice among these three measures depends on the question of interest. For example,

if interest is focussed on those below the poverty line as a group, then it may be desirable to

balance any upward mobility by some of those in poverty with downward mobility of others

in poverty, in order to gain an indication of the overall experience of the group. This suggests

a focus on net mobility in this case. If movement per se is the mobility concept of interest,

then a non-directional measure such as absolute re-ranking is more relevant. Positive re-

ranking quantifies only those who are moving up, a common metric when assessing the

persistence of low income or poverty status for a sub-set of individuals or households.

The three re-ranking indices for individual, , are defined formally as follows:


 = ∆ (5)



 = ∆|

∆10
 (6)


 = |∆|  (7)

Cumulated across the  lowest-income individuals in period 0, the corresponding aggregate

re-ranking indices are given by:

 () =

X
=1


 =

X
=1

(1 −0) (8)

 () =

X
=1



 =

X
=1

(1 −0) for ∆ 1 0 (9)

and:

 () =

X
=1


 =

X
=1

|1 −0|  (10)

The absolute re-ranking case may be thought of as describing the extent of overall positional

change within the relevant range of the income distribution.

To examine the ‘three Is’ properties similar to the TIM, but based on the indices in (8),

(9) and (10), one approach would be to plot the value of the relevant  () index against

the cumulative fraction of the population,  = . However, a difficulty with the indices in

(8) to (10) is that they are not scale independent, since they depend on the population size:

more re-ranking is possible in larger populations. One solution would be to scale the three

 () indices by . However, rescaling, by (2)
2
, yields normalized values,  (), that lie
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Figure 7: Actual Re-ranking 2006 to 2010: Three Cases

between zero and one (or zero and two for absolute re-ranking). These may then readily be

plotted against 0 6  6 1.10 Hence it is possible to define a cumulative re-ranking curve,
similar to the TIM curve for relative income mobility, that plots  () against .

4.2 Illustrative Examples of Re-ranking Profiles

This section turns to an application of the positional mobility measures described in sub-

section 4.1 to the same New Zealand income data, to assess both the extent of observed

positional mobility and the incidence, intensity and inequality dimensions. This is illustrated

first by plotting the re-ranking measures , and  against , for the 2006 to

2010, period in Figure 7. In each case, these profiles could contain concave, linear or convex

segments, reflecting the degree of re-ranking being experienced as  is increased to include

higher income individuals. A greater amount of re-ranking mobility generates profiles that

are more concave or less convex.

10Furthermore, an individual’s opportunity for re-ranking is partly determined by their initial position.

Those among the lowest ranks have less opportunity to move down, other things equal, than those higher

up, and vice versa. It is therefore useful to consider the maximum re-ranking possible for each individual.

Actual re-ranking may then be compared with these maximum values for any given . See Creedy and

Gemmell (2019a).
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Figure 8: Actual Positive Re-ranking: Three Periods

To assess the incidence, intensity and inequality aspects of these re-ranking measures,

Figure 7 can be interpreted as follows. For a given definition of positional mobility (net,

positive or absolute re-ranking), select a value of  representing the sub-set of low income

individuals of interest (the incidence dimension). The height of the profile on the vertical

axis at this value of  represents the intensity of re-ranking for this group, namely how

much re-ranking they have experienced on average. The section of the profile to the right

of  becomes irrelevant, equivalent to the flat section of the TIP curve.

The deviation from linearity (concave or convex) of the re-ranking profile, from the origin

to its value at the selected , provides a measure of the extent of inequality of mobility within

. That is, the actual profile may be compared to a straight line from the origin to the

relevant value of . For example, in Figure 7 the profile for absolute re-ranking appears to

be approximately linear over a wide range above the 10 percentile. This suggests that, at

least for this sample and measure, the extent of re-ranking is relatively constant across the

income distribution.

As with the TIM curves in Section 3, changes in the incidence, intensity and inequality

of positional mobility associated with different time periods can be examined by plotting

relevant re-ranking profiles for the three periods. Figure 8 illustrates this for the positive
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re-ranking measure, , showing that the characteristics of positive re-ranking mobility

across the three periods are very similar, both in terms of levels of  at each value of ,

and the degree of inequality of mobility (concavity) of each profile for any given . To the

extent that the profiles differ, there is some evidence of slightly more re-ranking mobility

during the first period, 1998-2002, as also observed for the income-growth TIM curves.

5 Poverty Persistence

This section turns to the question of how poverty persistence can be shown diagrammatically,

reflecting the extent to which upward income mobility between two periods shifts individuals

from below, to above, a given income threshold, . Since the TIM curve illustrates the

cumulative extent of mobility for those below , it can show whether the incomes of an

initially poor group on average grew sufficiently to escape from poverty, but it cannot

directly illustrate the extent to which individuals below  escape from poverty. Suppose

first that poverty is measured in relative terms. If the TIM curve up to  were to lie below

the straight line OG of Figure 3, income growth for those below  is insufficient to lift this

group, in poverty at  − 1, above the poverty line at . That is, had the income growth
experienced in aggregate by those below  been redistributed among those individuals to

maximise the numbers above  at , there is no reallocation that could have lifted all of

them out of poverty.

Nevertheless, some individuals within this group in time period, − 1, may experience
sufficient income growth between − 1 and  to raise their income levels above . Assume

further that the poverty income threshold is constant in both years. Let  =


−1
denote

individual ’s proportional income growth between − 1 and . The condition required for

those individuals for whom −1   to move out of poverty is given by:

 


−1
− 1 (11)

More generally, all individuals can be allocated to one of four groups based on their values

of  and −1, as shown in Table 1.

The groups are separated by values of  and −1, denoted ∗ and ∗−1 respectively,

given by ∗ =


−1
− 1 and ∗−1 = . These can be illustrated by a variant of the TIM

curve. As discussed above, the TIM curve plots, for incomes in ascending order, cumulative

proportional income changes per capita against the corresponding proportion of people, .

Consider an alternative diagram in which individual income growth rates,  and 
∗
 (which

depends on the proportional difference between −1 and ) are plotted against , for any

given income poverty threshold, , and associated .
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Table 1: Poverty Persistence

In poverty Out of poverty

Move
 


−1

− 1;
−1  

 


−1
− 1;

−1  

Persist
 


−1

− 1;
−1  

 


−1
− 1;

−1  

Figure 9: Income Growth Rates Required to Escape and Avoid Entering Poverty
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Figure 9 plots the values of ∗ against , for a poverty income threshold, , such that

 = 02: that is, 20 per cent of the population are below the poverty line. Hence, the

∗ profile crosses the -axis at  = 02. This is referred to as a poverty persistence curve,

∗(), which is defined for a given value of .

To the left of  = 02, growth rates greater than ∗ from period  − 1 to period  are

sufficient to move individuals out of poverty, that is, to an income level which places them

above  in the population in time period, . Conversely, for those who are placed to the

right of  = 02 in period − 1, growth rates less than ∗ are sufficiently negative to move

the individual into poverty in period . The profile of critical values, ∗, approaches an

asymptote of −10 (or −100 per cent); that is, as incomes become very large relative to ,
the required (negative) growth rate to move such individuals into poverty from period − 1
to period  approaches −100 per cent.

5.1 Illustrative Examples of Poverty Persistence

It is first necessary to stress that, since these data are based on incomes of individuals

as opposed to households, the notion of a poverty line is not particularly meaningful, in

view of the income sharing that takes place within households. Clearly many individuals

experience substantial year-to-year changes in income without this necessarily implying

that the households of which they are members move into, or out of, poverty. For present

purposes it serves to illustrate the conceptual aspects of interest.

Identifying poverty persistence first requires a choice of poverty income threshold, .

For illustrative purposes this is arbitrarily set here at 50 per cent of median income in 2006:

thus, where  = $34 087, the poverty line is  = $17 044. In this case it turns out

that  = 025 (or 25 per cent).11 Figure 10 shows both the critical growth rate, ∗ (the

dashed curve) and median actual growth rates within each percentile.12

As required, the critical growth rate, ∗, crosses the -axis at  = 025. To the left of

that point, any median growth rate for a given percentile which is above the ∗ curve implies

that for at least half of the individuals in the percentile, income growth was sufficiently large

that their income in 2010 exceeded .

Figure 10 shows that this condition is satisfied for about 10 of the 25 percentiles below

. By contrast, above  there are no percentiles for which median growth is sufficiently

negative (that is, lying below the ∗ curve) to push median individuals below  in 2010.

11This unusual property results from the fact that the distribution function over the relevant range is

approximately a straight line through the origin.
12Given the sample size, there are 329 or 330 individuals in each percentile.
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Figure 10: Poverty Persistence in New Zealand: 2006 to 2010

This suggests a high degree of poverty avoidance over the 2006 to 2010 period for those not

initially in poverty, and somewhat less persistence in poverty for those initially below the

poverty line.

However, the median percentile growth rates cannot capture the diversity of experience

within each percentile. Figure 11 replaces the percentile medians with ‘box plots’ for actual

percentile growth rates where each box shows the median growth rate and inter-quartile

range. The ‘whiskers’ record the maximum and minimum income growth rate within each

percentile. Figure 11 reveals a richer pattern of movement into and out of poverty. In

particular, the whiskers indicate a wide range of growth rates within each percentile of the

initial income distribution, such that, for example, every percentile above  includes at

least one person who moved into poverty. Similarly, for those percentiles initially below

 = 025, there is evidence of many individuals in almost all the lower percentiles moving

out of poverty. There are numerous cases of individuals lying between the median and

upper quartile (of the percentile distribution) who are observed to move out of poverty.

This reflects a high degree of volatility in individual taxpayer incomes from year to year in

New Zealand.

This volatility can also be observed when frequencies are inserted into the four-way

classification in Table 1. These are shown in Table 2 for three alternative definitions of
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Figure 11: Details of Poverty Persistence in New Zealand: 2006 to 2010

the poverty line, , of 033, 050, and 067 of median income. Values in Table 2 for

 = 050 are for the case shown in Figure 11.

The table shows that, for the lowest poverty line (33 per cent of median income), 14 per

cent of individuals move across the poverty line from 2006 to 2010: 9 per cent move out of

poverty by 2010 while 5 per cent move into poverty from above the 2006 poverty line. The

extent of poverty persistence is sensitive to the poverty line, rising from only 3 per cent or

approximately one-quarter (precisely 312) of those in poverty, (at  = 033) to 14

per cent (with  = 050) and 21 per cent or around two-thirds of those in poverty

(at  = 067).

Hence in this New Zealand case, those initially more deeply in poverty — those below

one-third of 2006 median income — appear to experience the least persistence of the three

poverty group definitions. A similar picture emerges for those initially above the poverty

line, but moving below it. The percentage moving into poverty is also sensitive to poverty

line definitions, ranging from 82 per cent for a poverty line of 33 per cent of median income,

to 58 per cent when the poverty line is 67 per cent of median income in 2006. These values

for ‘movers’ suggest that, at least among individual New Zealand income taxpayers, there

is substantial movement into and out of the lowest income levels. Since these lowest income
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Table 2: Poverty Persistence: 2006 to 2010

2006 headcount (%)

In poverty Not in poverty

 = 033

Move 9 5

Persist 3 82

 = 050

Move 11 8

Persist 14 67

 = 067

Move 12 9

Persist 21 58

levels are typically a few thousand dollars of annual income, this may capture, inter alia, the

effects of moving into, or out of, the labour market including temporary migration spells

overseas, and/or part-time employment. Additionally, the inclusion of the self-employed

(who are known to experience more income volatility) in this dataset, may contribute to

the observed mobility into and out of low-income status.

6 Conclusions

This paper has described several diagrams which can be used to highlight a number of

important features of income mobility and poverty persistence. Their advantage is that,

like the Lorenz curve in the case of cross-sectional inequality, they are simple to produce,

provide convenient comparisons of the different dimensions, and can be suggestive of further

analysis.

Specific summary measures (of inequality, poverty, mobility and so on) are inevitably

needed to supplement the diagrams. But the measures necessarily involve a loss of infor-

mation: for example, a wide range of Lorenz curves are consistent with the same Gini

inequality measure. The simplicity, the immediate visibility of essential characteristics, the

ability to deal with the detail revealed over the whole range of incomes, and the need to

communicate such important concepts to a non-technical audience, explain the popularity

of diagrammatic methods.
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